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Resümee/Abstract

Inimese ja masina interaktsiooni parandamine tööstuslikus katsestendis

See magistritöö tutvustab ühtset testimise automatiseerimise raamistikku, mis on välja töötatud
Exceenise tööstusliku testimisstendi Prodeegy jaoks, et kõrvaldada traditsioonilised tekstipõhised
programmeerimisbarjäärid tehaseoperaatorite jaoks. Tarkvara põhiarhitektuur on loodud ühe
projektina, mis koosneb kahest omavahel ühendatud alamkihist: alt-üles suunatud visuaalne
protsesside töövoo süsteem ja ülalt-alla suunatud tehisintellektil põhinev makrojada retseptide
koostaja.

Alt-üles suunatud kiht võimaldab operaatoritel visuaalselt kujundada funktsionaalsete plokki-
de võimalusi, kasutades sõlmi, mis on kompileeritud otse tsentraliseeritud kataloogi. Ülalt-alla
suunatud kiht kasutab mitme agendiga generatiivset tehisintellekti mootorit, et tõlgendada lah-
tisi loomuliku keele käske, valides ja järjestades dünaamiliselt need inimese poolt valideeritud
plokid. Generatiivsetest hallutsinatsioonidest ja mittedeterministlikust käitumisest tulenevate
ohutusriskide leevendamiseks piirab range nullusalduse arhitektuur tehisintellekti liivakasti rol-
li ettepanekute tegijana, sundides selle väljundi turvalisse järjekorda deterministlikuks validee-
rimiseks enne muudatuste rakendamist.

Rakendamise tulemused näitasid kahe alamkihi vahel suurt jõudluserinevust: Visuaalse prot-
sessi töövoo kiht pakkus robustse ja tootmisvalmis lahenduse, pakkudes kõrget operatiivset ka-
sutatavust ja reaalajas võrgu voogesituse tagasisidet WebSocketsi kaudu. Uuriv tehisintellektil
põhinev retseptide koostaja tõestas edukalt loomuliku keele masinloetavateks Protobufi struk-
tuurideks kompileerimise tehnilist teostatavust, kuid näitas kriitilisi juurutamise puudusi. Nen-
de hulka kuuluvad suured märgi tarbimise kulud, väljundi ebakindlus ja kohustuslik sõltuvus
pidevast pilve API-ühendusest.

See pilvesõltuvus on otseses vastuolus rangete tööstuslike andmeturbepiirangute ja geograa-
filiste juurdepääsupiirangutega, näiteks nõudega, et Hiinas Gemini juurde pääsemiseks oleks
vaja VPN-i. Lõppkokkuvõttes järeldab see töö, et mitme agendiga LLM-kihi operatiivsed eeli-
sed ei õigusta vajalikke aja- ja rahalisi investeeringuid. Seetõttu jagatakse projekti tulevased
iteratsioonid nii, et arendusressursid suunatakse ainult väga usaldusväärse visuaalse töövoo ki-
hi skaleerimisele ja täiustamisele.

CERCS: T120 Süsteemitehnoloogia, arvutitehnoloogia; T125 Automatiseerimine, robootika

Märksõnad: akatsestendid, tarkvaraarhitektuur, multiagentsüsteemid, madala koodibaasiga aren-
dus, suunatud atsüklilised graafid (DAG), visuaalne programmeerimine, automaatikatehnika,
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suured keelemudelid (LLM), Protocol Buffers, asünkroonne täitmine

Improvement in Human Machine Interaction in Industrial Test Bench

This master’s thesis introduces a unified test automation framework developed for the Prode-
egy industrial test bench at Exceenis to eliminate traditional text-based programming barriers
for factory floor operators. The core software architecture is engineered as a single project
consisting of two interconnected sub-layers: a bottom-up visual process workflow system and
a top-down, AI-driven macro-sequence recipe builder.

The bottom-up layer allows operators to visually engineer functional block capabilities using
nodes compiled directly into a centralized catalog. The top-down layer utilizes a multi-agent
generative AI engine to interpret loose natural language commands, dynamically selecting and
sequencing these human-validated blocks. To mitigate safety hazards coming from generative
hallucinations and non-deterministic behaviors, a strict Zero Trust architecture limits the AI to
a sandbox role as a proposer, forcing its output into a secure queue for deterministic validation
before any changes are executed.

Implementation results revealed a large performance divergence between the two sub-layers:
The visual process workflow layer provided a robust, production-ready solution, offering high
operational usability and real-time network streaming feedback over WebSockets. The ex-
ploratory AI-driven recipe builder successfully proved the technical feasibility of compiling
natural language into machine-readable Protobuf structures, but shows critical deployment li-
abilities. These include high token consumption costs, output uncertainty, and a mandatory
reliance on continuous cloud API connectivity.

This cloud dependence directly conflicts with strict industrial data security constraints and geo-
graphic access restrictions, such as requiring a VPN to access Gemini in China. Ultimately, this
work concludes that the operational benefits of the multi-agent LLM layer do not justify the
necessary time and financial investments. Consequently, future iterations of the project will be
divided to focus development resources exclusively on scaling and refining the highly reliable
visual workflow layer.

CERCS: T120 Systems engineering, computer technology; T125 Automation, robotics

Keywords: test benches, software architecture, multi-agent systems, low-code development,
directed acyclic graphs (DAG), visual programming, automation engineering, Large Language
Models (LLMs), Protocol Buffers, asynchronous execution
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Abbreviations. Constants. Generic Terms

Abbreviations

AI – Artificial Intelligence; used within the test bench to evaluate physical telemetry
and perform unsupervised behavioral defect detection.

API – Application Programming Interface; used to communicate natively with the de-
vice under test’s internal software interfaces.

DUT – Device Under Test; the specific client hardware product or assembly undergoing
stress evaluation inside the Prodeegy system.

ELP – A specific brand/type of USB industrial camera utilized within the test bench
configuration to perform vision validation tasks.

JSON – JavaScript Object Notation; the standardized text-based data format used to trans-
mit structural graph models over the WebSocket network layer.

LLM – Large Language Model; the non-deterministic conversational text processing en-
gine driving the multi-agent recipe generator.

PLC – Programmable Logic Controller; the isolated hardware automation layer respon-
sible for safety circuits, door switches, and emergency stops.

UI – User Interface; the front-end presentation layer that visualizes system states and
metrics for the operator.

Constants

FUNCTION TYPE CAMERA RECORD CAMERA – The static catalog reference key used to
command the capture action from a camera of the system

Generic Terms

Analytics Core – The dedicated background subsystem layout tasked with tracking historic
execution logs and computing key test metrics.
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Catalog – The centralized configuration registry holding active asset declarations, periph-
eral parameters, and functional system tool definitions.

Common Message (common msg) – The unified data validation schema that enforces strict
structural type alignment between distinct system module boundaries.

Golden Sample – A reference hardware manufacturing module verified to function perfectly,
used as an analytical baseline to identify unexpected defects.

Orchestrator – The deterministic state-managing program running code validation passes be-
fore changes are committed to the application state.

Protobuf – Protocol Buffers; the strict structured variable configuration layout used to seri-
alize and save messages and data.

Recipe – A compiled target program structured as synchronous tasks and asynchronous
elements that dictates automated actions on the bench.

Sequencer – The main visual configuration application displayed directly on the physical
monitor, forming the primary interaction point for operators.

TesterCore – The primary automation framework software running locally to coordinate pe-
ripheral execution loops and evaluate recipe tracks.

ToolSpec – The structural layout configuration that maps programmatic input/output param-
eters directly to natural language prompt selectors.

Variable Manager – A centralized global storage registry accessible across all subprograms
to query and modify runtime data states in real time.
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Chapter 1

Introduction

In today’s industry, one of the main challenge in manufacturing and engineering of hardware
and electronic products is the high cost of industrial quality control and stress testing [1]. In
all industry, checking that custom hardware and software works as expected under stress re-
quires large infrastructure investments. Most of the time, companies and factories are forced
to develop rigid and specialized test setups for ever single product, making the process highly
inefficient and difficult to scale [2].

1.1 Problem Statement

To optimize efficiency and reduce testing expenses in this global landscape, Exceenis develops
its own line of industrial test tools built around AI, centered on a product called Prodeegy
[3]. Prodeegy is a modular test bench developed to significantly reduce the cost of testing by
allowing a large hardware and software modularity. By utilizing interchangeable modules and
pneumatic controls, the system is designed to be malleable enough to interact physically and
digitally with a wide range of different client products.

However, a major bottleneck remains at the user-interaction level: creating the specific test se-
quences, known as recipes, currently requires a large amount of programming documentation,
specialized knowledge, and optimization skills. If a factory worker needs to test an unexpected
element or modify a test sequence on-site, they are completely dependent on formed engineers
who can write code and manually configure the system. This rigidity severely restricts day-to-
day testing operations on the factory floor.

1.2 Objectives and Roadmap

The main goal of this project was to contribute to the hardware and software architecture of the
test station by developing new modules that simplify the recipe and function creation process.
Specifically, this work aimed to explore the feasibility of a two stage test automation ecosystem.
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The goal of this frame work is to completely remove traditional coding barrier on test sequence
creation.

In the first stage, operators are able to create new block functions through a graphical process
workflow system. This system allows the user to build new operations without manual text
based programming. In the second stage, an AI orchestrator layer interprets natural language
input from the operator and create a test sequence formed by existing function alongside the
newly created block function from the process workflow. To maintain operational safety, the
non-deterministic AI system cannot modify the visual node graph. It is strictly constrained to
only use and sequence the functions that were created using the graph.

The ultimate hypothesis is that this unified approach can successfully remove the need for
direct programming knowledge, allowing factory operators to autonomously create and modify
automated test sequences while fully maintaining a secure and robust execution environment.
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Chapter 2

State of the Art

To construct a technical and academic base for this thesis, it is necessary to examine the state of
the art on the three main domain concerned by this thesis: automated industrial quality control,
Large Language Model (LLM) based agentic workflows and finally, domain specific Visual
Programming Environments (VPEs).

2.1 AI-Driven Industrial Testing and Quality Control

In the industry today, product testing is moving more and more toward automation to reduce
costs and improve efficiency [2]. Most automated test benches use classic programming com-
bined with machine learning or computer vision to check if a product works as expected [4].
For example, automated optical inspection (AOI) systems deployed along surface-mount tech-
nology (SMT) production lines can take high-resolution captures of a printed circuit board
assembly to scan for missing components or geometric defects.

However, a limitation of existing industrial test tools is their inherent lack of flexibility [5].
Commercial validation environments, such as specialized National Instruments LabVIEW test
racks or custom pneumatic break-in fixtures, are typically engineered to evaluate a single, static
hardware product or specific component revision. If a client updates the product architecture or
introduces an unexpected assembly variant to the line, a large part of the instrumentation hard-
ware setup or the programming side parameters must be manually rebuilt and reprogrammed by
a professional automation engineer. This rigidity makes standard automated benches highly in-
efficient and difficult to scale within dynamic manufacturing spaces, making a critical necessity
to develop a highly modular, reconfigurable test platform architecture.

2.2 LLM-Based Agentic Workflows for Task Generation

Recently, Large Language Models (LLMs: deep learning architectures trained on massive text
dataset to predict and generate human-like text [6]) have evolved from simple text generators
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into autonomous agentic systems [7]. In a standard agentic system, an AI agent is able to re-
ceive a natural language query from a user, break it up into several main actions, and determine
the necessary steps to complete a goal. The state of the art in this domain uses a tool-based
approach where a piece of code is attached to the prompt sent to the AI [8]. The tool contains a
description of what it can do, along with its input and output layouts. To avoid overflowing the
AI with too much information, modern architectures use a layered approach with an orches-
trator that manages the available information dynamically depending on the current context
[9].

Despite their theoretical flexibility, existing open-source agent frameworks (such as vanilla
Microsoft AutoGen configurations [9] or LangChain agent loops [10]) assume a digital only
execution space with complete cloud access and without restriction. In physical industrial
automation, this assumption exposes major, dangerous flaws. Because an AI system is fun-
damentally non-deterministic due to stochastic decoding procedures [11] and can suffer from
unexpected factual hallucinations [12], extending unchecked operational autonomy to a system
directly driving physical actuators presents severe safety hazards; a single hallucinated string
or incorrect mapping argument could execute a high-pressure pneumatic stroke at the wrong
coordinate, permanently destroying fragile client touchscreens or mechanical assemblies.

2.3 Visual Programming Environments (VPEs) in Automa-
tion

To simplify programming tasks on the factory floor, visual block-based systems are becoming
very popular low-code development alternatives [13]. These systems allow users to create a
full program visually without having to write any actual code. One of the main inspirations for
these systems is the Unity shader graph [14]. In a classic process workflow implementation,
the program is built by joining and linking pre-existing blocks on a visual interface. Each block
has a fixed input and output with fixed data types to prevent misalignment issues. The front-end
manages the graph interaction and handles user actions, while the back-end preprocesses the
nodes and edges using a sorting method to make the execution linear. This block-based method
helps to maintain a controlled and secure execution environment because the user can only use
validated blocks, which greatly reduces the risk of unexpected behaviors.

Even with these structural safety benefits, traditional automation VPEs and industrial low-code
options (such as Siemens TIA Portal functional block logic [15] or open-source Node-RED
dashboards [16]) shows an important limitation: they are closely bind to vendor-specific PLCs
and operate in complete isolation from higher-level software architectures. Standard platforms
lack any mechanisms to automatically expose their block structures as modular interfaces to
autonomous AI tools. They remain static libraries that still require manual drafting by human
personnel. This total absence of cross-layers creates an isolated tool silo, necessitating the de-
velopment of a custom, type-locked visualization platform capable of compiling visual layouts
directly into a centralized data catalog that can be used by agentic workflows.
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2.4 Technical Positioning of the Prodeegy System

While these three domains are well-developed separately, combining them inside an indus-
trial test bench represents a new approach. Right now, creating test sequences in the industry
remains a rigid and tedious process because it requires extensive software documentation, spe-
cialized training, and continuous developer intervention.

The Prodeegy system changes this paradigm by integrating an AI-driven recipe builder (cf.
Section 5.2) and a block-based process workflow (cf. Section 5.1) directly into the machine
core application software. Instead of writing text-based code manually, an operator can visually
engineer new functional capabilities using safe, color-coded block nodes, which are compiled
directly into a central system catalog. The top-down AI engine can then, select, and sequence
these human-validated blocks using loose natural language commands.
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Chapter 3

Requirements

To optimize efficiency and reduce the high cost associated with industrial quality control and
stress testing, the software modification must follow operational, functional, and safety guide-
lines. The objective of this chapter is to establish the core user requirements, functional require-
ments, and non-functional safety constraints based on the specific architecture of the Prodeegy
system.

3.1 User Requirements

The primary objective of the system development is to facilitate test sequence creation in the
factory. To reduce the gap between high-level testing goals and automated machine actions, the
following user requirements are established:

• UR-1: Autonomy in Sequence Generation. Factory operators must be able to au-
tonomously create and modify automated test sequences, known as recipes, on-site with-
out direct text-based programming documentation or continuous need of specialized en-
gineers.

• UR-2: Code-Free Function Modification. To adapt to unexpected elements or modify
steps on the factory floor, users must be able to build new functional paths visually instead
of writing manual Python code scripts.

• UR-3: Live Monitoring and Interactive Feedback. Operators require real-time track-
ing of execution outputs directly on the display interface, allowing them to instantly mon-
itor states and issue cancellation requests if any structural error or defect is observed.

3.2 Functional Requirements

The corresponding backend software must manage a multi-agent structure and a visual process
workflow to respond to user requirements within the existing system layout.
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3.2.1 AI-Driven Recipe Builder

The natural language processing system must interpret loosely structured human prompts and
accurately translate them into the machine’s pre-defined structure.

• FR-1.1: Intent Parsing and Action Command Generation. The agentic core must
break down a natural language input, extract the wanted goal of the prompt, and convert
them into well-defined action messages.

• FR-1.2: Just-in-Time Tool and Context Selection. To avoid overflowing the Large
Language Model (LLM) with excessive token data, the system must dynamically gen-
erate specialized tools by fetching active asset configurations from the RecipeCatalog
based purely on the immediate execution context.

• FR-1.3: Argument Mapping Validation. The system must map natural language prompt
tokens into explicit functional parameters (such as delay intervals or specific camera lim-
its), discarding irrelevant input parameters automatically.

• FR-1.4: Refinement Loop and Selective Memory Buffer. When user requests are
ambiguous or incomplete, the orchestrator must initiate a refinement loop to ask the user
for more information. To save tokens, conversation histories must be preprocessed and
stored in a compressed buffer rather than resending raw message logs.

3.2.2 Visual Process Workflow System

The block programming environment must provide a reliable, structured architecture to safely
replace traditional code file compilation.

• FR-2.1: Explicit Interface Type Locking. To prevent misalignment issues across run-
ning system modules, every visual block node must define fixed input and output con-
tracts with restricted data types.

• FR-2.2: Linear Timeline Derivation. The backend execution engine must accept graph
arrays (nodes and edges) and process them using topological sorting algorithms to orga-
nize dependent blocks into a strictly linear, loop-free timeline.

• FR-2.3: Global State Variable Publication. Upon graph compilation, diagnostic vi-
sualization blocks must be converted into variable publication steps, pushing data into a
centralized Variable Manager accessible by all subprograms.

• FR-2.4: Real-Time Network State Streaming. The front-end interface and back-end
environment must exchange live payloads, execution metrics, and cancellation hooks
over a real-time WebSocket layer using parsed JSON data streams.
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3.3 Safety and Non-Functional Constraints

Operating within industrial hardware spaces demands tight protective layers to isolate core ap-
plication logic from the non-deterministic behaviors and hallucinations of generative language
system.

3.3.1 Architectural Robustness and Isolation Boundaries

• NFC-1.1: Zero Trust Sandbox Restrictions. The AI agent layer must be strictly re-
stricted to a sandbox role as a proposer. It must never directly modify the current recipe
state or execute arbitrary programmatic code blocks.

• NFC-1.2: Deterministic Orchestrator Queue. Every action proposed by an AI tool
must be forced into a secure queue following a strict predefined format. A separate,
deterministic Orchestrator program must consume this queue and validate the safety and
context of the command before any changes are committed.

• NFC-1.3: Independent Hardware Safety Interlocking. All critical operational safety
loops, door switches, and physical emergency stops must remain completely isolated
from the primary software core and be managed strictly by an independent, dedicated
Programmable Logic Controller (PLC).
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Chapter 4

Methodology

4.1 Corporate and Business Context

This research and development work was conducted within the Software and Robotics Depart-
ment of Exceenis. Founded in Paris, France, in 2019 by five co-founders, Exceenis operates
primarily as an engineering consulting office that collaborates with startups to design and build
custom hardware, electronics, and electrical products. In addition to its consulting services,
Exceenis develops its own proprietary line of industrial test tools integrated with artificial in-
telligence to optimize testing efficiency, minimize operational complexity, and leverage high
modularity to lower manufacturing quality control costs. The internship took place during a
critical pivot phase for the core platform, coinciding with the final development stages and the
first formal production shipment of the machinery. [17]

4.2 Foundational Hardware Platform: Prodeegy

The baseline physical system utilized throughout this work is the Prodeegy platform, an au-
tomated product tester engineered to execute comprehensive stress and durability tests on a
wide variety of hardware and software products. The hardware architecture relies on a spe-
cialized configuration of pneumatics that enables physical interactions with the Device Under
Test (DUT). This setup allows the automation of physical inputs, including the manipulation of
mechanical buttons, sliders, fragile structural elements, and digital touchscreens.

Digitally, the platform interacts with external software components or the internal systems of
the DUT via external sensors, wired interfaces, Wi-Fi, or Bluetooth connections. When a pro-
prietary Application Programming Interface (API) is available for the internal software of the
product under test, Prodeegy communicates directly with it to trigger internal hardware actua-
tors, check functional routines, or play audio to evaluate internal sensors such as microphones.
Operational and physical safety parameters including open-door sensors and emergency stop
mechanisms- -are isolated from the primary software framework and managed by an indepen-
dent Programmable Logic Controller (PLC) [18].
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Figure 4.1: Prodeegy hardware platform

4.3 Core Software Architecture

The core automation framework isolates test logic from underlying hardware interactions through
a modular software architecture organized into decoupled layers:

• Tester Core (testercore): The central orchestrator and automation framework of the
system. It is responsible for fetching, compiling, and executing test sequences, managing
asynchronous interactions with peripherals and the DUT, and dispatching sensor and
execution data logs (cf. Section 5.2).

• Common Messages (common msg): The underlying communication layer that estab-
lishes well-defined message formats exchanged between running modules. This layer
enforces consistent input and output compliance to prevent data misalignment across
systems.

• The Catalog (catalog): A centralized data registry that contain the definitions of all
available system functions, device configurations, and peripheral interface requirements
without modifying the core orchestrator (cf. Section 5.2).

• The Sequencer (sequencer): The graphical user interface displayed on the primary dis-
play of the test bench, serving as the sole point of user interaction to construct, modify,
and monitor test paths (cf. Section 5.2).

• The Process Workflow: The bottom-up component micro-synthesis layer. It provides
the visual environment where operators link type-locked blocks to engineer new custom
functions. Upon compilation, these visual node graphs are saved straight to the central-
ized Catalog, defining new operational parameters without textual code.
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Figure 4.2: overall structure of the main components of Prodeegy software

Figure 4.3: recipe structure diagram

• The Recipe Builder: The top-down macro-sequence orchestration layer driven by a
multi-agent AI system. It interprets loose natural language queries from the operator to
build and modify automated recipes. Using a dedicated CatalogFetcher, it actively
queries the Catalog to transform the visually engineered block functions into dynamic,
context-aware

4.4 Pre-existing Recipe Data Structures

The test sequences executed by the framework, designated as recipes, are governed by a rigid
hierarchical structural contract defined natively within Google Protobuf (.proto) file schemas.
The baseline formatting is composed of the following structural tiers:
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• recipeHeader: Holds metadata fields, including unique recipe identifiers, designated
project names, machine instantiations, function availability mapping, and storage path
addresses.

• recipeTask: High-level operational blocks containing groups of elements executed in a
strictly synchronous, linear order.

• recipeElement: Isolated device tracks grouped within a single task block that process
their internal instruction steps asynchronously to optimize parallel device execution and
minimize cycle time without generating conflicting hardware actions.

• recipeStep : The absolute lowest level of the instruction hierarchy, pairing a unique
function identification string directly with its required operational arguments (cf. Sec-
tion 5.2).

4.5 Third-Party Software and Dev-Ops Infrastructure

To ensure secure execution, modular scalability, and rapid data distribution, the project builds
upon a standardized suite of pre-existing software tools and environments:

• Python Runtime Environment: Serves as the primary programmatic backend language
for core execution logic and automated test scripting [19].

• React Web Framework: Used as the default interface library for rendering frontend
components, node graphs, and visualization layouts[20].

• MinIO Object Storage: A remote, distributed cloud storage architecture used to host
compiled recipe files, making them accessible via secure lookups to all active edge testing
units[21].

• WebSocket Protocol: A bi-directional, real-time communication socket layer utilized
to stream state payloads, execution logs, and cancellation hooks between frontend client
interfaces and underlying backend processes[22].

• Docker Containerization: Implemented to isolate custom device interfaces and client
software execution spaces into securely sandboxed virtual environments, protecting core
IP and preventing structural system breaches [23].
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Chapter 5

Implementation and Results

This chapter details the two-stage implementation of the Prodeegy recipe creation system. The
program is split into two interdependent phases: a component creation system via a visual
process workflow, and a structure builder orchestration layer made using an AI-driven recipe
builder.

5.1 Phase I: Process Workflow

5.1.1 Problem Statement

When creating a recipe from the scheduler, the user can utilize different functions that are pre-
defined in the catalog, these functions are either pre-implemented in Prodeegy, or implemented
by the company (cf. Section 4.3). In order to implement a new function, the company needs to
create the corresponding program in Python using a given Interface, then they need to update
the catalog and regenerate its compiled version. Even though the process is quite fast, this does
require a computer and coding skill. This limits the creation of function to formed engineers.
If a factory worker needs to test an unexpected element or needs to add a step, he will not be
able to do it by himself right away.

5.1.2 Chosen Solution Paradigm

To fix this issue, it was decided to create a function builder that will not need any modification to
the code or any actual code at all. This is done using a process workflow to block programming.
The user would be able to use predefined, more specialized tools to create and export more
complete functions. The program would still be limited to existing functions, but with a far
larger range of possible use and would greatly reduce the need of a programmer. At the same
time, having predefined function blocks maintains a security layer on user inputs. The flow
needs to be easy to build and export and the arguments need to be modifiable at any steps while
the program is running.
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The base of the program was vibe-coded by one of the founders of the company. However, the
legacy architecture required extensive refactoring to ensure scalability. The author’s contribu-
tion consisted of completely rewriting the backend architecture in Python, eliminating redun-
dant memory allocation copies, and implementing the topological sorting algorithms required
to derive a linear execution timeline.

5.1.3 Architectural Implementation

The project is divided in two parts: a React front-end workflow connected to a back-end through
a web-socket service , and the back-end written in Python (cf. Section 4.5). For this project, the
back-end is expected to: receive execution requests containing workflow nodes/edges, execute
tasks in graph order, stream update/progress through a log system, and publish available coding
blocks.

The process workflow is a system which creates a program using only existing blocks that can
be joined and linked using a very visual interface with the aim to simplify the development of
actions and tasks. The system was inspired by the Unity shader graph. The final goal is to be
able to create a full “step” method for the recipe without having to actually write any code.

In the Prodeegy implementation, each block has fixed input and output, each with fixed types.
Input blockers are implemented to load data from memory or from the Testercore (main prode-
egy program), process blocks get those data and, after using them, feed the output to display
blocks (cf. Section 4.3). The “display” blocks have two distinct uses: in debug mode, while
creating the program, they display in the front-end all the wanted information/images. After
finishing the program, it is “compiled” and exported to the Testercore. During the compilation,
the display blocks are transformed to, instead of showing the information, only making all the
output variables visible to the rest of the program through the variable manager. The variable
manager is a global object accessible by all the subprograms of the machine (cf. Section 4.3).

Front-End Interface Operations

The front end part, in addition to displaying the information needed by the user, it also manages
the state of the program graph and all the interaction the user might have with it except for
actually running the program. The visual layout contains the block panel on the left that lists
all the available blocks (sub functions), which are color coded depending on the type of data it
is made to process or use (cf. Section 4.3).

On the right are the output blockers. The UI (user interface) part shows the result and after
compiling, make the output visible to the rest of the program. The control part is used only for
the testercore: Repeat, as its name indicates, allows the repetition of the full program; this block
can only be present once at the end of a graph. When reached, an index is incremented and the
program starts again until the set maximum number of repetition is reached. The Testercore
contains a logger for debugging purposes, this logger can be accessed using the log block (cf.
Section 4.3).

Finally, since the main goal of Prodeegy is to test a client product, for every action, it must be
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Figure 5.1: Front end with an example of program

verified if everything was correctly achieved and if the obtained result is what was expected.
To keep track of those tests, all functions return an “execution status” that is stored in a report
object. Hence the “report status” block that triggers the return of the whole graph alongside the
information of if the process worked or not.

Back-End Execution Engine

The back end only has a limited role in only the execution of the graph and its exportation for
it to be usable by the Testercore (cf. Section 4.3). The program first preprocesses the graph
to sort it, making the execution linear. The sorting method outputs all the block functions in
a timeline that can be run linearly one by one. At each step, the output is placed in a local
variable manager and a pointer to the data is given to the next step that will be able to use it.

Front-End / Back-End Integration Layer

The integration between the front-end and the back-end is based on a Websocket commu-
nication layer (cf. Section 4.5). Websockets are a communication protocol that allows bi-
directionnal communication between a client and a server. On the front-end side, a websocket
hook takes care of managing the connection lifecycle going from the creation of the socket,
the handling of interruption and message to the closing. New messages from the back-end side
are parsed from a Json format into a standardized variable type “WorkflowResponse”. These
messages are then forwarded to the application to display the outputs using a callback system.
The websocket hook is also used the other way as it is responsible for sending the payload for
workflow execution to the back-end and sending more specific actions as, for example, a cancel
command.
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Through this first hook derives a second one created to manage the execution state hook. This
hook defines the workflow run lifecycle and is used as a central orchestrator for execution state.
When a new execution is triggered by the user, the orchestrator reset all the current results and
errors, and set the system in a running state. At the same time, the workflow graph (nodes and
edges) is sent to the back using the WebSocket connection.

At the end of the execution or when the execution is stopped by the user, the front-end sends a
cancellation request to the back-end and updates the running state. Messages coming from the
back-end part are processed by a handler that, among other things, will be able to update the
available programming blocks and, using callbacks, update the output display into the applica-
tion state.

Execution Contract and Data Structure

The execution contract is defined by the front end. Workflow nodes are represented by different
elements as a label, its input and output types and most importantly, its dependency to other
nodes of the graph. The nodes also contain information for the display functions as its position
on the web page and information about what should be displayed.

In addition to the pointer to other nodes inside each node, another data type is defined to keep
track of the graph: the workflow edges connect all the source and target of each node to make
the sorting and possible modification easier. Finally, a workflow result type is defined to store
the runtime execution feedback, including the results, errors and execution state. By creating
those fixed structures it is ensured the communication between the backend and the frontend
will not cause any issues while casting the data sent/received through the Websocket connection
(cf. Section 4.5).

Runtime Execution Flow

The runtime execution flow begins when the user triggers the execution from the front end inter-
active elements. The application, then, calls the execution handler that will send the workflow
graph to the back-end via the websocket (cf. Section 4.5 and Section 5.1.3). Once the back-end
receives the graph, it will automatically sort the graph in a topological order (dependency first).
To be able to sort topologically, the program cannot form any loops as it will result in an im-
possible dependency recursion. This could be fixed by special loop boxes but this functionality
was not implemented.

Having the nodes in the right order, the program only has to execute the nodes program one
by one without having to worry about dependency issues. In case one block fails, it will issue
a message to all the other dependent nodes creating a cascade of error without completely
blocking the full workflow graph process. At each complete step, the back-end will send a
message to the graphical interface so it is able to display the new outputs in real time (cf.
Section 5.1.3). Those messages includes optional initialisation messages, progress updates per
nodes including itself result and errors and finally, a completion message indicating the end of
the execution and the execution status (information about if it success or failed the intended
tests).
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During execution, the front end merges incoming data from the back end and directly displays
them on the workflow graph. This is useful for the user as he can see live what is happening
and in case of a problem, stop the process before the end. If the user stops the process, a
cancellation request is sent through the websocket and the back-end will terminate the program
and directly issue a final state message (cf. Section 4.5).

5.1.4 Process Workflow Results and Catalog Compilation

The implementation of the process workflow successfully removes the main limitation of the
previous function creation process (cf. Section 5.1). Instead of having only predefined func-
tions that need to be written by engineers in python, operators can now build new “functions”
directly from the graphical user interface by assembling existing validated blocks (cf. Sec-
tion 5.1.3). This significantly reduces the dependency on software developers for day to day
factory testing needs. It also allows faster reaction to unexpected events or needs on site.

From a technical perspective, the project achieved its functionality goals. The back-end is able
to receive a workflow graph, sort it into a usable and executable order, then process every node
and stream execution feedback in real time to the front-end using a web-socket connection
(cf. Section 5.1.3). Having this live feedback system improves the usability of the system by
allowing debugging and step by step process as the user is able to monitor outputs instantly and
stop the workflow execution before completion if any error is found (cf. Section 5.1.3).

Summary of Output Compilation

Finally, the compilation system allows a clean integration with the testercore, the existing sys-
tem (cf. Section 4.3). During development, display blocks act as debugging and visualization
tools, while after the compilation, they are transformed into variable publication steps, making
the workflow result accessible to the rest of the Prodeegy modules through the central variable
manager (cf. Section 4.3). This split behaviour between development and use ensures at the
same time ease of development, debugging, and integration in the production system. Having
a predefined block helps maintain a controlled and secure execution environment by restricting
the workflow.

5.2 Phase II: Recipe Builder

5.2.1 Problem Analysis

In order to create a recipe, the user has to use the sequencer in which he has to manually set
the Tasks and steps. For each step the user has to select the right function and to use it with the
right parameters. This requires a large amount of knowledge or documentation. To simplify
this process it would be necessary to establish new ways to create recipes in which the user
would not have to know everything but only his product capability.
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Figure 5.2: current recipe creation part of the sequencer

One of the ways would be to use AI to determine what the user actually wants from a natural
language query. The objective is for the user to be able to describe its goals in natural language
and have it processed by a closely monitored AI agent that will be able to create step by step the
recipe while being able to give feedback to the users like possible function/missing arguments.
Every action of the AI needs to be closely monitored as the lack of precision of such a system
can be problematic. This is even more important as the system is connected to actual hardware.

This application was the least definitive part of this thesis project as it was more to determine
the feasibility of such a system before putting in the large amount of time of work that would
be necessary to create a fully functioning and production ready system.

5.2.2 System Implementation and Architecture Overview

The Recipe builder is created to decompose a user input and create a finished recipe from vague
prompts. The system functions with an iterative method, at each step, an agent will break up the
previous set input, it will find the main actions and the necessary information, a separated sys-
tem call “CatalogFetcher” will retrieve the different information in a minio filled with machine
instantiation. After each run of an agent, if the request is not complete, another, more spe-
cialized agent will be called and fed with the new information from CatalogFetcher. Once all
the necessary information are available, a request is sent to another system “CatalogBuilder”,
which is the owner of the final catalog. Its role is to take a new request from an agent and apply
it to the current recipe.

The main part of this process is to check if the request is actually possible. The builder will
first check the current position in the recipe, confirm its validity and be able to receive the
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modification. then it must determine if the action itself will create any conflict with other tasks
and steps.

Consider the following execution lifecycle example:

“perform an endurance test on the 3rd button.”
→ check if able to put in an existing task
→ check if a task element already correspond to the button
→ create a new action step that will pressed the button X time
→ create a sensor action to verify that the button still react to the inputs

5.2.3 Functional Analysis

AI Agentic System: Tool-Based Multi-Layered Approach

In order to be able to maintain a large control over the AI output, the agent system’s architecture
was developed on two main principles: a tool-base system and a dynamic management of the
available information which creates a context aware configuration. As the catalog of bricks that
will ultimately create the recipe is composed of thousands of different elements an AI would be
completely overflowed by the quantity of information if it were to be given without any filter.
To avoid this issue, an Agent wrapper was created to handle the inputs and outputs of the main
agent. This agent is responsible for the management of the tool set and the attached information
for each tool. Its main feature is to be able to swap toolsets between each request to the AI.

In an agentic system a tool is a way to attach a piece of code to the prompt sent to the AI. The
tool contains a description of an action, what the tool can do, and a description of the input and
outputs. The output will directly be fed as arguments of an attached method. For this project, a
tool is defined within the system configuration as follows (cf 5.3):

This structural layout demonstrates the description that will allow the agent to select this tool
or not, the parameters that will be used as arguments for the method, here, “create action
function”. For this example, the goal of the tool is to determine if the user request is to create
an action and in the favorable case extract the type of action that will be used to find the exact
needed function, and the potential arguments.

Having an adapted toolset for each request helps to reduce the number of information provided,
and, at the same time, decrease the process time of the agent, improve the precision of the
output and limit the modification that the AI is able to make to only what the program deems
important. Consequently, potential issues are avoided where the AI would misunderstand a
request and have a large negative impact on the recipe. Once the tools are selected the core
agent will use a LLM (Large language model) that will process the natural language request.
The agent will then be able to use the different tools to either modify the request to make it
clearer or to divide it in several, more specialised, requests. Each tool defines a clear output
layout with optional and mandatory elements that will be fed to an attached static function.

Finally an orchestrator will work as a master control of the global workflow. By analyzing
the agent outputs, the orchestrator will be able to manage the state of the application, return
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Figure 5.3: definition of a tool

the agent output to the user or to decide to reconfigure the agent with a new specialized set of
tools to be able to handle the next step of the process. By separating this step from the agent
work, the agent is kept stateless in order that it focuses on a single task at the time while the
orchestrator manages a broader context.

Zero Trust System: Agent as a Proposer

The most critical architecture decision of this system was to use the AI agent as a proposer so
it can never directly modify the application state. The agent’s role is to propose an action by
using a tool.
The tool’s attached function (for example: RecipeBuilder.create function) does
not execute the change itself but create a well-defined action message (e.g., [’recipe element’,
’create’, ’MyNewElement’]) and put it in a queue to be applied by another system.
The orchestrator then consumes this message and checks the feasibility of the action.

This layering system creates a buffer between the AI agent that is non-deterministic and the
core application logic that needs to be as deterministic as possible. This way, the agent cannot
execute arbitrary code nor make unexpected changes. The agent is only able to generate action
requests that follow a predefined, strict format. A clean action request also allows a better
validation step by the orchestrator, which can validate the action proposed by the agent before
any commit. For example, the system is able to check if the named element already exists or
if the created function is valid in the current context. This prevents a large range of potential
error and AI hallucinations.

Finally, with the use of a layered system, outputs can be easily debugged. If an error occurs,
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It’s made easy to inspect the logged action requests to determine exactly what agent or tool was
the source of the issue.

Command Decomposition Tasks

One of the main challenges of this agentic system is to interpret commands with multiple
actions necessary. Those actions can be clearly separated inside the sentence: “go to the mixing
station and then add 50ml of water” but they can also be intertwined to look like a single action:
“add 50ml of water to the mixing station”. In the second case, the output will depend on the
context. If the context cursor is already positioned at the mixing station, the agent will just
have to add the water. While if the cursor is somewhere else it would need to go to the mixing
station before adding the water.

If the agent tries to directly execute the first command, it will fail as no single tool is adapted
to both navigate and to perform a functional action. A distinct tool must be used to recognize
and separate the independent actions. This tool “recipe action router” is initialized alongside
a system prompt that explicitly gives the instruction to first evaluate the splitter tool first, then,
using the provided context, the tool will determine if a splitting action is necessary. This tool
returns a list of actions that are fed back to the agent directly.

One of the main issues of such a system is that the routing capability is solely dependent on the
quality of the prompt and the capability of the LLM to follow it. The slightest change in the
input can create a wide range of different results: for example if the agent does not detect the
fact that a navigation step is necessary, the output will completely differ or cause a crash. To
reduce the risk of such problems, a large amount of work on prompt engineering was necessary.

A case is added so that if the agent is not absolutely sure about its output a number representing
the probability of validity will be returned. In the case the probability of an issue is too large, an
error message will be returned to the user to ask for a clearer action. This step is the bottleneck
of the whole process. By improving the output of this agent, the user would be allowed to
reduce the precision of the request and, so, it would make the user work easier.

In the future, a two agent system could be implemented to have a splitter and a checker. In such
a situation, the splitter could create a lot of low confidence list of actions that could be checked,
and, the most feasible would be selected. By adding a 3rd agent, the system could grab the
missing information that could help the splitter better understand the context and have a more
educated guess on what sub-actions are necessary to complete the main action.

Scalability Problems and Context Constraints

A large challenge is making the agent context aware of the very large “catalog” of all the avail-
able devices, functions, parameters.. Without overflowing the LLM and creating an insatiable
and token costly result. If the agent were to be given a single static prompt containing every
possible information about functions and their parameters the prompt would be gigantic. This
would result in a token expensive and unreliable result.
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The solution that was used here is a “just in time” approach for tool generation: When the user
wants an action to be performed (example: “take a picture”) the orchestrator will recognize the
necessity to select a function. The orchestrator instructs the main agent to register a special-
ized function tool. This tool is defined automatically and dynamically by fetching the list of
available functions for the current context from the RecipeCatalog. Then, the agent is given the
very simple task to pick a function corresponding to the user request from the small list.

Once a function is selected, the system moves to the next step: defining the argument for the
said function. The orchestrator will first instruct the agent to use a specialised argument tool.
This tool is dynamically built with only the parameters of the selected function. The agent is
tasked to map the user prompt to a specific list of arguments: in such conditions the system
avoid most of the possible misinterpretation of the arguments. For this part to work all the
argument definitions in the catalog need to be clear enough for the agent to map them. If the
attached description is not complete, the agent will not be able to map the argument unless the
exact name is used in the user prompt.

This approach effectively solves the scalability problem by separating in chunks the set of
information: The agent is only given the necessary information for the immediate task making
the prompt smaller and focused. This ultimately increases the probability of a correct result.

Prompt Engineering Frameworks

Even if, using specialized tools, the prompt is managed in such a way to be able to face every
possible case, the user might give an incomplete or wrong request, for example if the user ask to
run “the step” this work if only one step is defined but in the case that several steps have already
been created, the agent is not able to determine what action the user is referring to. To solve
this issue, the orchestrator implements a “refinement loop”. When the orchestrator receives a
result from the agent that seems incomplete, ambiguous or incorrect, it does not directly stop.
Instead, the program will store the data it is sure about and ask the user for more information.

This step requires a memory implementation to the agent. Most of the LLM accessible to the
public fake the memory by sending again all past messages every time a new message is added.
Here, a similar system is used with a pre-process phase. Instead of sending all the conversation
again, creating a very large prompt that will cost a lot of token, every message is preprocessed
to keep only the important information and stored in a buffer. Only this buffer will be added
to the prompt. This way the system can “remember” the previous message without storing the
actual message.

The main problem this method creates is the loss of context between the prompts: in case
the user starts a request and enters the refinement loop but then changes the subject and starts
asking something else, the discrimination between beginning of an idea and end of another is
difficult. This issue can be reduced by manually defining a list of actions that would result in
an erase of the memory. For example, when creating a function, it can be assumed that if the
user changes to another task, the ongoing function can be forgotten. This way, the user doesn’t
have to manually indicate when he stops working on a task. A next step would be to have a
context dependent memory that can be loaded back if the user leaves and returns an element.
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5.2.4 Extensibility and Maintenance

With a complete scalable system, the user will be able to extend the project and maintain
it during its lifetime by adding functions and tools. As the catalog holding all the available
functions and devices is sourced outside the recipe generator program, those are the easiest part
to maintain. The functions/device/args can be defined in the catalog alongside a description of
what it does. At run time, the catalog generator will directly fetch all the necessary information
and feed them to the agentic system. This way, no modifications are necessary on the recipe
building part.

In some cases, the user might also want to create new actions on the recipe generator part,
for example to change the structure of the recipe in a new way or to add brand new types of
actions. This case shows more complexity but is still maintainable. With a closely monitored
layer system, adding such new functionality requires the creation of the whole route for the
functionality process. Any new action first requires a corresponding tool that the agent will be
able to use and the attached method that the agent will run to apply the action. The method
returns an “action message” that will give an instruction to the recipe builder to apply the
change to the recipe. This message needs to be created and to be read by the recipe builder.
A new method then needs to be added to the recipe builder to apply the message. Finally, it is
also necessary to add a new case on the orchestrator side to re-root the agent output to another
layer if a following step is necessary.

The maintenance mainly deals the update of the used LLM tools, as the used version of every
LLM needs to be hard coded, it would be necessary to change the version to a newer one fre-
quently. Changing LLM tool versions often imply the need to change the different hard coded
prompts as the response of the LLM from one version to another might change drastically. This
is an empirical, trial and error process to determine what prompt would work the best rather
than a more typical maintenance process.

Token Consumption and Optimization

One of the main issues of such a project is the induced cost: every single request to an external
LLM needs to be paid. Every prompt can use more or less token depending on its complexity
and time of process and every token can be more or less expensive depending on the LLM used
and the options selected. The main source of prompt complexity and consequently the main
source of token consumption comes from the tools definition passed to the agent as every tool
contains a lot of information, increasing the size of the prompt. The description and the argu-
ments of each tool can be very long and verbose. For example the argument tool is particularly
susceptible to this as the argument list can be extensive as every argument itself has a long
description. The generated tool definition could become very large for a single agent call.

Even though reduction of the prompt size is not possible for such an example, different opti-
misations have been added to reduce as much as possible the size of the prompt. One of the
largest optimizations is the context manager: having a class that manages the full context of the
recipe allows the full detachment of the agents and tool with the recipe as only the necessary
context can be transmitted to the agent instead of the whole recipe and its history.
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A potential issue remain, as the function and actions are still managed by the user, if the user
decide to create a “god function” with a large number of arguments and output actions, it would
lead to a very large and costly prompt for the prompt splitter that would need to determine that
the whole prompt act on the same function and on the argument mapping tool that will have to
map a large amount of arguments. The system performance and cost are directly linked to the
complexity of the hardware catalog attached.

5.2.5 Recipe Builder Results

Execution Lifecycle Example

Example of user input with the resulting action from the system: In this example the user wants
to take an image capture using the available camera. In order to illustrate the system, a well
written and very complete user input with a lot of elements inside will be used:

user input : create a capture action that, using the camera
with settings f12 and iso200, wait 100ms before taking the
picture

In this command, the two first necessary steps from the agentic system are to create: i) the
action step in the recipe and ii) a corresponding buffer to store available information that can
be used later. Since the user requests occur in the first layer, the full message is sent to the agent.
The first output shows the request to the recipe builder: the first information corresponds to the
concerned element, here “recipe step”, the place holder that will contain the function. Then
there is the action “create” and finally, its name “capture”. As the name was not explicitly
given by the user, the LLM agent chooses what seems to be appropriated.

process msg : [’recipe step’, ’create’, ’capture’]

Once the step is created, a second step, also generated by the spider tool is created to find out
the function that should be used. In one of the in-between layers, all the essential information
were extracted from the user input to make the prompt simpler. The function finder tool was
also loaded. Attached to the visible part, all the available functions that control a capture action
are joint to the prompt.

from the following description: capture [f12, iso200, wait
100ms] determine the needed function

process msg : [’step function’, ’create’,
’FUNCTION TYPE CAMERA RECORD CAMERA’, ’camera uid 0’,
’declared elp camera uid’]

In the output, the target and the action are visible as previously, but also, the function name that
will be used, the instantiated device uid (referencing to the actual physical device) and finally
the type of device, here an ELP camera.
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Figure 5.4: prompt and output of the agent and the full printed recipe in its current step

Finally, once the program knows the needed function and has a place holder for everything,
the action will only need the arguments to be complete. Here, the orchestrator will fetch the
arguments description for the function inside the catalog and create an argument mapping tool
that will contain those argument information. In this example, the capture function only re-
quires a delay, the other arguments should be set with another function. As the user was clear
on creating only a step, the unnecessary arguments are discarded. As visible on Figure 5.4, the
agent is forced by the generated prompt to use the argument tool, in red, the message outputted
by the agent with the single useful argument also printed in black below.

Once the arguments are set, the function is complete and the new, updated, recipe is available
to use. The very basic resulting recipe is visible in green on Figure 5.4. The recipe is readable
by tester core, and can actually be run on the hardware. This process shows how the program
can “compile” the user input in natural language to data readable by the machine.

Overall Limitations and Challenges

As mentioned above, the use of LLM induces a lot of limitation and challenges: The lack of
precision of the LLM and the inherent randomness behind every output create a large uncer-
tainty and risk within the output. This risk can be reduced by creating a layered system with
as many conformity tests as possible and with agents as specialized as possible but it cannot be
eliminated.

33



The LLMs used require a lot of computing power, resulting in a difficult local host solution
at an acceptable cost. Cloud computing with direct use of the large LLM API was used here
to reduce the computational restriction. But the solution induces another large limitation by
creating the necessity to have access to a stable internet connection at all times. Most of the
products will be used in large factories where internet access can be more than limited or even
not possible. Moreover, several of the countries in which the product will be used do not allow
access to some AI. For example, In China, the access to gemini is restricted and requires the
use of a VPN adding complexity to the system.

Even though the system implements a lot of security, there is always a part which the system
is not able to control: the user input. There is a direct link between the user prompt and the
quality of the outcome. While the system is able to handle possible ambiguity using the current
context, it is not possible to handle most direct user errors. For example a classic error would
be to create an action at the wrong place. As long as the user will have to manage the global
structure of the recipe, it is not possible to detect such a problem.

Whereas the agent statelessness is very useful for efficiency and predictability, it also prevents
the agent from having “memory” of the broader user needs and intents during conversation that
might last several messages, sometimes unrelated. This leads to a less natural interaction and a
need for more clarity from the user.

Despite the system has a satisfactory result for some usage, this system remains limited on
different front: The main issue is the lack of flexibility, during the process, is that every security
step requires different information in clarity from the user. Such clarity is obtained by clear and
precise prompts that can take time to write and think. This limits the improvement of ease of
usage and, in some ways, only moves the problem to another user action.
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Chapter 6

Analysis and Discussion

The objective of this section is to evaluate the systemic, operational, and architectural im-
plications of the implemented Prodeegy test automation framework. By analyzing the visual
process workflow as a block-based environment for code-free function modification and the
multi-agent AI system as a natural language recipe builder, this analysis takes a look at the
architectural trade-offs of the platform. Specifically, it explores the direct constraints between
human language flexibility, token consumption, deterministic execution safety, and the real-
world deployment limitations within industrial manufacturing environments.

6.1 Performance and Cost Evaluation of the Agentic System

The results of the natural language recipe builder show a clear tension between linguistic flexi-
bility and token consumption (cf. Section 5.2). Passing a static hardware and function catalog
to a monolithic prompt structure introduced a huge expansion of token parameters, making
single-call interactions both financially unsustainable and contextually unreliable. The descrip-
tion and arguments of each tool within the framework can be very long and verbose, which
heavily compounds this operational cost during routine generation cycles.

The implementation of a ”just-in-time” tool generation approach managed via a specialized
context manager successfully insulated the localized LLM agent from context overflow. By
dynamically fetching only the explicit list of available functions or arguments relevant to
the immediate task configuration, the system minimized the active prompt footprint and di-
rectly optimized the token economy. However, a critical systemic vulnerability remains highly
linked with user input behavior. In scenarios where a user decides to create a ”god func-
tion”—characterized by a large number of arguments and output actions—the architecture
reintroduces severe bottlenecks at the prompt-splitter and argument-mapping stages (cf. Sec-
tion 5.2). This proves that the system performance and cost are directly linked to the complexity
of the hardware catalog attached.

Because the multi-agent recipe builder layer was developed primarily as an exploratory fea-
sibility assessment , the performance evaluation presented in this framework remains strictly
qualitative. While the foundational liabilities of cloud connectivity, token inflation, and input
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non-determinism were successfully mapped, establishing exact statistical benchmarks, such as
millisecond API latency distributions, localized token-to-cost ratios, and quantitative parsing
of user intent error rates, falls outside the scope of this initial exploration phase.

6.2 Architectural Robustness: Zero Trust vs. Autonomous
Agents

A critical architecture decision evaluated during this research involves the operational trade-off
between autonomous multi-agent fluid execution and deterministic safety boundaries within in-
dustrial environments. Modern generative frameworks frequently champion autonomous tool-
chaining and message buffers to allow agents to automatically chain tools together in a single
call. While such features could look more powerful to predict user needs and simplify the
outputs, extending unchecked behavioral autonomy to a system directly connected to physical,
high-pressure industrial testing hardware introduces an unacceptable risk due to the lack of
precision and inherent randomness behind non-deterministic LLM outputs.

By enforcing a strict ”Zero Trust” layered system, the AI agent is explicitly restricted to a
sandbox role as a proposer so it can never directly modify the application state. Because the
execution of an attached tool function does not execute the change itself, but instead outputs a
well-defined action message to a secure queue, a robust buffer is created between the AI agent
and the core application logic. The orchestrator then consumes this message queue, checking
the feasibility and situational context of the proposed action before any change is committed.
This layering system safely prevents a large range of potential errors and AI hallucinations,
providing an easy way to inspect and debug logged action requests while strictly preserving the
integrity of the underlying hardware logic and safety PLC frameworks.

6.3 Deployment Constraints in Industrial Environments

While leveraging remote cloud-based infrastructure and direct large LLM APIs reduces the
computational restrictions during the development phase, it introduces severe deployment lim-
itations within actual manufacturing landscapes. Standard production facilities—such as au-
tomotive assembly plants or electronics cleanrooms—enforce strict data security policies that
drastically limit or completely forbid external internet connectivity. Relying on an architecture
that requires a stable, continuous external internet connection at all times directly conflicts with
these operational constraints.

Furthermore, distributing this AI architecture across cross-border factories highlights complex
geopolitical and maintenance hurdles. For instance, in several of the countries where the prod-
uct will be used, access to some AI is restricted. In China, the access to gemini is restricted and
requires the use of a VPN, adding complexity and significant configuration friction to the sys-
tem. Consequently, long-term scalability and operational reliability remain heavily dependent
on moving away from external APIs and transitioning toward localized, highly compressed
edge-computing model configurations capable of running entirely within the offline local area
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network of the physical factory floor.

6.4 Low-Code Democratization vs.
Software Engineering Debt

The implementation of the process workflow successfully removes the main limitation of the
previous function creation process, shifting day-to-day testing operations away from software
developers and democratizing testing procedures for factory operators. However, the initial
phase of this project highlighted the hidden systemic costs of rapid prototyping, as the base of
the program was vibe-coded by one of the founders of the company. The inherited legacy code
structure used to move and copy a lot of memory at each step, requiring a complete refactoring
and rewriting of most of the backend code to optimize the memory footprint and establish a
linear timeline via topological sorting algorithms [24].

While visual programming safely protects user interactions by encapsulating logic within color-
coded, type-validated structural blocks, it trades away open-ended programming freedom for
structural predictability. Operators can rapidly build new functions and react to unexpected
events on-site without writing text-based syntax, yet their configurations remain bounded by
the pre-existing blocks loaded into the system catalog (cf. Section 4.3). Therefore, the vi-
sual workflow model does not completely eliminate developer dependency; rather, it creates a
clean separation of concerns, leaving low-level hardware interface development to specialized
engineers while empowering factory personnel to safely govern high-level testing logic.
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Chapter 7

Conclusion

This master thesis at Exceenis took place during a key phase of the Prodeegy project as the
system was reaching its first production delivery and installation (cf. Section 4.1). During
these four months, the work consisted of contributing to many parts of the project, going from
maintenance and debugging of the existing program to the development of new modules and
validation procedures.

The main focus of this work was to improve the recipe creation process by creating a new
module that would work alongside the existing one (cf. Section 5.2). The recipe creator is a
critical component of Prodeegy as it directly impacts how fast and easily the client can design
and run automated tests. The work was mainly exploratory: the recipe builder layer was created
to investigate the feasibility of using an AI-driven assistant that could translate natural language
input into structured recipes (cf. Section 5.2). Even though this approach showed interesting
results, it also highlighted important limitations linked to LLM reliability, cost and deployment
constraints (cf. Section 6.1 and Section 6.3).

The second major layer of this project, the process workflow system, which focused more
on action modification and implementation yielded better results and a more production ready
outcome (cf. Section 5.1). By introducing a block based workflow editor inspired by visual pro-
gramming systems, this program allows the users to build complex functions without knowing
how to code (cf. Section 5.1). This approach reduces the need for engineers, improves flex-
ibility for factory operators while maintaining a secure execution environment by restricting
workflow to predefined validated tools (cf. Section 6.4).

Overall, the produced work during this thesis helps to make the Prodeegy system more acces-
sible, modular and scalable. It also opened new possibilities for future improvements in user
experience and automation. Even though the project reached all its goals, it also gave new
information on the feasibility of this kind of project. It showed that a LLM agentic system is
usable to create recipes but does not give a large enough advantage for it to be worth an ac-
tual time and money investment. On the contrary, the function creation using a graph system
showed a good usability and would be easy to implement in the final product. In the future, the
project could be clearly divided to be able to focus on the process workflow layer.
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