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Adaptation and Generalisation of a Vision-Language-Action Model on a
New Embodiment

Abstract:

Vision-language-action (VLA) models replace the traditional robot control pipeline with a
single learned model that promises a general policy which works and scales across tasks and
environments, and transfers to new embodiments. Whether this applies to a physical robot
adapted to a new environment via fine-tuning with only a small set of demonstrations has not
been systematically tested. This thesis fine-tunes the p0.5 VLA on a URSe robot arm for a

tabletop pick-and-place task and evaluates its generalisation with the ?-Gen taxonomy.

Adapting the model required multiple configuration changes, on-robot evaluation, and fine-
tuning. Zero-shot deployment did not work, and a working policy was reached only after
training 87 checkpoints. The results are sensitive to dataset size and composition, and the
inference horizon. Generalisation was narrow, and the policy was not robust. Its in-distribution
task progress reached 80%, but it averaged only 40% across generalisation tests, and no trial
completed the task in any of them. The policy generalised to a different gripper, a shifted camera
viewpoint reduced performance more for the wrist camera than the shoulder, and it showed weak
language following. These results give practical guidance for adapting VLAs to new hardware

and understanding the generalisation limits of a fine-tuned policy.

Keywords: vision-language-action models, robot manipulation, imitation learning, fine-tuning,

generalisation, foundation models for robotics

CERCS: P176 Artificial intelligence; T125 Automation, robotics, control engineering



Nigemis-keele-tegevuse mudeli kohandamine ja iilldistamine uuele robotile

Liithikokkuvote:

Nigemis-keele-tegevuse (VLA) mudelid asendavad modulaarseid robotite juhtimisahelaid
ihe Opitud mudeliga, pakkudes iildist tegevuspohimdtet, mis toimib erinevate iilesannete ja
keskkondade puhul, on iilekantav uutele robotitele vihese andmehulgaga ning on skaleeritav
ilma, et iga kasutuselevotu jaoks oleks vaja koguda uusi andmeid. Kas see kehtib ka fiiiisilise
roboti puhul, mis on vaid viheste demonstratsioonide abil tdpsustatud ja uuele keskkonnale
kohandatud, ei ole siistemaatiliselt testitud. Kdesolevas viitekirjas peenhiilestatakse p0.5 VLA-
mudelit URSe robotkéel laual toimuva votmise ja paigutamise iilesande jaoks ning hinnatakse

selle iildistatavust ?-Gen taksonoomia abil.

Mudeli kohandamine ndudis lisaks hddlestamisele ka korduvaid konfiguratsioonimuudatusi
ja robotil ldbiviidavaid katseid. Zero-shot-rakendamine ebadnnestus ning toimiv roboti
juhtimispoliitika saavutati alles pdrast 87 kontrollpunkti treenimist ja robotil testimist. Tulemused
olid tundlikud andmekogumi suurusele, sisule ja véljundi genereerimise horisondile ning olid
parimad juba 10 demonstratsiooni puhul. Uldistamine oli piiratud ja roboti juhtimispoliitika ei
olnud robustne. Andmetes sisalduvat iilesannet tdideti keskmiselt 80-protsendiliselt, kuid seitsme
?-Gen telje 17 muudetud tingimuse puhul oli keskmine tulemus vaid 40% ning iiheski neist ei
suutnud iikski katse iilesannet tdita. Juhtimispoliitika iildistati teistsugusele haaratsile, nihutatud
kaamera vaatenurk vihendas joudlust rohkem randmekaamera kui 6lakamera puhul ning see
nditas nOrka keele jargimist. Tulemused annavad praktilisi juhiseid VLA-de kohandamiseks uuele
riistvarale ja kaardistavad piiratud reaalmaailma andmete alusel héilestatud juhtimispoliitika

tildistamise piirid.

Votmesonad: nigemis-keele-tegevuse mudelid, robotmanipulatsioon, imitatsioondpe,

peenhéilestus, iildistusvéime, robootika alusmudelid
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1. Introduction

Robots have had their greatest success in industrial use cases where the environment is structured,
but changing environments have always been a challenge [1]. Vision-language-action (VLA)
models replace the robot control pipeline with a single learned model [2]. It takes as inputs
camera images, a language instruction, and the robot’s state, and outputs an action. This
allows for a generalist policy that can transfer to new embodiments and environments and
follow language instructions for objects it has not seen before [2]. This promise has increased
research in the field, with the International Conference on Learning Representations (ICLR)

2026 receiving 164 VLA related submissions, which is up from 9 at ICLR 2025 [3].

The p0.5 VLA model claims it can manipulate everyday objects in unseen homes [4], and
the RT-2 model showed reasoning about new objects without being trained to [5]. However,
independent testing shows lower success rates [6], and the model’s authors state they “do not
expect every such attempt to be successful” [7]. Many VLA studies evaluate on hardware
and environment similar to the training data, and structured generalisation evaluations on new

hardware are rare [8]. This thesis answers two connected research questions:

Research question 1: What requirements must be met to adapt a pre-trained VLA to an unseen
real world manipulation environment?
Pre-trained VLAs are trained for specific hardware and environments. Adapting them typically

requires fine-tuning to a new visual setup and a new embodiment.

Research question 2: What are the generalisation boundaries of a VLA fine-tuned on a new
environment and embodiment?
After adaptation, it is unclear whether the policy has learned the task or only memorised the

demonstrations.

This thesis trains 87 checkpoints on datasets of up to 50 episodes to find a working policy, then
evaluates it across 17 conditions on 7 ?-Gen axes [8]. The contributions are the adaptation
choices needed to fine-tune p0.5 on a URS5e and the generalisation results. Chapters 2 and 3
cover background and related work, chapter 4 the methodology, chapters 5 and 6 results for RQ1

and RQ2, and chapters 7 and 8 discussion and conclusion.



2. Background

A robot manipulator has to plan a grasp and execute a motion, and often it is for objects and
positions it has not seen before [1]. This is manageable in industrial settings because the
environment is built around the robot, and the same task repeats. But it becomes dif cult once

the environment changes, and objects and positions vary.

The traditional solution was to split the task into components for perception, grasping, motion
planning, and control. These were usually developed independently, but now it is recognised
that perception and control are connected and bene t from being designed together [1]. An
alternative to this is to train a neural network directly from human demonstrations, which is a

form of imitation learning [9].

VLAs combine this training approach with methods from

language modelling. Large language models (LLMs)

trained on internet-scale text proved capable of tasks they

were never explicitly trained for [2]. Vision-language

models (VLMs) extended this to images, learning to

describe scenes and answer questions about them. Vision-

language-action (VLA) models extend the same idea to

robot control by starting from a vision-language model

that already recognises common objects and understands

language, and adding an action output (Figure 1) [2]. Figure 1. High level VLA
This chapter covers how VLAs work, what is involved architecture.
in adapting them to new environments, and how their

ability to generalise is evaluated.

2.1 Vision-Language-Action (VLA) Models

A VLA is a single end-to-end model that takes camera images, a text instruction, and often
the robot's state, and produces motor commands. The term was introduced in 2023 by Brohan
et al. [5] with the RT-2 model. Many VLAs have appeared since then with different training and

action generation methods.

2.1.1 Training

VLAs are usually trained by imitation learning, where the model learns from demonstrations

of robot behaviour [2]. Earlier robot policies also used imitation learning, but they kept vision,



language, and action in separate modules and could only handle a xed set of tasks, as in
SayCan [10]. A typical VLA training example combines these inputs with the action a human
performed on a robot, and the model learns to reproduce that action. But this approach has 2

known problems:

» Compounding error. Small prediction errors push the robot into states absent from

training, where larger errors compound over time [11].

» Causal confusion. The model can rely on features correlated with but not causing the
expert action. Haan et al. [12] showed a driving policy that learned to brake on the

indicator light instead of pedestrians.

More diverse training data reduces compounding error because wider state representation leaves
fewer unseen states when the policy is deployed. But collecting demonstrations is the bottleneck
for VLASs [2], so most research relies on shared open-source datasets combined with task speci c

recordings.

2.1.2 Action Generation

VLAs differ in how they turn internal representations into motor commands, and that affects

both speed and precision:

» Autoregressive token prediction. Earlier models produced actions one piece at a time as
discrete tokens, the same way a language model produces text. RT-2 [5] and OpenVLA
[13] use this approach, but it loses precision, because values are quantised and is slow
because each token is decoded sequentially. The FAST tokeniser [14] compresses actions

during training, reducing training time by up to 5 times.

« Diffusion. This approach addresses these limits by denoising random noise into a
continuous action sequence over many re nement steps [15], which gives smooth

continuous output. Used, for example, in Octo [16].

* Flow matching. Introduced by Lipman et al. [17], ow matching is a related technique
that learns a more direct path from noise to the target than diffusion, so it reaches the
same result in fewer steps. However, adding a ow matching action expert to a pre-trained
vision-language backbone slows training and can degrade the backbone's ability to follow

language [18].



Knowledge insulation [18] addresses this degradation by adding a ow matching action expert
to the backbone while blocking its gradients from owing back into it, so the expert's gradients
cannot corrupt the backbone's pre-trained knowledge. And the backbone is trained only with

discrete action tokens and language data.

Additionally, the most recent VLAs predict a chunk of future actions rather than a single
action. This is called action chunking, introduced by Action Chunking with Transformers
(ACT) [19]. It reduces compounding error because the model makes fewer sequential decisions,
and overlapping chunks can be averaged at inference to smooth trajectories. The trade-off is
reactivity, since longer chunks make the robot slower to respond to unexpected changes. In
practice, the chunk dfl predicted actions is often only partially executed, for example, the
robot can execute the rd{ steps before requesting a new chunk. A smaddldeeps the policy

more reactive but runs the model more often, while a lakgaeeds less inference runs at the

cost of reactivity.

2.1.3 Flow Matching VLAS

p0 [20] andpO0.5 [4] are ow matching VLAs by Physical Intelligence available as open-source
checkpoints through the OpenPI codebase [7], and have become common baselines in recent
VLA work [21-23]. They consist of a vision-language backbone sharing attention with a ow
matching action expert (Figure 2).

Figure 2. The p0.5 architecture. Modi ed from [4].
p0.5 builds ornp0 to improve generalisation, by training on varied tasks at the same time [4]
and adding architectural improvements:

» Subtask prediction. Given a high-level instruction like “clean the kitchen,” the model

rst predicts a short text description of the next subtask, such as “pick up the plate,”
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before generating low-level actions. This makés5 a hybrid of autoregressive planning
and ow matching. The open-source OpenPIl implementation does not include subtask

predictiort.

 Joint state tokens. The robot's joint angles are given to the VLM as discrete tokens,
instead of as a continuous vector. This keeps the state in the same token space as the image
and language inputs, so pre-training reduces to a single next token prediction problem,

which trains simpler and helps the model follow language [4].

» Broader training data. p0.5 adds web data, demonstrations from many additional robot

platforms, and around 400 hours of in-home mobile manipulation data.

2.2 Fine-Tuning

A pre-trained VLA is trained on data from many robots and environments, but not necessarily
the deployment environment. If the cameras, gripper, or workspace differ signi cantly from

the training dataset, running the model without additional training often performs poorly. The
alternative is ne-tuning, which means collecting a small set of demonstrations on the target

hardware and in the new environment, then continuing to train the model.

Fine-tuning either updates all model weights or uses methods like LORA [24], which keeps
the original weights frozen and injects small trainable matrices into each layer, reducing GPU
memory requirements. The amount of data needed depends on the task. Black et al. [20]
ne-tunedpO with 1, 5, and 10 hours of data on ve tasks, showing that simpler tasks needed

less data than complex ones. Reported demonstration counts vary widely across other studies.

VLA base models are typically trained on data from many robot platforms with different action
spaces. TheO0 base, for example, was trained on over 10,000 hours of robot data on seven
robot con gurations across single arm, bimanual, and mobile manipulator platforms (Figure 3),
including Franka, UR5e, ARX, and ALOHA [20], and the developers provide base checkpoints
intended for ne-tuning, alongside a few platform speci ¢c checkpoints such as DROID and
ALOHA that can be deployed directly [7]. Con guration details such as normalisation statistics,

action space ordering, and camera mapping must match those used during training.

1 hitps://github.com/Physical-Intelligence/openpi/issues/664
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Figure 3. Single arm, bimanual and mobile manipulators. Modi ed from [20].

2.3 Evaluating Generalisation

A VLA that only works on its exact training conditions has limited practical use. Generalisation
is how well the model handles conditions it did not see during training. Matching conditions
are called in-distribution, and the rest are out-of-distribution. On a deployed robot, the lighting,

camera angle, objects, and instruction phrasing will differ from training.

Evaluating generalisation in VLAs is more complex than in an ordinary supervised learning
task, such as image classi cation, where the model is trained and tested on samples from the
same distribution, and metrics can show training performance. In a VLA, failures can come
from vision, language, or action prediction, and these interact. A single success rate cannot

reveal whether the problem was in perception, language understanding, or motor control [25].

Even a model that performs well on training conditions may have memorised speci c trajectories
rather than learned a generalisable policy. Structured evaluation is needed to distinguish

memorisation from generalisation.

There is no agreed-upon evaluation protocol across VLA research and evaluation frameworks
fall into two categories. Simulation benchmarks such as CALVIN [26], LIBERO [27], and

SIMPLER [28] are cheap to run and reproducible across research (Figure 4), but simulated
scores tend to differ from what the same policy reaches on a real robot. Real world evaluation
frameworks more closely match deployment conditions, but they are slower to run and harder to
repeat exactly. The choice between simulation and real world evaluation is therefore a trade-off

between speed and accuracy.
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Figure 4. Common VLA simulation benchmarks: CALVIN, LIBERO, and SIMPLER [3].

?-Gen [8] is a real world evaluation framework for VLAS that de nes 22 generalisation axes
grouped into visual, semantic, and behavioural categories (Figure 5), and tests one axis at a time.
For example, the camera is moved while everything else remains xed, or the object is swapped
while the instruction stays the same. Testing only one axis per trial shows the cause of failure

and allows to understand the model limitations.

Figure 5. ?-Gen's 22 generalisation axes [8].
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3. Related Work

This section discusses studies that show how VLAs perform once they are moved to hardware or

environments different from their original training conditions.

3.1 VLA Deployment Studies

VLA research is recent, with the term introduced by RT-2 in 2023 [5], so the peer reviewed
work on real world deployment is limited, and many practical issues with adapting VLAS to new
hardware are reported only in issue trackers and blog posts. This section uses both academic

papers (Table 1) and these informal sources.

Table 1. Summary of recent VLA deployment studies.

Study Model Robot Approach Success

Penn PAL Lab [6] pO-FAST Franka Zero-shot  42% prog.
Chen et al. [29] OpenVLA XArm Zero-shot 0%

Suetal. [21] OpenVLA-OFT  Softarm Zero-shot 0%

Li et al. [23] po Mobile ALOHA Zero-shot 0%

Suetal. [21] OpenVLA-OFT URS5 Fine-tuned 100% /70%
Kim et al. [30] OpenVLA-OFT+ ALOHA Fine-tuned 51-100%

Hu et al. [22] p0/p0.5 Sim Fine-tuned 60-100%

Li et al. [23] pO0 Mobile ALOHA Fine-tuned 60%

3.1.1 Zero-Shot Deployment

Zero-shot means running a pre-trained VLA without any further training. Penn PAL Lab [6]
tested pO-FAST on a Franka arm with a Robotiq 2F-85 gripper (Figure 6), using the pO-FAST-
DROID checkpoint which is ne-tuned on the DROID dataset of Franka Panda demonstrations.
This setup is favourable for zero-shot transfer, since the checkpoint already matches the target
hardware. Across more than 300 trials spanning seven task categories, pick-and-place reached
38% partial progress and 24% full success. Other categories had similar scores, with average
task progress around 42%. Three further studies report the same pattern. OpenVLA scored
0% on a UFACTORY xArm [29], OpenVLA-OFT anpl0 failed on a custom soft arm without
ne-tuning [21], andpO reached 0% grasp success on a Mobile ALOHA dual arm [23]. Across

all four studies, zero-shot deployment was unreliable even with a matching checkpoint, and

worse on unseen hardware.
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