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Resümee/Abstract

Õpitud kontrollbarjäärifunktsioon reaktiivseks navigeerimiseks tundmatutes keskkondades

Reaktiivne navigeerimine tundmatutes ja takistusterohketes keskkondades nõuab, et mobiil-
robot teeks lokaalsete sensorite põhjal reaalajas juhtimisotsuseid ning väldiks samal ajal kokkup-
õrkeid. Ainult andmetest õpitud poliitikad suudavad jäljendada eksperdi demonstratsioone, kuid
neil puudub tavaliselt selge mehhanism ohutuspiirangute jõustamiseks. Traditsioonilised kon-
trollbarjäärifunktsioonidel põhinevad CBF-QP ohutusfiltrid pakuvad sellise mehhanismi, kuid
nende jõudlus sõltub sageli käsitsi valitud parameetritest, mis võivad muuta käitumise liiga
konservatiivseks või halvendada üldistumist uutes takistuspaigutustes. Käesolevas magistritöös
pakutakse välja õpitud kontrollbarjäärifunktsioonidel põhinev raamistik reaktiivseks navigeer-
imiseks, mis ühendab imitatsioonõppel põhineva neurovõrgupoliitika diferentseeritava CBF-
QP ohutuskihiga. Võrk g-Net kasutab sisendina suhtelist sihtpunkti, odomeetriat ja lühikest
LiDAR-punktipilvede ajalugu ning ennustab nominaalse juhtimiskäskude jada koos vaatluspõhi-
ste CBF-parameetritega: klassi-K kordaja � ja geomeetrilise nihke l.

Ohutuskiht moodustab CBF-piirangud esinduslike LiDAR-punktide põhjal ja muudab enne
täitmist minimaalselt esimest ennustatud juhtimiskäsku. Kuna CBF-QP kiht on diferentseer-
itav, õpitakse poliitika juhtimiskäsud ja adaptiivsed ohutusparameetrid ühiselt Clearpath Jackal
robotiga kogutud reaalsetest demonstratsioonidest. Meetodit hinnatakse seni nägemata tak-
istusterohketes laborikeskkondades ning võrreldakse kahe fikseeritud parameetritega baasmee-
todiga: TTC-CBF ja DNN-CBF. Tulemused näitavad, et pakutud DNN-dCBF kontroller ko-
handab parameetreid � ja l järjepidevalt vastavalt kohalikule takistusgeomeetriale, parandab
navigeerimiskäitumist kitsastes läbipääsudes ja U-kujulistes paigutustes ning vähendab sõltuvust
ühest käsitsi häälestatud CBF-parameetrivalikust, säilitades samal ajal selge optimeerimispõhise
ohutusmehhanismi.

CERCS: T120 Systems engineering, computer technology; T125 Automation, robotics, con-
trol engineering

Märksõnad: õpitud kontrollbarjäärifunktsioonid, reaktiivne navigeerimine, imitatsioonõpe,
mobiilrobootika, diferentseeritav optimeerimine, LiDAR-põhine tajumine

Learned Control Barrier Function For Reactive Navigation in Unknown Environments

Reactive navigation in unknown cluttered environments requires a mobile robot to make real-
time local control decisions from onboard sensing while avoiding collisions. Purely data-driven
policies can imitate expert demonstrations, but they typically do not include an explicit mech-
anism for enforcing safety constraints. Conventional Control Barrier Function Quadratic Pro-
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gram (CBF-QP) safety filters provide such a mechanism, but their performance often depends
on hand-tuned parameters that may become overly conservative or generalize poorly across
obstacle layouts. This thesis proposes a learned Control Barrier Function framework for reac-
tive navigation that combines an imitation-learning neural policy with a differentiable CBF-QP
safety layer. The network, g-Net, receives the relative goal, odometry, and a short history
of LiDAR point clouds, and predicts a nominal control sequence together with observation-
conditioned CBF parameters: the class-K coefficient � and the geometric offset l.

The safety layer constructs CBF constraints from representative LiDAR points and minimally
modifies the first predicted control command before execution. Because the CBF-QP layer
is differentiable, the navigation policy and adaptive safety parameters are trained jointly from
real-world demonstrations collected with a Clearpath Jackal robot. The method is evaluated
in unseen cluttered laboratory environments and compared with two fixed-parameter baselines:
TTC-CBF and DNN-CBF. The results show that the proposed DNN-dCBF controller adapts �
and l consistently to local obstacle geometry, improves navigation behavior in narrow passages
and U-shaped layouts, and reduces sensitivity to a single hand-tuned CBF parameter setting
while retaining an explicit optimization-based safety mechanism.

CERCS: T120 Systems engineering, computer technology; T125 Automation, robotics, con-
trol engineering

Keywords: learned control barrier functions, reactive navigation, imitation learning, mobile
robotics, differentiable optimization, LiDAR-based perception
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1 Introduction

Autonomous mobile robots are increasingly expected to operate in real-world environments that
are cluttered, partially observable, and dif�cult to model accurately. In such settings, a robot
must make progress toward its goal while avoiding collisions with nearby obstacles. Safety is
commonly formalized as forward invariance of a safe set, meaning that a system starting from
a safe state remains safe for all future time [1]. Achieving this property together with ef�cient
goal-directed navigation remains challenging, especially when the environment is unknown and
sensed only through local observations.

Classical planning and control methods can provide strong safety guarantees by explicitly rea-
soning about obstacle geometry and robot dynamics [2]. However, they often require accurate
models or online optimization over complex environments, which can limit real-time perfor-
mance. Learning-based methods, particularly imitation learning, provide an attractive alterna-
tive because they can learn navigation behavior directly from demonstrations. Nevertheless,
purely learned policies generally do not provide formal safety guarantees and may behave un-
predictably when deployed in unseen cluttered scenes.

Control Barrier Functions (CBFs) offer a principled way to enforce safety by converting state
constraints into inequalities on the control input. In practice, CBFs are often implemented as
quadratic-program safety �lters that minimally modify a nominal command while maintaining
forward invariance of the safe set [3]. Despite these advantages, standard CBF methods still re-
quire manually designed barrier functions and carefully tuned class-K parameters [4]. They can
also become conservative or infeasible when many obstacle constraints are imposed directly [5].

Recent work addresses these issues by combining CBFs with learning and differentiable opti-
mization. Differentiable optimization layers make it possible to embed QP-based safety �lters
inside neural networks and train the full architecture end-to-end [6]. In parallel, perception-
driven CBF methods construct safety constraints directly from sensor observations such as Li-
DAR point clouds [7]. These ideas suggest a path toward safe navigation policies that are both
data-driven and control-theoretically grounded.

Motivated by this direction, this thesis studies a learned control barrier function for reactive
navigation in unknown environments. The proposed framework combines an imitation-learning
neural policy with a differentiable CBF-QP safety layer. Using the relative goal, robot odome-
try, and a short history of LiDAR point clouds, the policy predicts a nominal control sequence
together with adaptive CBF parameters. The optimization layer then re�nes the �rst control
action using CBF constraints constructed from representative LiDAR obstacle points, so the
executed command remains close to the learned policy while being �ltered through an explicit
safety mechanism.
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The main contributions of this thesis are a learned CBF-based reactive navigation framework
for unknown cluttered environments and a differentiable CBF-QP layer that learns observation-
conditioned safety parameters jointly with the navigation policy. The remainder of the thesis is
organized as follows. Chapter 2 reviews related work, Chapter 3 presents the background and
problem formulation, Chapter 4 describes the proposed method, Chapter 5 reports the experi-
ments, Chapter 6 discusses the results and limitations, and Chapter 7 concludes the thesis.
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2 Related Work

The integration of safety guarantees into learning-based control has attracted signi�cant atten-
tion in recent years, particularly in robotics and autonomous systems. This section reviews
prior work on control barrier functions and their extensions to learning-based and differentiable
frameworks, highlighting key challenges in generalization and scalability.

2.1 Control Barrier Functions for Safety-Critical Control

CBFs have emerged as a principled framework for enforcing safety in nonlinear control systems
by guaranteeing forward invariance of a safe set [1]. By translating state constraints into af�ne
constraints on control inputs, CBFs enable the synthesis of safety-critical controllers through
optimization-based formulations, typically QPs [3]. This formulation allows the controller to
minimally modify a nominal control input while ensuring safety.

CBFs have been widely applied in robotics and autonomous systems, including motion plan-
ning, obstacle avoidance, and automotive safety applications [2]. Compared to classical plan-
ning approaches such as sampling-based methods or Model Predictive Control (MPC), CBF-
based controllers are computationally ef�cient and operate directly at the control level, making
them suitable for real-time deployment. However, traditional CBF methods require manually
designed barrier functions and carefully tuned class-K functions, which can be challenging in
complex or unknown environments.

Several CBF variants have been developed depending on the system dynamics and the relative
degree of the safety constraint. The standard formulation considers relative degree one CBFs,
where the control input explicitly appears in the �rst derivative of the barrier function, allowing
safety constraints to be directly enforced through af�ne inequalities on the control input [4]. For
systems with higher relative-degree constraints, extensions such as High Order CBF (HOCBF)
and Exponential CBF (ECBF) have been proposed, which rely on recursive constructions or
higher-order derivatives to ensure forward invariance [6]. However, prior works have reported
that these high-order formulations often introduce conservativeness and feasibility challenges,
especially when combined with input constraints and complex environments. Therefore, in this
thesis, we focus on �rst-order (relative degree one) CBFs, which provide a good balance be-
tween theoretical guarantees, computational ef�ciency, and practical performance.

From a control synthesis perspective, CBF-based methods are typically implemented within
optimization-based frameworks. Two main formulations are commonly used. The �rst is the
CLF-CBF-QP framework, which combines a Control Lyapunov Function (CLF) with CBF con-
straints to simultaneously enforce stability and safety within a uni�ed QP [3]. The second
formulation is the CBF-QP safety �lter, where a nominal control input, obtained from a con-
ventional controller such as PID or MPC, is minimally modi�ed to satisfy safety constraints at

11



each time step [4]. In this work, we adopt the latter formulation, which is particularly suitable
for integrating learning-based or imitation policies with safety guarantees.

2.2 Learning-Based Control Barrier Functions

To address the limitations of hand-crafted CBFs, recent work has explored learning-based ap-
proaches for synthesizing barrier functions and safe control policies. These methods aim to
improve adaptability and generalization by leveraging data-driven techniques. Learning-based
CBF frameworks can be broadly categorized into model-based and model-free approaches, both
of which attempt to learn either the barrier function, the system dynamics, or the control policy
directly from data [4].

A key challenge in these approaches is the dependence on pre-de�ned class-K functions, which
are typically tuned heuristically for a speci�c environment. As highlighted in recent work, such
�xed parameterizations often lead to poor generalization when the environment changes, result-
ing in degraded performance or infeasible control solutions [4]. To mitigate this issue, adaptive
and parameterized formulations of class-K functions have been proposed, allowing the safety
constraints to adjust based on environmental conditions or learned representations [6, 8–11].
While these approaches improve �exibility in enforcing safety, they still operate within a �xed
geometric formulation of the barrier function, where the structure of the safety constraint rela-
tive to the robot remains unchanged.

In this thesis, we extend beyond this limitation by proposing a learning-based CBF framework
that adapts not only the parameters of the barrier constraint, but also its geometric representa-
tion. Inspired by geometric reformulations of unicycle models, where a virtual control point is
de�ned through an offset parameter [12], we introduce a method that learns this offset directly
from environment observations and expert demonstrations via imitation learning. This allows
the safety constraint to be dynamically adjusted with respect to both the environment and the
robot con�guration. By integrating perception-driven representations with a CBF-based safety
�lter, the proposed approach enables the robot to infer task-relevant safety structures and mimic
expert navigation behavior in unseen and cluttered environments. As a result, the method re-
duces conservativeness commonly observed in traditional and high-order CBF formulations,
while preserving safety guarantees and improving navigation ef�ciency.

2.3 Differentiable Optimization Layer for Safe Learning

DOLs have recently emerged as powerful tools for integrating structured decision-making into
deep learning models. A DOL embeds an optimization problem, typically a convex program
such as a QP, within a neural network and solves it as part of the forward pass, while remaining
differentiable so that gradients can propagate through it during backpropagation. This enables
end-to-end training of systems where part of the decision process is governed by principled
optimization rather than purely learned mappings [13, 14]. The importance of such layers in
deep learning and robot learning lies in their ability to incorporate prior knowledge, constraints,
and physical structure directly into the learning process. In safety-critical robotic systems,
constraints such as collision avoidance or actuator limits can be enforced explicitly through
optimization rather than learned implicitly from data. This signi�cantly improves reliability
and generalization, especially in out-of-distribution scenarios where purely data-driven policies
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may fail.

Several implementations and libraries have been proposed to realize DOLs in practice. The
OptNet framework [13] was among the �rst to demonstrate that QPs can be embedded as dif-
ferentiable layers within neural networks, and also introduced QPTH, a GPU-accelerated solver
designed for ef�cient batched QP optimization. Building on this idea, CVXPYLayers provide a
very general and user-friendly interface for differentiable convex optimization in deep learning
frameworks, supporting a broad range of optimization forms and solvers with minimal imple-
mentation effort [14]. More recently, JAXOpt offers ef�cient, scalable, and GPU-accelerated
differentiable optimization solvers in JAX, including BoxOSQP for solving box-constrained
QPs with support for implicit differentiation [15].

To evaluate their practical performance, we benchmark these libraries under different batch
sizes. The results are shown in Table 2.1. From the results, CVXPYLayers is attractive because
it is easy to use and supports the most general optimization forms among the considered li-
braries, but it becomes inef�cient for large-batch updates because it primarily runs on the CPU.
QPTH, although GPU-accelerated, incurs relatively high computational overhead. In contrast,
BoxOSQP from JAXOpt achieves signi�cantly better performance for larger batch sizes, offer-
ing both ef�ciency and scalability on GPU. Therefore, JAXOpt is selected as the optimization
backend in this work due to its superior performance and seamless integration with JAX-based
learning frameworks.

Table 2.1: Benchmark comparison across batch sizes

Library Framework Device Batch Size Total Time (s) Time/Batch (s)
cvxpylayers Pytorch CPU 1 0.3028 0.0015
QPTH Pytorch GPU 1 11.206 0.0560
BoxOSQP (JAXOpt) JAX GPU 1 2.0360 0.0101
cvxpylayers Pytorch CPU 256 20.181 0.1009
QPTH Pytorch GPU 256 18.064 0.0903
BoxOSQP (JAXOpt) JAX GPU 256 3.3982 0.0169

Setup: 200 batches per test with cvxpylayers1 runs on CPU, while QPTH2 and BoxOSQP3 run on GPU.

Leveraging these advances, a growing body of work has focused on integrating DOLs into deep
neural networks for safe control. For example, BarrierNet embeds a CBF-based QP as a train-
able layer within a neural network, enabling safety constraints to be enforced while remaining
fully differentiable and end-to-end trainable [6]. Similarly, differentiable safety-critical control
frameworks embed CBF-QPs into neural architectures, allowing the learning of environment-
dependent safety parameters and improving generalization to unseen environments [4]. In
multi-robot settings, DOLs have been used to jointly learn control policies and safety certi�-
cates, enabling scalable and decentralized safe control [10]. These approaches demonstrate that
combining optimization-based safety �lters with neural networks provides a principled way to
balance performance and safety in complex environments.

1 https://github.com/cvxpy/cvxpy/cvxpylayers
2 https://locuslab.github.io/qpth
3 https://jaxopt.github.io/stable/quadratic_programming.html
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2.4 Perception-Driven Control Barrier Functions

In realistic navigation scenarios, safety constraints must be derived directly from onboard sen-
sory inputs rather than prede�ned geometric models. Mobile robots typically rely on a variety
of perception sensors, including cameras, RGB-D sensors, radar, and LiDAR, each offering dif-
ferent trade-offs between resolution, robustness, and computational cost. Among these, LiDAR
sensors are particularly well-suited for safety-critical navigation due to their accurate range
measurements, robustness to lighting conditions, and direct geometric representation of the
environment. In particular, 2D LiDAR sensors, which are widely used in mobile robotics plat-
forms, provide ef�cient and reliable planar obstacle detection and are therefore adopted in this
work.

Recent studies have explored constructing CBFs directly from perception data, particularly Li-
DAR point clouds, enabling safe navigation in unknown and unstructured environments. Dif-
ferent approaches have been proposed to transform raw LiDAR measurements into continuous
safety representations. For example, [16] formulates CBF construction as a classi�cation prob-
lem, where an SVM is trained on LiDAR-derived safe and unsafe samples, and the resulting
decision boundary is used as a barrier function. In contrast, more recent works move beyond
classi�cation-based representations toward continuous geometric modeling. In [7], safety con-
straints are constructed directly from LiDAR point clouds by evaluating distances to nearby
sensed points and enforcing safety margins without explicit map reconstruction. Similarly, [17]
constructs CBFs by approximating obstacle geometry through Signed Distance Function (SDF),
where neural networks are incrementally trained from streaming LiDAR measurements using
replay memory to maintain consistency over time. This SDF-based formulation provides both
distance and gradient information required for CBF constraints, and further incorporates esti-
mation uncertainty into the control synthesis problem, resulting in a robust optimization formu-
lation. Together, these approaches illustrate a shift from discrete or classi�cation-based safety
representations toward continuous, differentiable models that are better suited for integration
with modern learning-based control frameworks.

In this work, we build upon these ideas by constructing CBFs directly from 2D LiDAR obser-
vations, allowing safety constraints to be generated online from local obstacle measurements
without requiring a precomputed map or explicit obstacle models. This perception-driven
formulation is particularly suitable for navigation in unknown cluttered environments, where
nearby obstacles must be detected and handled in real time. The detailed formulation and its
implementation are presented in the next chapter.

2.5 Summary and Research Gap

The reviewed literature shows that safe robot navigation sits at the intersection of model-based
control, learning-based policy design, and optimization-based safety enforcement. Classical
motion planning and CBF-based controllers provide formal safety guarantees, but they often
depend on accurate environment models, hand-crafted barrier functions, and manually tuned
class-K parameters. In cluttered environments with many unknown obstacles, enforcing mul-
tiple safety constraints directly can also lead to infeasible or overly conservative solutions. On
the other hand, imitation learning and other data-driven methods offer ef�cient policy learning
from demonstrations, but purely learned policies generally lack explicit safety guarantees and
may generalize poorly in unseen environments.
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Recent research addresses some of these limitations by learning components of the safety mech-
anism itself. Learning-based CBF methods improve adaptability by parameterizing class-K
functions or barrier constraints using neural networks and environment-dependent features.
Perception-driven approaches further extend this idea by constructing safety representations
directly from raw sensory observations, such as LiDAR point clouds, rather than relying on
explicit geometric maps.

DOLs provide the computational bridge needed to integrate these safety constraints into end-
to-end learning. Frameworks such as QPTH, CVXPYLayers, and JAXOpt make it possible
to embed QP-based safety �lters within neural architectures. Among them, CVXPYLayers is
highly �exible and easy to use, while JAXOpt offers better scalability and GPU-accelerated
performance for large-batch learning. Despite these advances, an important gap remains: ex-
isting methods typically learn only the parameters of a �xed safety formulation, whereas the
geometric structure of the barrier constraint itself is usually prede�ned. This thesis addresses
that gap by proposing a uni�ed framework that combines imitation learning, perception-driven
safety representations, and DOLs to learn safety-aware navigation policies for unknown clut-
tered environments.

15



3 Background and Problem Formulation

3.1 Background

For clarity, the notation used throughout this report is summarized in Table 3.1.

3.1.1 Dynamical System Model

To present the control barrier function framework used in the next subsection, we �rst introduce
a general nonlinear control-af�ne system1:

_x = f(x) + g(x)u; (3.1)

where x 2 Rn denotes the system state and u 2 U � Rq is the set of admissible control inputs.
The function f : Rn ! R n represents the system drift term in the absence of control, while
g : Rn ! R n�q describes how the control input in�uences the state. Both functions are assumed
to be locally Lipschitz [1].

In this work, the mobile robot is modeled using the standard unicycle kinematic model, which
is commonly adopted in the literature for ground robots [12]:

2
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(3.2)

Here, p = [x; y]T denotes the robot position in the global frame, � 2 (��; �] is the heading
angle, and v and ! are the linear and angular velocities, respectively. This model captures the
essential motion of the robot while remaining simple enough for analysis and controller design.

Equation (3.2) can be rewritten in the control-af�ne form of (3.1) as follows:
2

4
_x
_y
_�

3

5

| {z}
_x

=

2

4
0
0
0

3

5

| {z}
f (x)

+

2

4
cos(�) 0
sin(�) 0

0 1

3

5

| {z }
g(x)

�
v
!

�

|{z}
u

(3.3)

3.1.2 Brief History of Barrier Functions

This section is based mostly on the historical summary in Control Barrier Functions: Theory
and Applications by Ames et al. [1]. For a more complete discussion, the reader is referred to
the original paper.

1 For simplicity, the explicit time dependence is omitted in (3.1); the state and control should be understood as time-varying quantities, i.e.,
x = x(t) and u = u(t).
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Table 3.1: Notation

Symbol De�nition
t Time
m 2 N Relative degree
� Proposed model parameters
x 2 R n System state
z 2 Rd Observation variable
u 2 R q Control
� : [0; a] ! [0; 1); a > 0 Class K function
b : Rn ! R Safety constraint
h : Rn ! R CBF
C � R n Safe set
@C � Rn Boundary of the safe set
Int(C) � R n Interior of the safe set
Cu � R n Unsafe set
f : R n ! R n Af�ne dynamics drift term
g : Rn ! R n�q Af�ne dynamics control term

De�nition 1 (Set Invariance). A set C � Rn is said to be forward invariant if, for any initial
condition x(0) 2 C, the trajectory satis�es x(t) 2 C; 8t � 0. Intuitively, this means that once
the system state starts within the set C, it will remain inside it for all future time.

De�nition 2 (Superlevel Set). Let h : Rn ! R be a continuously differentiable function. The
superlevel set of h associated with a scalar 
 2 R is de�ned as: C
 = fx 2 R n j h(x) � 
g.

The study of invariance dates back to the 1940s with Nagumo's theorem [18], which gives
necessary and suf�cient conditions for the set invariance (De�nition 1). Consider a dynamical
system:

_x = f(x); x 2 R n ; (3.4)

and de�ne a safe set C and the unsafe set Cu as the superlevel sets (De�nition 2) of a smooth
function h : Rn ! R:

C = fx 2 R n : h(x) � 0g

Cu = fx 2 R n : h(x) < 0g = R n n C
(3.5)

where Cu represents the complement of the safe set C within the state space. Assuming that
@h
@x(x) 6= 0; 8x such that h(x) = 0, then Nagumo's theorem states that

C is invariant , _h(x) � 0; 8x 2 @C: (3.6)

Intuitively, the above condition means that on the edge of the safe region, the system's dynamics
must point inward or tangent, but never outward. In the 2000s, this idea was revisited through
barrier certi�cates, which were introduced as a tool for formally verifying safety of nonlinear
and hybrid systems [19, 20]. In this formulation, one considers an unsafe set Cu, a set of initial
conditions C0, and a function B : Rn ! R satisfying

B(x) � 0; 8x 2 C 0 and B(x) > 0; 8x 2 Cu: (3.7)

The function B is called a barrier certi�cate if

_B(x) � 0 ) C is invariant: (3.8)
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If the safe set is chosen as the complement of the unsafe set, C = Cc
u, and if B(x) = �h(x),

then the above condition becomes_h(x) � 0, which is closely related to Nagumo's boundary
condition (3.6).

Later, Lyapunov-like barrier functions were proposed to extend safety guarantees beyond only
the boundary of the safe set [21]. Since Lyapunov functions generate invariant level sets, one
can use a positive-de�nite ”barrier Lyapunov function” B and enforce_B(x) � 0 over the safe
set C. This guarantees invariance, but it is conservative because it also enforces invariance of
every level set of B, not only the desired safe set.

The next important step was the extension from closed dynamical systems to control systems
through viability theory [22], e.g. control system as given in (3.1). This required extending the
concept of invariant sets to controlled invariant sets, where the system can be kept within the
set by appropriately designing the control input. Early control barrier function ideas used the
condition:

9u s.t. _h(x; u) � 0 ) C is invariant: (3.9)

This condition extends the barrier certi�cate idea to systems with control inputs, but it is still
stronger than necessary and thus motivate the ”modern” version of CBFs.

De�nition 3 (Class-K Function [23]). A continuous function � : [0; a) ! [0; 1), a > 0, is said
to belong to class K if it is strictly increasing and �(0) = 0. A continuous function � : R ! R
is said to belong to the extended class K if it is strictly increasing and �(0) = 0.

The most recent formulation of control barrier functions was introduced to reduce this conser-
vativeness [3]. Instead of requiring_h(x; u) � 0, the modern CBF condition allows h to decrease
inside the safe set, provided that it does not decrease too fast near the boundary:

9u s.t. _h(x; u) � ��(h(x)) , C is invariant; (3.10)

where � is an (extended) class-K function (De�nition 3). Importantly, this condition is neces-
sary and suf�cient (for compact sets) and thus is minimally restrictive.

Finally, because this condition is enforced over the entire safe set, it provides a practical way
to synthesize safe controllers through optimization-based methods that modify a nominal con-
troller in a minimally invasive manner. This formulation became foundational for safety-critical
control and has since been applied across a wide range of domains, including automotive sys-
tems, multi-robot systems, quadrotors, and legged robots. It also enables a natural uni�cation of
safety via CBFs and stability via CLFs within a single optimization-based control framework.

3.1.3 Control Barrier Functions for Differential-Drive Robots

This section �rst de�nes CBFs for differential drive robots (DDR) and then explains why the
standard formulation is limited for this system. It then introduces the offset-point geometric
workaround used in this thesis to recover a relative degree one formulation.
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Control Barrier Function De�nition

De�nition 4 (Safe Set, Boundary and Interior of Safe Set [3]). Let C � Rn be the set de�ned
by a continuously differentiable function h : Rn ! R:

C = fx 2 R n : h(x) � 0g;

@C = fx 2 Rn : h(x) = 0g;

Int(C) = fx 2 R n : h(x) > 0g:

Consider the nonlinear control-af�ne system in (3.1). A continuously differentiable function h
is called a CBF if rh(x) 6= 0 for all x 2 @C and there exists an extended class-K function �
(De�nition 3) such that, for all x 2 C, there exists a control input u satisfying [1]:

_h(x; u) = rh(x) > _x = L f h(x) + L gh(x)u � ��
�
h(x)

�
: (3.11)

where the Lie derivatives are de�ned as

L f h(x) := rh(x) > f (x); L gh(x) := rh(x) > g(x):

This condition is suf�cient, and under mild assumptions also necessary, for forward invariance
of the set C. Therefore, it guarantees safety with respect to C.

De�nition 5 (Relative Degree). The relative degree of a suf�ciently differentiable function b :
Rn ! R with respect to the system (3.1) is the number of times it must be differentiated along
the system dynamics before any component of the control u appears explicitly in the resulting
derivative.

CBFs can be used as safety �lters that keep the control input close to a desired command
udes(x; t). In particular, when h has relative degree one, the control input can be obtained by
solving the following QP [3]:

u� (x; t) = arg min
u2R n

ku � u des(x; t)k 2 (CBF-QP)

s:t: _h(x; u) = L f h(x) + L gh(x)u � ��
�
h(x)

�
:

(3.12)

This yields a minimally invasive safety �lter that modi�es the desired input only when needed
to satisfy the safety constraint.

Limitation for Differential-Drive Robot

While the above formulation applies directly to systems with relative degree one, it cannot be
used directly for the unicycle model.

Consider the unicycle dynamics in (3.3) and a set of circular obstacles N(t) with center xo;i =
[x i ; yi ]T and radius ro;i > 0. For obstacle i 2 N(t) and a robot position x0 = [x; y] T , a
commonly used CBF is the squared distance to the obstacle boundary (see, e.g., [1,6,12,24]):

hi (x0) = (x 0 � x o;i )T (x0 � x o;i ) � R 2
i (3.13)

Here, Ri must satisfy Ri >= r o;i + r robot , where rrobot is the robot radius. Its CBF constraint
becomes:

_hi (x0) = rh(x 0)T _x0 � ��(h i (x0))

, 2
�
x0 � x o;i

� T

| {z }
rh i (x 0)T

�
v cos(�)
v sin(�)

�

| {z }
_x0

� ��[(x 0 � x o;i )T (x0 � x o;i ) � R 2
i ] (3.14)
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The angular velocity ! does not appear in (3.14). Therefore, the control input does not fully
affect the safety constraint at the �rst-derivative level, meaning the constraint does not have rel-
ative degree one with respect to the system dynamics. As a result, the standard CBF condition
cannot be applied directly. This motivates alternative approaches, such as HOCBFs [6] or geo-
metric transformations of the system dynamics. Since HOCBFs are generally more conservative
than relative-degree-one formulations [6], this thesis focuses on the geometric modi�cation of
the above CBF construction, which is discussed in the following section.

A Geometric Workaround for Differential-Drive Robot

To address the above limitation, we adopt the geometric workaround proposed in [12]. The
main idea is to evaluate the CBF not at the robot center, but at a point offset along the robot's
forward axis. This modi�cation preserves the geometric interpretation of the safety constraint
while making the control input u = [v; w]T appear in a form that can in�uence both translational
and rotational motion.

Figure 3.1: Differential-drive approximation of the Jackal robot and the geometric interpreta-
tion of the offset-point CBF construction. Although the platform has four wheels, the left and
right wheel pairs are mechanically coupled, so its planar motion is well approximated by a
differential-drive model. The shaded-pinky region illustrates the safety margin induced when
the constraint in (3.18) is satis�ed.

We begin by de�ning an offset point that acts as a virtual control point in a global frame:

q = p + lR(�)ê 1 (3.15)

where ê1 = [1; 0]T , l is a scalar offset, and R(�) =
�
cos � � sin �
sin � cos �

�
is the rotation matrix from

the robot base frame to the global frame (e.g., odom).
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Next, de�ne the constant matrix L =
�
1 0
0 1=l

�
. This gives an invertible mapping between

the velocity of the virtual control point and the actual control input u = [v; w]T . Although u
contains both linear and angular velocities, multiplying by L�1 maps the two components into
quantities with consistent linear velocity units at the virtual point.

_q =
�
u1

u2

�
=

2

4
cos(�) � sin(�)

sin(�) cos(�)

3

5

| {z }
R(�)

�
1 0
0 l

�

| {z }
L �1

�
v
w

�

|{z}
u

= R(�)L �1 u ) u = LR(��) _q (3.16)

To guarantee safety at the virtual point q, the CBF condition in (3.14) must hold at that point.
Therefore,

_hi (q) � ��(h i (q))

, 2
�
q � x o;i

� T
_q � ��[(q � x o;i )T (q � x o;i ) � R 2

i ]
(3.17)

Here, Ri must satisfy Ri >= r o;i + r robot + l so that the safe region around the virtual point is
large enough to cover the entire robot body. The above expression is written in global coordi-
nates. However, for implementation it is more convenient to express the CBF �lter in the robot
frame, since this makes the constraint independent of the choice of global reference frame.
Substituting (3.15) and (3.16) into (3.17) gives:

2[p + lR(�)ê 1 � x o;i ]T R(�)L �1 u � ��[(p + lR(�)ê 1 � x o;i )T (p + lR(�)ê 1 � x o;i ) � R 2
i ]

, 2[R(�) T (p � x o;i ) + lê 1]L �1 u � ��[(R(�) T (p � x o;i ) + lê 1)T (R(�) T (p � x o;i ) + lê 1) � R 2
i ]

, 2[lê 1 � x ro;i ]T L �1 u � ��((lê 1 � x ro;i )T (lê1 � x ro;i ) � R 2
i )

(3.18)
where xro;i = R(�) T (xo;i � p) is the obstacle position in the robot frame.

Finally, by replacing the original obstacle constraint in (3.12) with the transformed one above,
we obtain a QP for collision-free control with one CBF constraint for each obstacle i 2 N(t)
with respect to the robot local frame:

u� (x; t) = arg min
u2R n

ku � u des(x; t)k 2 (CBF-QP)

s.t. 2[lê1 � x ro;i ]T L �1 u � ��((lê 1 � x ro;i )T (lê1 � x ro;i ) � R 2
i ); 8i 2 N(t)

(3.19)

Most importantly, the control input u now appears explicitly in the constraint. As a result, the
CBF-based �lter can adjust both v and w to enforce safety.

3.2 Problem Formulation

We study autonomous navigation in unknown cluttered environments from human demonstra-
tions. At each time step, the robot receives the observation

ot =
�

pg;t ; � t ; Z H
t

	
(3.20)

where pg;t is the relative goal position, �t is the odometry measurement, and ZH
t is a history of

LiDAR observations.

A neural policy �� is trained by imitation learning on a dataset of human demonstrations, D =
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f(o i ; uexp
i;1:T )gN

i=1 , where uexp
i;1:T is the expert control sequence over the next T time steps. The

training objective is
min

�

X

(oi ;u
exp
i )2D




 u?

i;1:T � u exp
i;1:T




 2

: (3.21)

Although imitation learning is ef�cient, it does not provide formal safety guarantees and can fail
in unseen environments [9]. We therefore augment the policy with a differentiable optimization
layer

u?
i;1:T = � opt(� � (oi ); oi ); (3.22)

which enforces CBF-based safety constraints. This layer acts as a safety �lter that minimally
adjusts the policy output while preserving forward invariance of the safe set [3]. Because the
layer is differentiable, the entire architecture remains trainable end to end and suitable for real-
time deployment.

Problem 1 (Policy Learning). Given a dataset of expert demonstrations D, learn a policy ��

such that the predicted control sequence

unet
i;1:T = � � (oi ) (3.23)

imitates expert behavior and enables effective navigation in unknown cluttered environments.

Problem 2 (Safety Layer Design). Design a differentiable optimization layer �opt such that:

• CBF-based safety constraints are satis�ed,

• the safety parameters, including the class-K parameter � and the geometric parameter l
are adapted from observations,

• the resulting controller balances agility and safety.

Adapting � and l is important because �xed safety parameters often generalize poorly across
environments. Conservative settings preserve safety but can be inef�cient, whereas aggressive
settings improve agility at the expense of safety or feasibility. Learning these parameters al-
lows the optimization layer to adjust the safety margin to the environment and improve both
performance and generalization [4,6,8].
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4 Methodology

To address Problems 1 and 2, we propose an end-to-end framework that combines a neural
policy, g-Net, with a differentiable CBF layer (dCBF-QP). As illustrated in Figure 4.1, g-
Net takes as input the relative goal, the current odometry, and a short history of LiDAR point
clouds in order to capture both the surrounding geometry and the recent motion of the robot.
From these observations, the network predicts a nominal future control sequence together with
environment-dependent safety parameters, including the class-K coef�cient � and the geomet-
ric offset l. Speci�cally, the predicted coef�cient � adjusts the conservativeness of the CBF
constraint, while the predicted offset l determines the geometry of the safety region and the
relative weighting between the linear and angular control corrections. Both parameters are con-
ditioned on the current observation so that the safety �lter can adapt to the local environment.

Figure 4.1: Overview of our proposed framework. The framework has two key components:
g-Net and the dCBF � QP layer for end-to-end learning.

To construct the safety �lter, the DOL also uses additional geometric information extracted from
the current LiDAR scan. In particular, the current LiDAR scan is down-sampled by the Farthest
Point Sampling algorithm (FPS) to select the P representative obstacle points used in the safety
constraints, while the relative goal is also passed to a PD controller. In this framework, the PD
controller is not essential and can be replaced by any goal-reaching controller, such as MPC,
since its role is only to provide a nominal command against which the optimization layer mea-
sures the required safety-induced correction. The DOL then combines the predicted quantities
with these auxiliary inputs and re�nes the �rst control action so that it stays close to the pre-
dicted nominal command while satisfying the CBF-based safety constraints.

The optimization layer also produces a weighting factor �, which serves as a measure of the
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local safety condition and is used later in the training loss to balance obstacle avoidance against
goal reaching. This design is particularly important given the dataset imbalance described in
Section 4.4, where obstacle-avoidance behavior is more prevalent than precise goal-reaching
behavior. Because the CBF-QP is embedded as a differentiable layer, gradients can be prop-
agated through both the optimization layer and g-Net during training. The resulting policy
can therefore learn human-like navigation directly from local observations, without requiring
a global map or planner, while preserving the safety guarantees enforced by the �lter. The
remainder of this chapter follows the structure of the framework: the next section details the
DOL, followed by the architecture of g-Net, the loss design, the dataset construction process,
and the end-to-end of�ine training procedure.

4.1 Embedding CBF-QP into a Differentiable Optimization
Layer

Consider the control-af�ne system in (3.1). To solve Problem 2, we design a DOL that takes as
input the parameters predicted by the preceding neural network, namely � and l, together with
the nominal control sequence and the representative LiDAR points. The role of this layer is to
apply a CBF-QP safety �lter so that the �nal control command remains as close as possible to
the predicted nominal command while satisfying the safety constraints. For implementation,
we use the BoxOSQP solver introduced in Section 2.3. To improve feasibility during training,
we augment the constraint in (3.19) with a slack variable �>0 . This gives:

min
u;�

1
2

(u � u des)> W(u � u des) +
1
2

�(�) 2

s.t. 2(lê1 � x ro;i )>

| {z }
L g h

L �1 u � ��[(lê 1 � x ro;i )> (lê1 � x ro;i ) � R 2
i| {z }

h

] � �; 8i 2 N (t): (4.1)

where W =
�
wu 0
0 wv

�
determines how strongly the �lter penalizes modi�cations to the linear

and angular control inputs; see Appendix D for the physical meaning of W and the rationale
behind the choice of these weights. In this work, to make the class-K function learnable while
keeping the formulation simple, � is chosen as a positive scalar parameter.

This optimization problem cannot be passed to BoxOSQP directly, because the solver expects
problems in the standard form:

min
x;z

1
2

x> Qx + c > x

s.t. l1 � Ax � u 1

(4.2)

Therefore, we rewrite (4.1) in the form of (4.2) by setting

x = [u; �] T ; Q =
�
W 0
0 �

�

3x3

; c =
�
�Wu des

0

�

3x1

;

With these de�nitions, the BoxOSQP layer solves

min
u;�

1
2

x> Qx + c > x; (4.3)
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subject to the box constraints

2

6
6
4

��h
�v max

�! max

0

3

7
7
5

| {z }
l1

�
�
LghL �1 1

I 3�3

�

| {z }
A

�
u
�

�

|{z}
x

�

2

6
6
4

+1
vmax

! max

+1

3

7
7
5

| {z }
u1

.

Here, if P denotes the number of selected LiDAR points, then l1, u1, and A have dimensions
(P + 3) � 1, (P + 3) � 1, and (P + 3) � 3, respectively. Equivalently, the constraints can be
interpreted as

LghL �1 u � ��h � �; �v max � v � v max ; �! max � ! � ! max ; � � 0:

In addition to the safety-�ltered control, the optimization layer computes the factor � used in
the loss function. Let unom

t = [v nom
t ; ! nom

t ]T denote the command produced by the nominal
controller, and let �unom

t denote the corresponding command after applying the same CBF-QP
�lter with the same predicted parameters (�; l) used for unet

t;1 . We de�ne

� = exp

0

@�


s �
�v nom

t � v nom
t

vmax

� 2

+
�

�! nom
t � ! nom

t

! max

� 2
1

A ; (4.4)

where 
 > 0 is a �xed scaling constant. Hence, � 2 (0; 1] is close to 1 when the nominal
command requires little safety correction, and it decreases signi�cantly as the required correc-
tion becomes larger. As discussed in Section 4.4 and used in the loss design, � acts as a local
safety-aware gate that reduces the contribution of the goal-reaching term in cluttered situations
while preserving it in safer regions.

4.2 Structure of the g-Net

The proposed g-Net takes the observation oi , which consists of LiDAR history, current odom-
etry, and relative goal position, and predicts both the control sequence unet

1:T and the adaptive
safety parameters � and l. To handle the different input modalities, the network uses a middle-
fusion architecture, where each modality is �rst encoded separately and the resulting features
are then fused for joint prediction. This design has been shown to work well in navigation-
related models [25–27].

As shown in Fig. 4.2, the LiDAR history is processed by a shared PointNet-based branch [28].
Weight sharing is used across the LiDAR frames because neighboring scans in the short history
window have similar spatial structure. For each frame, the PointNet feature is passed through
two MLP layers with batch normalization and dropout, producing a 128-dimensional feature.
The dropout rate in this branch is 0.3. In parallel, two additional MLP branches encode odome-
try and relative goal information into 128-dimensional features. These branches also use batch
normalization and dropout. The odometry branch uses a dropout rate of 0.5, while the goal
branch uses a smaller dropout rate of 0.15.
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Figure 4.2: Architecture of g-Net. A shared PointNet–MLP encoder processes each LiDAR
point cloud in the history buffer, while separate MLP branches encode odometry and relative
goal inputs. The extracted features are concatenated and passed through a fusion MLP, followed
by two output heads that predict the control sequence unet

i;1:T and the adaptive safety parameters
� i and li . Here, B denotes the batch size.

All extracted features are concatenated into a 768-dimensional vector and passed through two
fusion MLP layers to obtain a 64-dimensional shared representation. This shared feature is then
fed to two output heads. The �rst head predicts the normalized control sequence unet

1:T and uses a
tanh activation function so that the prediction remains in the normalized range [�1; 1]. The sec-
ond head predicts the safety parameters � and l. Following [11], the coef�cient � is constrained
to the range [0:1; 10]. The offset parameter l is constrained to the range [0:1; 0:5], which is deter-
mined based on extensive experiments. Overall, the network remains compact while allowing
control and safety-related quantities to be inferred jointly from the same observation.

4.3 Loss Function

Consistent with the problem formulation, the training objective has two components: an imita-
tion term that encourages imitating the expert behaviors, and a goal-reaching term that encour-
ages progress toward the target whenever obstacle avoidance is less dominant. The total loss is
de�ned as

L = � imL mse+ �� goalL goal: (4.5)

Here, � im = 1:0 and � goal = 0:5 are �xed weights, while � 2 [0; 1] given by the optimization
layer controls how strongly the training objective emphasizes goal reaching relative to pure im-
itation.

For each training sample, the loss uses the safe-predicted control sequence u?
1:T = fu ?

1; u?
2; : : : ; u?

T g,
the corresponding expert command uexp

1:T = fu e
1; ue

2; : : : ; ue
T g, and the relative goal position

pg = [x g; yg]T . Over the full dataset, N denotes the number of training samples.

(1) Imitation loss (MSE): The imitation term penalizes the difference between the predicted
control and the expert command:

L mse =
1
N

X

i2N




 uexp

i;1:T � u ?
i;1:T




 2

2
: (4.6)
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