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ABSTRACT

Exploration and Identification of model validation strategies for building generalizable

colon cancer prediction models using gut microbiome

Colorectal cancer (CRC) is among the most common malignancies worldwide, yet current
screening methods remain either invasive or limited in sensitivity. Gut microbiome-based
machine learning classifiers have shown real diagnostic potential, however, the choice of
model validation strategy and its impact on cross-cohort generalizability, and the choice of
taxonomic resolution and its impact on model performance, have not been systematically
evaluated, limiting the ability to develop models that reliably generalize across diverse
populations. This thesis compared three model validation strategies - Train/Validation Split,
Stratified 5-fold Cross Validation, and Leave-One-Dataset-Out (LODO) - alongside two
taxonomic resolution levels - species and genus - using data from nine cohorts. Two machine
learning algorithms, Random Forest and LightGBM, were evaluated across all configurations.
Generalizability was assessed using the generalizability gap, defined as the absolute difference
between validation and test AUROC. Results demonstrated that Stratified 5-fold Cross
Validation produced the lowest average generalizability gap (mean AUROC gap = 0.0113)
across all model and taxonomic level combinations, outperforming LODO (mean AUROC gap
= 0.0226) and Train/Validation Split (mean AUROC gap =0.0268), due to the structural
alignment between validation folds and the test set distribution. Genus-level features
consistently outperformed species-level features across all configurations, with an average test-
set improvement of approximately 0.07 AUROC. These findings suggest that genus-level
aggregation combined with Stratified 5-fold Cross-Validation represents the most reliable and
robust configuration for building generalizable microbiome-based CRC detection models in
multi-cohort settings, offering a methodological foundation for future studies aiming to

develop non-invasive microbiome-based screening tools.

Keywords: colorectal cancer, gut microbiome, machine learning, cross-cohort
generalizability, validation strategy, taxonomic resolution, LightGBM, Random Forest,
metagenomics, Stratified 5-fold Cross Validation, Leave-One-Dataset-Out (LODO), AUROC,
generalizability gap
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INFOLEHT

Uldistavate jamesoolevihi ennustusmudelite ehitamiseks kasutatavate

valideerimisstrateegiate uurimine ja hindamine soolestiku mikrobioomi abil

Kolorektaalne viahk (KVK) on iiks levinumaid pahaloomulisi kasvajaid maailmas, kuid
olemasolevad soeluuringumeetodid on kas invasiivsed voi piiratud tundlikkusega. Soolestiku
mikrobioomil pdhinevad masindppeklassifikaatorid on ndidanud olulist diagnostilist
potentsiaali. Siiski ei ole siistemaatiliselt hinnatud, kuidas mudelite valideerimisstrateegia valik
mdjutab kohortitilest iildistatavust ning kuidas taksonoomilise lahutusvdime valik mojutab
mudeli tulemuslikkust. See piirab selliste mudelite viljatootamist, mis suudaksid

usaldusvaarselt iildistuda erinevates populatsioonides.

Kéesolevas t60s vorreldi kolme mudelite valideerimisstrateegiat — treeningu ja valideerimise
jaotust, stratifitseeritud S5-kordset ristvalideerimist ning jdta-ilks-andmestik-vélja (LODO)
meetodit — kahe taksonoomilise lahutusvdime taseme korral: liigi- ja perekonnatasemel.
Analiiis pdhines iiheksa kohordi andmetel. Kdigi konfiguratsioonide hindamiseks kasutati
kahte masindppealgoritmi: Random Forest-i ja LightGBM-i. Uldistatavust hinnati
iildistatavusldhe abil, mis defineeriti valideerimis- ja testimiskomplekti AUROC-i absoluutse

erinevusena.

Tulemused niitasid, et stratifitseeritud viie-kordne ristvalideerimine andis koigi mudelite ja
taksonoomiliste tasemete kombinatsioonide 10ikes véikseima keskmise {ildistatavuslohe
(keskmine AUROC-i erinevus=0.0113), edestades nii LODO meetodit (keskmine AUROC-i
erinevus=0.0226) kui ka treeningu ja valideerimise jaotust (keskmine AUROC-i
erinevus=0.0268). Selle pohjuseks oli valideerimiskordade ja testandmestiku jaotuste parem
struktuuriline kooskola. Lisaks osutusid perekonnataseme tunnused kodigis konfiguratsioonides
jérjepidevalt tulemuslikumaks kui liigitaseme tunnused, parandades keskmist testikomplekti

AUROC-i ligikaudu 0,07 vorra.

Tulemused viitavad sellele, et perekonnataseme agregeerimine koos stratifitseeritud viie-
kordse ristvalideerimisega on kdige usaldusvdidrsem ja robustsem ldhenemine iildistatavate
mikrobioomipShiste KVK tuvastusmudelite loomiseks mitmekohordilistes tingimustes.
Uuring pakub metodoloogilise aluse tulevastele toddele, mille eesmirk on arendada

mitteinvasiivseid mikrobioomipohiseid sdeluuringuvahendeid.



Votmesonad: kolorektaalne vidhk, soolestiku mikrobioom, masindpe, kohortiiilene
iildistatavus, valideerimisstrateegia, taksonoomiline lahutusvéime, LightGBM, Random
Forest, metagenoomika, stratifitseeritud viie-kordne ristvalideerimine, jita-iiks-andmestik-

vilja (LODO), AUROC-md&odik, iildistatavuslohe.
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1. Introduction

Colorectal cancer is a gastrointestinal malignancy that originates in the colon or the rectum
(Mattiuzzi et al., 2019). Although tumors are commonly described as “colon” or “rectal” cancer
based on their anatomical site of origin, they are frequently grouped under the term colorectal
cancer, reflecting overlaps in anatomy, biology, and clinical management (American Cancer
Society, 2024). The disease begins with the formation of localized, precancerous adenomatous
polyps (adenomas) within the colon, which gradually transform into invasive and metastatic
cancerous tumors, known as carcinomas, over time. This transition from a benign state to

malignancy is a key feature of the disease's pathology (Zackular et al., 2014).

According to 2022 data from World Cancer Research Fund (n.d.), a total of 1,926,425 new
colorectal cancer cases were recorded out of 19,976,499 total cancer diagnoses (including non-
melanoma skin cancer) worldwide, positioning colorectal cancer as the third most common
cancer, surpassed only by lung and breast cancer. In terms of sex distribution, colorectal cancer
ranked third among both men and women. Among men, it accounted for 10.37% of cases in
2022, following lung (15.25%) and prostate cancer (14.23%); among women, it represented
8.87% of cases, trailing only breast (23.77%) and lung cancer (9.4%) (World Cancer Research
Fund, n.d.). Current projections indicate that the global burden of this disease will continue to
rise, reaching approximately 2.2 million new cases annually by 2030, which represents a 20%
increase (Mattiuzzi et al., 2019) and potentially climbing to 3.2 million new cases and 1.6
million deaths annually by 2040. A large share of this future burden is expected to fall on
countries with high or very high Human Development Index (HDI) scores (Morgan et al.,

2023).

Estonia is no exception to this global trend. According to 2020 statistics, colorectal cancer was
the third most common cancer among Estonian men (11%), following lung (14%) and prostate
cancer (30%), and the second most common among women (14%), trailing only breast cancer
(23%). Overall, from 2011 to 2019, mortality from colorectal cancer increased by 2% (OECD,
2023).

This rising burden reinforces the need for reliable methods to identify and diagnose colorectal
cancer. Among the available screening strategies, colonoscopy remains the most widely used
method. This endoscopic procedure involves the insertion of a flexible, camera-equipped scope

(colonoscope) through the anus to examine the rectum, the entire colon, and often the terminal



ileum. It allows for visual inspection, biopsy collection, and therapeutic interventions such as

polyp removal (Hong & Baek, 2023).

Despite its high diagnostic sensitivity, colonoscopy is often perceived as one of the least
desirable options by patients. Fendrick et al. (2025) highlight a notable gap between patient
and physician preferences: multitarget stool DNA (mt-sDNA) testing was the most preferred

option among patients at 39.4%, while only 24.8% favored colonoscopy.

The development of an effective CRC screening program requires an analysis of both
individual and community-level parameters, accounting for variables such as cost-
effectiveness, modality availability, and patient preferences (Roshandel et al., 2024). The
invasive nature of colonoscopy, specifically the discomfort associated with bowel preparation,
has prompted interest in screening strategies that prioritize patient comfort alongside detection
accuracy (Fendrick et al., 2025). Consequently, non-invasive screening approaches have
gained attention as tools that could improve patient acceptability while supporting CRC

detection.

Currently, one of the most established non-invasive stool-based screening methods is the
guaiac fecal occult blood test (gFOBT), designed to detect occult blood in stool samples. The
specificity of this method ranges from 87% to 98%, however, its sensitivity can be as low as
9% to 12% (Zackular et al., 2014). Although a single gFOBT has limited sensitivity, its clinical
effectiveness is improved through serial testing; by repeating the test over multiple cycles, the
likelihood of detecting intermittent bleeding increases (Zackular et al., 2014). Its effectiveness
was proven in a controlled trial in Minnesota, where it demonstrated a reduction in CRC
mortality by 33% (Mandel et al., 1999). While fecal blood is a key indicator of advanced
adenomas and carcinomas, the gFOBT can be triggered by a wide range of external factors and
unrelated disorders, often resulting in false-positive outcomes (Zackular et al., 2014). These
limitations have prompted researchers to explore alternative biomarker-based approaches,

including those based on the gut microbiome.

Recent studies highlight gut microbiome dysbiosis, an imbalance between beneficial and
harmful microbial populations, as a contributor to colorectal carcinogenesis. The process is
driven by chronic inflammation, altered metabolite production, and the release of microbial
genotoxins that induce DNA damage (Tsai et al., 2025). Evidence from animal models suggests
that the interaction between gut microbes and host immune cells, alongside the production of

cancer-associated metabolites and the release of genotoxic virulence factors, contributes
9



significantly to CRC development. Correspondingly, human studies have demonstrated that
patients with CRC exhibit distinct gut microbiome structures compared to healthy individuals
(Zackular et al., 2014). According to Wang et al. (2024), the abundance of Fusobacterium
nucleatum and Porphyromonas gingivalis is increased in colorectal cancer patients, suggesting
their potential role in colorectal oncogenesis. These findings suggest that gut microbiome
profiles could serve as promising biomarkers for the non-invasive detection of colorectal
cancer. Translating these microbial signals into reliable diagnostic tools requires handling high-
dimensional and compositional microbiome data, which has driven growing interest in the

application of machine learning approaches to microbiome-based diagnostics.

Over the past decade, the application of machine learning to gut microbiome data has opened
new possibilities for CRC detection. As metagenomic sequencing has become more refined,
researchers have mapped microbial communities with greater resolution, revealing consistent
patterns of microbial abundance that distinguish CRC patients from healthy individuals
(Zackular et al., 2014). Several large-scale, multi-cohort studies have explored whether these
patterns hold across diverse populations and analytical pipelines (Wirbel et al., 2019; Zeller et
al., 2014). These studies demonstrate that machine learning models trained on microbial
profiles can achieve meaningful diagnostic performance, supporting the gut microbiome as a

viable data source for non-invasive CRC detection.
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2. Literature Review

The foundation for microbiome-based colorectal cancer detection was established by two
pioneering studies: Zackular et al. (2014) and Zeller et al. (2014). Zackular et al. (2014)
collected 90 samples from the USA and Canada, categorizing them into healthy, adenoma, and
carcinoma  groups. Using 16§ rRNA gene sequencing to profile microbial
communities, they clustered these sequences into Operational Taxonomic Units (OTUs) at a
97% similarity cutoff and calculated their relative abundance across patients. Using a naive
Bayesian classifier with 10-fold cross-validation, the study demonstrated that these microbial
signatures significantly improved the post-test probability of detecting both invasive
carcinomas and precancerous adenomas. Overall, Zackular et al. (2014) showed that the gut
microbiome could be a powerful, non-invasive screening tool, increasing the likelihood

of identifying lesions by over 50-fold compared to traditional clinical risk factors alone.

Zeller et al. (2014) used shotgun metagenomic sequencing on a cohort of 156 participants
recruited in France, categorized into healthy controls, adenoma patients, and CRC patients
spanning all tumor stages. Unlike the targeted 16S approach employed by Zackular et al.
(2014), shotgun metagenomics captured the entire microbial gene pool, enabling species-level
taxonomic profiling and functional metabolic characterization. To identify the differentially
abundant taxa, Zeller et al. (2014) applied non-parametric Wilcoxon and Kruskal-Wallis
tests to relative abundance profiles. These tests revealed that certain bacterial groups, such
as Fusobacteria and Proteobacteria, were more abundant in CRC patients, while

taxa such as Actinobacteria were reduced, indicating microbiome dysbiosis in CRC.

Based on this finding, Zeller et al. (2014) applied LASSO logistic regression to develop a
predictive classification model, chosen for its ability to select only the most discriminative
features from a large species space while remaining interpretable via log-odds ratios. The
model's inputs were species-level taxonomic abundance profiles filtered at a relative abundance
of 0.001, while parallel models were built using functional features from the Kyoto
Encyclopedia of Genes and Genomes (KEGG) and Carbohydrate-Active Enzymes (CAZy)
databases as their input data. The model was validated using 10-times resampled 10-fold cross-
validation on French cohort and tested on two independent cohorts from Germany (n = 38) and
Denmark and Spain (n=297) to assess geographic robustness. As a result, LASSO selected 22
bacterial species as the most informative markers for distinguishing CRC from controls.

Among those 22 bacterial species, two Fusobacterium subspecies, Porphyromonas

11



asaccharolytica, and Peptostreptococcus stomatis were the strongest CRC markers, while
Eubacterium rectale and Streptococcus salivarius were consistently reduced in CRC patients,

even at early disease stages.

The species-level model achieved an Area Under the Receiver Operating Characteristic Curve
(AUROC) of 0.84 in cross-validation and 0.85 on the test cohort, slightly outperforming the
standard occult blood test. The parallel functional model achieved an AUROC of 0.77, while
the combined taxonomic and functional model showed an AUROC of 0.87. Zeller et al. (2014)
established that combining differential abundance testing with species-level machine learning
classification can achieve accurate, non-invasive CRC detection that generalizes across

nationalities and technical procedures.

Wirbel et al. (2019) expanded the scope of microbiome-based CRC diagnostics by conducting
a meta-analysis of 768 fecal metagenomes across five study populations from three continents
(France, Austria, China, USA, and Germany), with additional validation in three independent
cohorts from Italy and Japan. To ensure analytical consistency across studies differing in
sampling procedures, storage conditions, and DNA extraction protocols, all raw sequencing
data were uniformly reprocessed using mOTUs2 for taxonomic profiling and MOCAT?2 for
functional profiling. Differentially abundant taxa were first identified using blocked Wilcoxon
tests. The analysis identified 94 bacterial species that differed significantly between CRC and
healthy individuals. Among these, 29 were the most consistent and strongly associated with
CRC, including well-known CRC-linked genera such as Fusobacterium and
Peptostreptococcus, alongside 11 Clostridiales species not previously associated with CRC.
All 29 core species were found at higher levels in CRC patients, suggesting CRC development

is more likely driven by the presence of harmful bacteria than by the absence of beneficial ones.

As in Zeller et al. (2014), the study employed LASSO logistic regression on two parallel inputs:
species-level taxonomic abundance profiles and eggNOG orthologous gene family
abundances. Models were validated using two strategies: study-to-study transfer, where models
trained on one study were tested on all others, and Leave-One-Study-Out (LOSO) validation,
where data from four studies were pooled for training and tested on the fully held-out fifth
study. Species-level LOSO models achieved AUROCSs of 0.71-0.91. Functional models based
on eggNOG gene families achieved LOSO AUROC: of 0.78-0.89, while individual gene-level
models, despite high within-study accuracy (=0.96), degraded substantially across datasets
from different studies (AUROC 0.60-0.79), underscoring the necessity of robust external

12



validation. Wirbel et al. (2019) demonstrated that microbiome-based metagenomic classifiers
trained across multiple cohorts can generalize across geographically and technically

heterogeneous datasets.

Armour et al. (2022) investigated the optimal taxonomic resolution for machine learning (ML)-
based detection of screen-relevant neoplasias (SRNs) from gut microbiome data. The study
used publicly available 16S rRNA amplicon sequencing data from Baxter et al. (2016),
comprising stool samples from 490 asymptomatic subjects (261 normal, 229 SRN) recruited
across four North American sites: Toronto (Canada), Boston, Houston, and Ann Arbor (USA).
Participants were adults aged 29-89 years and were excluded if they had prior CRC-related
treatment, inflammatory bowel disease, or hereditary colorectal conditions. Armour et al.
(2022) generated taxonomic abundance tables at seven levels (phylum through ASV), and five
ML classifiers were evaluated using the mikropml package (Topcuoglu et al., 2021). Random
forest models consistently achieved the highest performance across all taxonomic levels.
Classification accuracy improved with finer resolution, peaking at the family, genus, and OTU
levels (mean AUROC:s of approximately 0.689-0.693), with no significant differences among
these three. Amplicon Sequence Variants (ASV)-level models performed significantly worse
than OTU-level models (mean AUROC 0.676, p < 0.01), which the authors attributed to
extreme feature sparsity, as only 0.5% of ASVs remained after preprocessing. The authors
characterized this pattern as a "Goldilocks effect," whereby resolution that is either too broad
or too fine diminishes model performance. They concluded that family, genus, or OTU-level

data represent the most practical and robust inputs for microbiome-based SRN classifiers.

These studies showed that gut microbial signatures can serve as meaningful non-invasive
markers for colorectal cancer, demonstrating that machine learning models trained on fecal
metagenomic data could distinguish CRC patients from healthy individuals with clinically
relevant accuracy. However, despite their influential results and contributions, a critical
methodological gap persists in how these classification models are evaluated, specifically in
how well their validation performance estimates reflect true model generalizability. Existing
studies implemented different validation strategies depending on their study design: Zackular
et al. (2014) and Zeller et al. (2014) used k-fold cross-validation within single-cohort datasets,
while Wirbel et al. (2019) adopted Leave-One-Study-Out (LOSO) validation to assess
generalizability to unseen cohorts. Consequently, it remains unclear to what extent the choice
of validation influences model selection, performance stability, and overall generalizability on

held-out samples from the same pooled cohorts.
13



Another methodological gap concerns the optimal taxonomic level at which microbiome
features should be defined for model input. Metagenomic pipelines generate abundance
profiles at multiple levels of biological resolution, from broad phylum-level groupings to
highly specific species-level assignments. Most studies used species-level features as model
input; however, the effect of taxonomic resolution, particularly the choice between species-
and genus-level features, on the cross-cohort performance of CRC detection models remains
insufficiently examined. While species-level data provide greater biological specificity and
disease-associated microbial signatures with finer resolution, they may introduce data sparsity,
technical batch effects, and cross-cohort inconsistencies. Conversely, aggregating features at
the genus level may mitigate these technical vulnerabilities and produce more consistent inputs,
yet potentially at the cost of species-specific signals that are biologically relevant for CRC
detection. Despite the practical implications of this choice, studies systematically
benchmarking taxonomic resolution as an independent variable, particularly within multi-

cohort frameworks, remain scarce.
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3. Research Questions

The thesis addresses both aforementioned gaps by offering a systematic comparison of

validation strategies and taxonomic resolutions with the main aim of identifying the most

reliable and well-performing methodological configuration for microbiome-based CRC

detection in a cross-cohort setting. By integrating multiple cohorts, this work examines how

different machine learning validation strategies impact the model's ability to provide realistic

generalizability estimates, and how taxonomic resolution impacts overall model performance

across cohorts.

Research Questions:

1.

What model validation strategy (Train/Val, Stratified K-fold Cross Validation, LODO)

offers a reliable estimate for cross-cohort generalizability?

Does the aggregation of microbial data at the genus taxonomic level reduce signal noise
and enhance the performance of colorectal cancer detection models compared to

species-level analysis across multi-cohort gut microbiome datasets?

To achieve the aim of the study and answer the research questions, the following objectives

were established:

To characterize within-sample microbial diversity and examine compositional
differences per dataset and per study condition at both species and genus taxonomic
levels.

To identify taxa with consistent CRC-associated abundance changes across multiple
cohorts at both species and genus taxonomic levels.

To evaluate the cross-cohort reproducibility of CRC-associated microbial signatures at
both species and genus taxonomic levels.

To develop a machine learning classification pipeline using Random Forest and
LightGBM for microbiome-based CRC detection.

To evaluate which validation strategy (Train/Validation Split, Stratified 5-fold CV, or
LODO) reliably estimates cross-cohort generalizability, assessed at species and genus

taxonomic levels both independently and in combination.
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4. Materials and Methods

4.1 Dataset and its origin

The thesis utilized publicly available and curated gut metagenomic data accessed through the
curatedMetagenomicData R package (Thomas et al., 2019), which provided uniformly
processed and annotated microbiome datasets from multiple independent cohorts. The publicly
available dataset consisted of nine cohorts with full taxonomic profiles: Zeller et al. (2014), Yu
et al. (2017), Feng et al. (2015), Vogtmann et al. (2016), Hannigan et al. (2018), Wirbel et al.
(2019) and three datasets from Thomas et al. (2019) (hereafter referred to as a, b and c). All
gut microbiome data were derived from fecal, or stool, samples from study participants. Each
dataset originated from a different geographic location and employs different sequencing and

processing procedures:

- Feng et al. (2015) recruited participants aged 45-86 years from Austria between 2010
and 2012, from both a national CRC screening program and the Department of Internal
Medicine at Oberndorf Hospital. Participants were stratified by gender, age, and BMI
across the three groups. Participants who had used probiotics or antibiotics within three
months prior to sample collection were excluded. Fresh stool samples were self-
collected at home, stored at —20°C, and transported to the laboratory within 48 hours in
a freezer pack, where they were immediately stored at —80°C until processing. Paired-
end metagenomic sequencing was performed on the Illumina platform with 100 bp
reads and a 350 bp insert size.

- Hannigan et al. (2018) utilized stool samples originally collected by Zackular et al.
(2014) from four geographic locations across North America. Stool samples were self-
collected at home with no preservatives following 24-hour dietary and medication
restrictions, packaged in insulated boxes with ice packs, and shipped via next-day
delivery to the processing center, where samples were stored at —80°C until processing.
DNA was extracted using the MoBio PowerSoil HTP 96-well kit (USA) with an
epMotion pipetting system, and shotgun sequencing libraries were prepared using the
[lumina Nextera XT kit. Whole-genome shotgun sequencing was performed on the
[llumina HiSeq 4000 platform with 125 bp paired-end reads.

- Thomas et al. (2019) (a) recruited participants from Clinica S. Rita in Vercelli, Italy.
Participants with hereditary CRC syndromes, a prior history of CRC, incomplete

colonoscopy, inflammatory gastrointestinal tract diseases, or antibiotic use within six
16



months prior to sample collection were excluded. Stool was collected in RNA-
stabilizing transport tubes prior to colonoscopy and stored at —80°C until processing.
DNA was extracted using the Qiagen QIAamp DNA Stool Kit (Netherlands).
Sequencing libraries were prepared using the Nextera XT DNA Library Preparation Kit
(Ilumina) and sequencing was performed on the Illumina HiSeq 2500 platform.
Thomas et al. (2019) (b) recruited participants from the European Institute of Oncology
in Milan, Italy. Participants who had used antibiotics within six months prior to sample
collection were excluded. Fecal samples were collected before surgery or any cancer
treatment and directly frozen at —80°C in Tris-EDTA-Sodium (TES) resuspension
buffer, then stored in liquid nitrogen. DNA was extracted using the GNOME DNA
Isolation Kit (MP Biochemicals, USA). Sequencing libraries were prepared using the
Nextera XT DNA Library Preparation Kit (Illumina) and sequencing was performed on
the [llumina HiSeq 2500 platform at the University of Trento, Italy.

Thomas et al. (2019) (c) recruited participants from Tokyo, Japan. DNA was extracted
from frozen fecal samples using the GNOME DNA Isolation Kit (MP Biomedicals,
USA) with an additional bead-beating step, resuspended in Tris-EDTA (TE) buffer and
stored at —80°C prior to sequencing. Sequencing libraries were prepared using the
Nextera XT DNA Sample Preparation Kit (Illumina) and whole-genome shotgun
sequencing was performed on the [llumina HiSeq 2500 platform with 150 bp paired-
end reads to a targeted sequencing depth of 5 Gbp.

Vogtmann et al. (2016) utilized stool samples originally collected by Schiffman et al.
(1989), who recruited participants from three Washington D.C. area hospitals in the
United States between 1985-1987. Controls were individuals awaiting surgery for non-
oncological and non-gastrointestinal conditions. Prior to surgery or any treatment,
participants self-collected all stools over a two-day period, stored on dry ice,
subsequently freeze-dried, pooled, and stored at —40°C. DNA was extracted using the
GNOME DNA Isolation Kit (MP Biomedicals, USA), and whole-genome shotgun
sequencing was performed on the Illumina HiSeq 2000/2500 platform with 100 bp
paired-end reads to a targeted sequencing depth of 5 Gbp.

Wirbel et al. (2019) enrolled CRC patients and sex- and age-matched healthy controls
from Germany. Fecal samples from CRC patients were collected following
colonoscopy, whereas control participants did not undergo colonoscopy prior to sample

collection. Samples were preserved in RNAlater solution and stored at —80°C. DNA
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was extracted using the GNOME DNA Isolation Kit (MP Biomedicals, USA). Whole-
genome shotgun sequencing was performed on the Illumina HiSeq 2000, 2500, and
4000 platforms at the EMBL Genomics Core Facility in Heidelberg.

- Yu et al. (2017) recruited participants from Hong Kong, China. Stool samples were
self-collected at home and immediately frozen at —20°C. DNA was extracted using the
Qiagen QIAamp DNA Stool Mini Kit (Netherlands) following the manufacturer's
instructions. Shotgun metagenomic sequencing was performed on the Illumina HiSeq
2000 platform.

- Zeller et al. (2014) recruited patients referred for colonoscopy at Assistance Publique-
Hopitaux de Paris between 2004-2006. Fresh stool samples were collected prior to
colonoscopy, frozen at —20°C within four hours of collection and stored at a hospital
biobank. DNA extraction and library preparation kits were not explicitly reported.
Shotgun metagenomic sequencing was performed on the Illumina HiSeq 2000/2500
platform with 100 bp paired-end reads, targeting a sequencing depth of 5 Gbp per

sample.

Although all datasets were derived from human stool samples, the cohorts differed substantially
in their collection, preservation, DNA extraction, sequencing, and processing procedures. They
spanned multiple countries across Europe, East Asia, and North America, representing
populations with distinct dietary habits and genetic backgrounds. Recruitment periods ranged
from the late 1980s (Vogtmann et al., 2016) to the early 2010s (Feng et al., 2015). Sample
collection varied from supervised hospital settings to home-based self-collection, and
preservation methods ranged from RNAlater and freeze-drying to standard freezing at —80°C.
DNA extraction kits and sequencing platforms also varied between cohorts. Together, these
differences introduced technical and biological variability that may persist even after
bioinformatic harmonization, representing the cross-cohort heterogeneity that motivated the

validation and taxonomic-resolution comparisons in this thesis.

To improve comparability across cohorts, all taxonomic profiles used in this study were
processed through a unified bioinformatic framework. Raw sequencing reads were quality-
filtered using trim_ galore, retaining reads with a minimum quality score of 20 and a minimum
length of 75 nucleotides. Filtered reads were aligned to the human reference genome (hg19)
and the PhiX genome using bowtie2 to remove human and contaminant sequences. Taxonomic
profiling was then performed across all cohorts using MetaPhlAn2, while functional pathway

and gene family abundances were profiled using HUMAnN2019). Raw sequencing data for
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cohorts not sequenced by Thomas et al. (2019) were retrieved from public repositories and
reprocessed through this same pipeline. However, bioinformatic harmonization did not
eliminate pre-analytical batch effects arising from differences in sample collection,

preservation, and DNA extraction.

Several datasets included detailed clinical metadata, such as fecal occult blood test (gFOBT)
results, age, body mass index (BMI), and gender, alongside other clinical parameters. Taxa

were described using full taxonomic lineages, spanning from kingdom to species level.

4.2 Study Population and Cohort Characteristics.

This section outlined the core characteristics of the integrated multi-cohort dataset, including
geographic origin, age distribution, and clinical group sizes (CRC cases versus healthy

Controls).

The integrated study population comprised 969 participants across nine cohorts:

Table 1. Dataset characteristics, including geographic origin, sample distribution by

diagnostic group, and age demographics across nine cohorts.

Sample Distribution: .
Dataset Country Control| Adenoma | CRC Age (years) Median
(Min — Max)
(Total)

Feng et al. (2015) Austria 61|47 |46 (154) 68.0 (43.0 - 86.0)

Canada 212313 (28) -
Hannigan et al. (2018)

USA 251425 (54) -

Thomas e(;;“‘l (2019) Ttaly 2412729 (80) 67.0 (49.0 - 84.0)

Thomas ‘EL;‘I (2019) Ttaly 28 |- |32 (60) 59.0 (38.0 - 70.0)
Thomas e(‘;;ll. (2019) Japan 40 | - 40 (80) i

Vogtmann et al. (2016) USA 52|-152(104) 63.0 (31.0 - 89.0)

Wirbel et al. (2019) Germany 651]-160 (125) 60.0 (28.0 - 90.0)
Yu et al. (2017) China 53 1-]75 (128) ;

Zeller et al. (2014) France 6142153 (156) 63.5 (25.0 - 89.0)
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Across the nine integrated cohorts, the study population comprised 412 healthy controls, 414
CRC cases, and 143 adenoma cases. Adenoma samples were not distributed across all cohorts;
they were present only in Feng et al. (2015), Hannigan et al. (2018), Thomas et al. (2019a), and
Zeller et al. (2014). Six of the nine cohorts provided age metadata: age information was
unavailable for the Hannigan et al. (2018), Thomas et al. (2019) (c), and Yu et al. (2017)

datasets.

4.3 Diversity and Taxonomic Meta-analysis

Prior to model development, exploratory microbiome analyses were performed to describe
disease-associated diversity patterns, community-level differences, and cross-cohort
taxonomic variation in the integrated dataset. While alpha diversity captures the internal
complexity and richness of individual samples, beta diversity quantifies the compositional
divergence between different groups (Kers & Saccenti, 2022). Differential abundance analysis
was performed to identify taxa showing consistent disease-associated changes across datasets,
following the previous colorectal cancer microbiome meta-analyses that searched for global or
cross-cohort microbial signatures (Thomas et al., 2019). These analyses provided biological

and cohort-level context for subsequent machine learning experiments.

For the main classification task, diagnostic labels were defined as two binary groups: Control
and CRC. Adenoma cases were excluded from the analysis, as the focus of this study was on
distinguishing healthy individuals from confirmed CRC patients. Each cohort was partitioned
into a training set (80%) and a held-out test set (20%) using stratified sampling to preserve
class proportions. All exploratory analyses and model training procedures were performed on
the training data to avoid information leakage from the held-out test set. Because disease-
related shifts in the gut microbiome are often reflected in differences in relative abundance
rather than simple presence or absence of taxa, abundance features were normalized before

analysis (Ley et al., 2006). After normalization, each sample was summed to 100% + 0.1.

4.3.1 Alpha diversity analysis

In microbiome analyses, the Shannon diversity index reflects both the number of taxa present
and the evenness of their relative abundances within the microbial community (Kers &
Saccenti, 2022). In this thesis, the Shannon diversity index was calculated to assess within-

sample microbial complexity in Control and CRC samples. The analysis was performed on the
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pooled dataset at both species and genus levels and was repeated within each individual cohort

(see Appendix) at the same taxonomic ranks.

Microbial datasets are characterized by high dimensionality, compositionality, and sparsity
(Weiss et al., 2016). These factors lead to significant overdispersion, necessitating the use of
non-parametric approaches like the Mann-Whitney U test (Yamamoto-Wada et al., 2025). The
test was used to compare Control and CRC groups. For per-dataset analyses, p-values were
adjusted using the Benjamini-Hochberg (BH) false discovery rate (FDR) procedure. BH
adjusted p-values were preferred over classical family-wise error rate controls because they
offered a more powerful approach in which the cost paid for the control of multiplicity need
not be large (Benjamini & Hochberg, 1995). p-values below 0.05 were considered statistically
significant. To evaluate the magnitude of the group difference, Cliff’s delta (A) was calculated
with 5,000 bootstrap iterations (Yamamoto-Wada et al., 2025). Following the benchmarks
established by Vargha and Delaney (2000), the magnitude of the effect was categorized as
negligible (JA| < 0.147), small (0.147 < |A| < 0.33), medium (0.33 < |A| < 0.474), or large (|A| >
0.474).

4.3.2 Beta diversity analysis

To assess compositional dissimilarity, beta diversity analyses were performed on the pooled
dataset at both species and genus levels. These analyses examined variations between datasets
as well as differences across study conditions. Bray-Curtis dissimilarity was used to quantify
the distance between communities based on their taxonomic composition (Anderson, 2001).
Using Bray-Curtis dissimilarity matrices, patterns of compositional variation were visualized
using Principal Coordinates Analysis (PCoA). PCoA is suitable for visualizing beta diversity
because it can represent non-Euclidean similarity or distance coefficients such as Bray—Curtis

dissimilarity matrices and represents them in Euclidean space (Legendre & Legendre, 1998).

Because microbiome data are high-dimensional and do not usually satisfy parametric
assumptions, group-level differences in beta diversity were tested using PERMANOVA. As
Anderson (2001) demonstrated, PERMANOVA is a suitable non-parametric statistical test for
non-Euclidean distance matrices such as Bray-Curtis dissimilarity matrices, as it generates
pseudo-F statistics by comparing within-group and between-group variation in the distance
matrix. For each PERMANOVA test, a p-value and omega-squared effect size (w?) were
calculated, with significance determined using 9,999 permutations. Effect size describes the

magnitude of the difference in abundance between two groups, either as a raw mean difference
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or as a standardized measure that accounts for variability in the data (Sullivan & Feinn, 2012).
®? was chosen as the effect size measure, as it accounts for mean-squared error, providing a

less biased measure for ANOVA-type analyses (Kelly et al., 2015).

PERMANOVA alone does not distinguish whether group separation reflects a shift in
community composition or unequal dispersion within groups. For this reason, PERMDISP was
used as an additional test of multivariate dispersion to assess whether PERMANOVA results
may have been influenced by unequal within-group dispersion (Anderson, 2006). For
PERMDISP, p < 0.05 indicates that within-group dispersions are significantly different
between groups, suggesting that the observed separation may partly reflect unequal spread
within groups rather than differences in community composition. A p-value > 0.05 indicates
no statistical evidence of unequal within-group dispersion, supporting a more reliable

interpretation of group separation as compositional difference (Anderson et al., 2008).

4.3.3 Differential abundance analysis.

Metagenomic studies have identified enrichment and depletion of specific bacterial taxa in
fecal samples and tumor tissues of CRC patients, demonstrating that CRC is associated with
altered microbial composition (Li et al., 2026). Therefore, differential abundance analysis was
included as an exploratory step to examine whether CRC-associated microbial shifts were

present in the integrated dataset across species- and genus-level features.

Prior to statistical testing of differentially abundant taxa, a prevalence filter was applied
independently within each cohort. A taxon was retained within a cohort if it was present in at
least 10% of samples from that cohort, following recommendations for microbiome differential
abundance analysis to reduce multiple testing burden and mitigate data sparsity (Nearing et al.,
2022). The final feature set was then defined as the intersection of remaining taxa across all
nine cohorts. The intersection, rather than union, was applied to ensure every retained taxon
was testable within each dataset block. Centered log ratio (CLR) transformation was
subsequently applied to the filtered taxa to address the compositionality of the gut microbiome
data (Gloor et al., 2017), with a pseudo-count of 1x10~° to address zero values, following

Wirbel et al. (2019).

To identify differentially abundant taxa between CRC and Control groups, a blocked
permutation Wilcoxon test was applied to account for dataset-level batch effects (Hothorn et

al., 2006). In this approach, the Mann-Whitney U statistics were computed on CLR-
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transformed abundances pooled across all 659 training samples from nine cohorts.
CRC/Control labels were permuted 999 times within each dataset block, preserving cohort
structure and preventing inter-study batch differences from inflating test statistics, while
generating an empirical null distribution (Wirbel et al., 2019). Taxa were considered
significantly differentially abundant if the BH-adjusted p-value across all tested taxa was below

0.05.

For each taxon identified as significant in the pooled analysis, a per-dataset validation grid was
constructed to examine the consistency of direction and magnitude across cohorts. Within each
cohort, a Wilcoxon rank-sum test was conducted on CLR-transformed values between CRC
and Control groups. The grid cells were colored by a continuous gradient reflecting the median
ACLR (CRC — Control) within each cohort, where red indicates enrichment in CRC and green
indicates depletion. A taxon was considered statistically significant within a cohort if the

Wilcoxon p-value was below 0.05, denoted by an asterisk within the corresponding grid cell.

4.4 Machine Learning Pipeline and Validation Framework

To evaluate the generalizability of various model validation strategies, a standardized machine
learning  pipeline was developed. This pipeline encompassed data preprocessing,

development of CRC prediction models and model validation using different strategies.

4.4.1 Data Processing

Due to the high dimensionality (774 features at species level, 256 features at genus level) and
sparsity of the dataset, two-stage filtering was employed to enhance the signal-to-noise ratio:
abundance filtering, where features were retained if they constituted at least 0.0001% of any
given sample, and prevalence filtering, where features were retained if present in at least 10%
of samples within each dataset independently. Two versions of the dataset were created: one
with species as features and another with genera as features. For the genus-level dataset, the
same prevalence filtering criterion was applied after genus-level aggregation. Following
filtering, only the intersection of features passing both thresholds across all datasets was
retained. CLR transformation was subsequently applied with a pseudo-count of 1107 to

address zero values.

4.4.2 Model Development

Two machine learning algorithms, Random Forest (RF) and LightGBM (LGBM), were

employed in this thesis due to their suitability for high-dimensional microbiome data. Random
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Forest has demonstrated robustness on high-dimensional gut microbiome datasets (Ai et al.,
2019), while LightGBM was specifically designed to handle high-dimensional sparse feature
spaces efficiently through Exclusive Feature Bundling (Ke et al., 2017). To determine the
optimal hyperparameter configuration for each model, a randomized grid search was
implemented, sampling 80% of the predefined hyperparameter space for each model algorithm.
The best hyperparameter combination was selected based on validation AUROC. To ensure
experimental stability and reproducibility, a random state of 42 was used throughout the

experiments.

4.4.3 Model Validation Strategies

Three distinct validation frameworks were employed to assess the robustness of the models:

e Train/Validation Split: A simple hold-out method using an 80/20 split for training and
validation within the seen dataset, respectively.

e Stratified 5-Fold Cross-Validation (CV): The training dataset was partitioned into five
folds in a stratified manner, using four for training and one for validation in each
iteration. Stratification ensures that each fold preserves approximately the same
proportion of CRC and Control samples as the full training dataset, making it more
suitable than simple k-fold CV for gut microbiome datasets where class sizes are often
unequal (Szeghalmy & Fazekas, 2023).

e [Leave-One-Dataset-Out (LODO): This strategy partitioned the seen data by source,
iteratively training the model on eight datasets and validating it on the remaining ninth

to evaluate cross-study robustness.

Following hyperparameter optimization, models were retrained on the entire training set. Final

evaluation was conducted on the held-out test set to assess generalization performance.

4.4.4 Model generalizability assessment

Model performance was evaluated primarily using the AUROC, which quantifies a classifier's
ability to discriminate between CRC and Control samples across all possible
classification thresholds, rather than at a single selected threshold. AUROC was selected as the
primary evaluation metric because it is threshold-independent, and commonly used for
comparing classifier performance across different data scenarios (Li, 2024). Moreover,

AUROC has been widely used as a primary performance metric in microbiome-based CRC
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classification studies, including Zeller et al. (2014), Zackular et al. (2014), and Wirbel et al.
(2019).

Following Hosmer & Lemeshow (2000), AUROC can be interpreted using the following
thresholds: a value of 0.5 suggests no discrimination, equivalent to random chance; a value
between 0.7 and 0.8 is considered acceptable discrimination; a value between 0.8 and 0.9 is
considered excellent discrimination; and a value of 0.9 or above is considered outstanding

discrimination.

The generalizability gap, defined as the absolute difference between validation AUROC and
test AUROC, was used to assess how well each validation strategy estimates final test
performance, a concept analogous to the cross-institutional performance variation reported in

clinical prediction literature (Singh et al., 2022).

To address the first research question, three validation frameworks were compared:
Train/Validation Split, Stratified 5-Fold Cross-Validation, and Leave-One-Dataset-Out
(LODO). Each strategy was evaluated using the generalizability gap as the primary measure of
reliability, with a smaller gap indicating that the validation strategy more accurately estimated
final test performance. Both Random Forest and LightGBM were evaluated under each
validation framework at both taxonomic levels to ensure that findings were not specific to a

single algorithm.

To address the second research question, all models and validation strategies were evaluated
separately at species and genus levels. Performance was compared across configurations using
validation AUROC and test AUROC. In addition, per-cohort test AUROC values were reported
for each model to determine whether any performance advantage at the species or genus level

was consistent across individual datasets.
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5. Results

5.1 Alpha diversity

Figures 1 and 2 present violin plots of the Shannon index for the Control and CRC groups at
species and genus level, respectively. The descriptive statistics for both taxonomic levels are

summarized in Tables 2 and 4, while the results of the statistical comparisons are reported in
Tables 3 and 5.

Alpha Diversity - Species Level

Shannon Index H' (bits)

1.0

Control CRC
(Healthy) (Cancer)
n =327 n =332

Study Groups
I Control M CRC

Figure 1. Alpha diversity of the pooled dataset per diagnostic condition measured by Shannon
index (bits) at species level. Red violins represent the Control (Healthy) group and grey

violins represent the CRC (Cancer) group.

Table 2. Descriptive statistics of alpha diversity at species level.

Condition Median Ql Q3 Interquartile | Minimum | Maximum

range (IQR) non- non-
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outlier outlier

value value

Control 4.2048 3.7539 4.5337 0.7798 2.7001 5.3143
CRC 4.3205 3.8145 4.6619 0.8474 2.5556 5.5084

Table 3. Statistical analysis of alpha diversity at species level.

Study case Mann-Whitney p-value Cliff’s A Effect
Control vs 0.048108 -0.0890 [-0.1762, - Negligible
CRC 0.0025]

At species level, CRC samples had slightly higher Shannon diversity than the Control group
(median 4.32 versus 4.20). The Mann-Whitney test indicated that this difference was
statistically significant (p = 0.048), but Cliff’s delta revealed that the effect was negligible (A
= -0.089), indicating no clinically meaningful difference in within-sample microbial richness

between groups.
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Alpha Diversity - Genus Level

Shannon Index H' (bits)
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[ Control [ CRC

Figure 2. Alpha diversity of the pooled dataset per diagnostic condition measured by Shannon
index (bits) at genus level. Red violins represent the Control (Healthy) group and grey violins

represent the CRC (Cancer) group.

Table 4. Descriptive statistics of alpha diversity at genus level.

Condition Median Ql Q3 Interquartile | Minimum | Maximum
range (IQR) non- non-
outlier outlier
value value
Control 3.3258 2.9505 3.6250 0.6745 1.9940 4.3119
CRC 3.4400 3.0474 3.7253 0.6779 2.0534 4.2628

Table 5. Statistical analysis of alpha diversity at genus level.

Study case Mann-Whitney p-value Cliff’s A Effect
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Control vs 0.021395 -0.1036 [-0.1914,
CRC

Negligible

-0.0152]

At genus level, CRC samples exhibited slightly higher Shannon diversity than the Control
group (median 3.44 vs 3.33). The Mann-Whitney test indicated that the difference was
significant (p = 0. 021395), while Cliff’s delta (A = -0.104) confirmed the negligible effect,

consistent with the species-level findings.

The other alpha diversity analysis for each dataset was reported in Appendices (Supplementary
Tables 1 and 2 and Figures 1 and 2).

5.2 Beta Diversity

Figures 3 and 4 present Principal Coordinates Analysis (PCoA) plots based on Bray-Curtis
dissimilarity at species and genus level, respectively, with samples colored by both cohort and
diagnostic conditions. Each figure includes a PERMANOVA test’s result, a homogeneity of
dispersions test’s result (PERMDISP), and omega-squared (®?) effect size estimates to assess

differences in microbial community composition between the Control and CRC groups.
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Figure 3. Principal Coordinates Analysis (PCoA) of Bray-Curtis dissimilarity in the pooled

dataset, colored by cohort and diagnostic condition at species level.
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Figure 4. Principal Coordinates Analysis (PCoA) of Bray-Curtis dissimilarity in the pooled

dataset, colored by cohort and diagnostic condition at genus level.

PERMANOVA revealed statistically significant differences in microbial community
composition between CRC and Control groups at both taxonomic levels (p < 0.001) (Figure 3,
4). At both levels, batch effects explained a greater proportion of variance than disease status:
at species level, the batch effect size was approximately 13 times larger than the condition
effect (w* = 0.0865 vs. 0.0067), and at genus level approximately 12 times larger (w* = 0.1309
vs. 0.0107). Notably, both batch and condition effect sizes were higher at genus level,
suggesting stronger cohort-driven structuring alongside a more pronounced disease signal.
PERMDISP revealed significant differences in within-group dispersion at species level (p =
0.041), indicating a dispersion effect that may partly confound the PERMANOVA result, but
not at genus level (p = 0.075), supporting the interpretation that the genus-level PERMANOVA

result reflects a true location effect.

5.3 Differential Abundance Taxa

Following intersection prevalence filtering, only 87 species and 40 genera were retained for
differential abundance testing. Of those, 27 species and 22 genera were found statistically

significant (q < 0.05) in the pooled blocked permutation Wilcoxon analysis.

Figures 5 and 6 present per-dataset validation grids for taxa identified as significantly
differentially abundant between CRC and Control groups at species and genus level,
respectively. Pooled significance was determined using a blocked permutation Wilcoxon test

applied to CLR-transformed abundances across all nine cohorts, with BH-adjusted p-values
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below 0.05 used as the significance threshold. For each pooled-significant taxon, the grid
displays the median ACLR (CRC — Control) within each cohort, with red indicating enrichment
in CRC and green indicating depletion. Cohorts in which the difference reached statistical
significance (Wilcoxon p < 0.05) are marked with an asterisk, allowing the consistency of each

taxon's direction and magnitude to be assessed across studies.

Per-dataset validation of pooled-significant taxa — species level
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Figure 5. Per-dataset validation grid for pooled-significant taxa at species level. Cell color
reflects the median ACLR (CRC — Control), where red indicates enrichment and green

indicates depletion in CRC; asterisks denote statistical significance (p < 0.05) within a cohort.
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Per-dataset validation of pooled-significant taxa — genus level
Colour = median ACLR magnitude | * Wilcoxon p < 0.05 | Pooled g < 0.05

Cell colour {median ACLR)
Not tested / too few samples
Depleted |ACLR|0-0.2
Depleted |ACLR| 0.2 -0.4
Depleted |ACLR| 0.4 - 0.6
Depleted |ACLR| 0.6 - 0.8
Depleted |ACLR| 0.8 -1.0
Depleted |ACLR| = 1.0
Enriched |ACLR|0-0.2
Enriched |ACLR| 0.2 - 0.4
Enriched |ACLR| 0.4 - 0.6
Enriched |ACLR| 0.6 - 0.8
Enriched |ACLR] 0.8 - 1.0
Enriched |ACLR| = 1.0

* = Wilcoxon p < 0.05
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Roseburia
Coprococcus
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Bacteroidales noname
Bifidobacterium
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Anaerostipes
Veillonella

Rothia

Gordonibacter

Figure 6. Per-dataset validation grid for pooled-significant taxa at genus level. Cell color
reflects the median ACLR (CRC — Control), where red indicates enrichment and green

indicates depletion in CRC; asterisks denote statistical significance (p < 0.05) within a cohort.

At the species level, Bacteroides fragilis, Clostridium bolteae and Lachnospiraceae bacterium
3 1 57FAA CTI showed consistently higher relative abundance in CRC patients across all
datasets, while Lachnospiraceae bacterium 5 1 63FAA, Gordonibacter pamelaeae,

Eubacterium rectale, and Eubacterium eligens were consistently reduced.

At the genus level, Peptostreptococcus was consistently enriched in CRC across all cohorts,

whereas Faecalibacterium, Ruminococcus, and Gordonibacter were consistently depleted.

Other significant taxa showed mixed directions across cohorts, suggesting that statistical
significance in the pooled analysis did not always correspond to consistent cohort-level

agreement.

5.4 Model Performance and Generalizability

Tables 6 through 12 summarize the classification performance of RF and LightGBM models

across three validation strategies - train/validation split, Stratified 5-fold Cross-Validation, and
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leave-one-dataset-out (LODO) - at both species and genus level. Model performance is
evaluated using the area under the receiver operating characteristic curve (AUROC), reported

separately for the validation and test sets.

Table 6. Comparative AUROC Performance of Model Validation Strategies Using Random

Forest (Species-Level Features).

Validation Strategy Validation AUROC Test AUROC Generalizability Gap
Train/Validation Split 0.7713 0.7515 0.0202
Stratified 5-fold Cross- 0.7561 0.7496 0.0065
Validation
LODO 0.7333 0.7527 0.0194

Table 7. Comparative AUROC Performance of Model Validation Strategies Using
LightGBM (Species-Level Features).

Validation Strategy Validation AUROC Test AUROC Generalizability Gap
Train/Validation Split 0.7711 0.7402 0.0309
Stratified 5-fold Cross- 0.7589 0.7439 0.0150
Validation
LODO 0.7382 0.7415 0.0033

At species level, the lowest generalizability gap was achieved by LightGBM with LODO
validation strategy (0.0033), while Random Forest with Stratified 5-fold Cross-Validation
produced the lowest gap (0.0065).

Table 8. Comparative AUROC Performance of Model Validation Strategies Using Random

Forest (Genus-Level Features).
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Validation Strategy Validation AUROC Test AUROC Generalizability Gap
Train/Validation Split 0.8049 0.8319 0.0270
Stratified 5-fold Cross- 0.8122 0.8311 0.0189
Validation
LODO 0.7927 0.8235 0.0308

Table 9. Comparative AUROC Performance of Model Validation Strategies Using
LightGBM (Genus-Level Features).

Validation Strategy Validation AUROC Test AUROC Generalizability Gap
Train/Validation Split 0.7984 0.8274 0.0290
Stratified 5-fold Cross- 0.8178 0.8227 0.0049

Validation
LODO 0.7913 0.8280 0.0367

At genus level, the lowest generalizability gap was achieved by LightGBM with Stratified 5-
fold Cross-Validation (0.0049), followed by Random Forest Stratified 5-fold Cross-Validation

(0.0189).

Table 10. Average Generalizability gap across different model and taxonomic levels for

different model validation strategies.

Model Taxonomic rank Train/Val Stratified 5-fold LODO
CvV

LightGBM Species 0.0309 0.0150 0.0033

Genus 0.0290 0.0049 0.0367
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Random Species 0.0202 0.0065 0.0194
Forest Genus 0.0270 0.0189 0.0308
Average 0.0268 0.0113 0.0226

Across all model and taxonomic level combinations, Stratified 5-fold Cross-Validation
produced the lowest average generalizability gap (0.0113), outperforming LODO (0.0226) and
Train/Validation Split (0.0268). Train/Validation Split consistently showed the highest average

generalizability gap across all configurations.

Table 11. AUROC Performance of Model Validation Strategies at Species-Level Features

across the test set per cohort.

Dataset LGBM LGBM LGBM RF with RF with RF with
with Train with with Train Stratified LODO
Validation | Stratified LODO | Validation 5-fold
5-fold Cross-
Cross- Validation
Validation
Feng et al. 0.8974 0.8462 0.8547 0.8718 0.8462 0.8547
(2015)
Hannigan et 0.2667 0.2333 0.2333 0.3000 0.3667 0.3333
al. (2018)
Thomas et 0.8667 0.8667 0.8667 0.8333 0.8667 0.9000
al. (2019)
(a)
Thomas et 0.8333 0.7500 0.8056 0.6389 0.6667 0.6667
al. (2019)
(b)
Thomas et 0.4219 0.3594 0.3906 0.4062 0.4844 0.4531
al. (2019)
(c)
Vogtmannet | 0.8273 0.7727 0.7545 0.8091 0.8000 0.7909
al. (2016)
Wirbel et al. 0.7628 0.8526 0.8462 0.8718 0.8910 0.8654
(2019)
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Yuetal. 0.7636 0.7212 0.7333 0.7455 0.7333 0.7515
(2017)

Zelleretal. | 0.8030 0.8333 0.8561 0.8333 0.8409 0.8182
(2014)

Table 12. AUROC Performance of Model Validation Strategies at Genus-Level Features

across the test set per cohort.

Dataset LGBM LGBM LGBM RF with RF with RF with
with Train with with Train Stratified LODO
Validation | Stratified LODO Validation 5-fold
5-fold Cross-
Cross- Validation
Validation
Feng et al. 1.0000 1.0000 0.9915 1.0000 1.0000 1.0000
(2015)
Hannigan et 0.6333 0.5667 0.5000 0.6333 0.6333 0.6333
al. (2018)
Thomas et 0.7333 0.7000 0.7000 0.6667 0.7000 0.6333
al. (2019)
(a)
Thomas et 0.9167 0.8611 0.8611 0.9444 0.9444 0.9444
al. (2019)
(b)
Thomas et 0.6719 0.7500 0.8438 0.7656 0.7656 0.7500
al. (2019)
(c)
Vogtmannet | 0.6364 0.6545 0.7000 0.6545 0.6818 0.6909
al. (2016)
Wirbel et al. 0.7500 0.7500 0.7692 0.7885 0.8109 0.7821
(2019)
Yuetal. 0.8485 0.8667 0.8606 0.8788 0.8788 0.8667
(2017)
Zeller et al. 0.8939 0.9015 0.9167 0.9167 0.9167 0.9242
(2014)
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Per-cohort AUROC results revealed considerable variability across datasets at both taxonomic
levels. At genus level, per-dataset AUROC ranged from 0.50 to 1.00, with several cohorts
achieving near-perfect discrimination (0.92-1.00). At species level, per-dataset AUROC
ranged from 0.27 to 0.90, with the lowest values observed for Hannigan et al. (2018) and
Thomas et al. (2019c¢) across all validation strategies and both models. Across all model and
validation strategy combinations, genus-level features consistently produced higher test
AUROC values compared to species-level features, with an average improvement of

approximately 0.07 AUROC on the test set.
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6. Discussion

This thesis examined how validation strategy and taxonomic resolution affect the
generalizability of microbiome-based machine learning models for CRC detection. To address
this aim, the thesis focused on two research questions. The first research question examined
how different validation strategies affect the reliability of model performance estimates. The
second research question examined whether species-level or genus-level features provide more

stable CRC classification across cohorts

Prior to model development, microbial community diversity and composition are characterized
through alpha diversity, beta diversity, and differential abundance analyses to provide
biological context for the observed performance. Alpha diversity analysis at both species and
genus levels showed slightly higher median Shannon diversity in CRC patients compared to
healthy controls, with statistically significant differences observed at both taxonomic levels.
However, Cliff's delta revealed negligible effect sizes at both levels, indicating that the
difference was too small to provide meaningful standalone discrimination between CRC and
control samples. This interpretation is broadly consistent with Wirbel et al. (2019), who also
found that alpha diversity had limited value for distinguishing CRC from controls, although

their analysis did not show statistical significance.

Beta diversity analysis showed significant differences in overall microbial community
composition between CRC and control groups at both species and genus levels. However, the
effect sizes revealed that study and batch effects accounted for a considerably greater
proportion of the observed variance than disease status alone - roughly 13 times larger at the
species level and roughly 12 times larger at the genus level. In other words, these results
indicate that differences between studies had a stronger influence on microbial community
composition than CRC status alone. This pattern is consistent with the findings of Wirbel et al.
(2019). Notably, both the batch effect and the CRC-vs-control effect were found higher at the

genus level.

PERMDISP analysis showed a significant difference in within-group dispersion at the species
level (p = 0.041). This indicates a possible dispersion artefact, which may partly affect the
interpretation of the PERMANOVA result at this taxonomic resolution. At the genus level, no
significant dispersion effect was observed, meaning that the genus-level PERMANOVA result

is less likely to be driven by dispersion differences. Therefore, the genus-level beta diversity
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result can be interpreted with greater confidence as reflecting compositional differences

between CRC and control groups.

Differential abundance analysis retained only 27 species and 22 genera as statistically
significant. At the species level, only six of these taxa showed consistent enrichment or
depletion across all datasets: Bacteroides fragilis and Lachnospiraceae bacterium 3 1 57FAA
CTI and Clostridium bolteae were enriched in CRC samples, while Lachnospiraceae
bacterium 5 1 63FAA, Gordonibacter pamelaeae, Eubacterium rectale, and Eubacterium
eligens were consistently depleted. The enrichment of Bacteroides fragilis is consistent with
findings from Ding et al. (2025), while the depletion of Gordonibacter pamelaeae has been
previously reported by Yadav et al. (2024). For both Eubacterium species, it has been reported
that the Eubacterium genus is depleted in CRC (Osman et al., 2021), although these specific
species are not mentioned. The most contrasting results involved two Lachnospiraceae
bacteria, where Lachnospiraceae bacterium 3 1 57FAA CTI is enriched, while
Lachnospiraceae bacterium 5 1 63FAA is depleted. Zhao et al. (2021) showed that several
Lachnospiraceae bacteria are depleted in CRC. None of the studies reviewed in this thesis

identified Clostridium bolteae as a CRC-enriched species.

At the genus level, five genera showed consistent directions across all datasets:
Peptostreptococcus was consistently enriched in CRC samples, whereas Faecalibacterium,
Ruminococcus, Gordonibacter, and Anaerostipes were consistently depleted. Grion et al.
(2024) demonstrated that Peptostreptococcus is enriched in CRC, while Faecalibacterium and
Ruminococcus are depleted. Anaerostipes is also mentioned as a depleted genus in CRC by
Cronin et al. (2022). Gordonibacter was not reported as a depleted genus in CRC; however, at
the species level, Gordonibacter pamelaeae was found as depleted. Overall, the differential
abundance results indicate that a subset of microbial taxa showed reproducible CRC-associated

changes across cohorts and provided biological context for the machine learning analysis.

Main aim of this thesis was to identify which methodological configuration produces the most
reliable and robust microbiome-based CRC detection models across cohorts. Among all
investigated validation strategies, Stratified 5-Fold Cross Validation produced the lowest
average AUROC gap. This may be explained by the structural similarity between its validation
folds and the held-out test set, as both were drawn from the same set of cohorts. The
Train/Validation Split, by contrast, produced the highest average AUROC gap. This may be
because a single held-out split may fail to adequately capture the full distribution of the data.
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Therefore, its validation estimate may be more sensitive to the specific samples included in the

split.

LODO achieved the single lowest gap in one specific configuration at the species level, with
an AUROC gap of 0.0033, but ranked second highest in terms of average AUROC gap, with a
gap of 0.0226, indicating less consistent performance overall. This may be due to the size of
individual datasets as cohorts with smaller sample sizes can cause unstable AUROC estimates.
With fewer samples in the left-out validation set, the AUROC becomes more sensitive to
individual predictions, making the model performance on validation set less reliable. In
addition, cohort-specific microbial signals may reduce transferability when an entire dataset is
excluded during training. The results tentatively suggest that Stratified 5-Fold CV may be

better suited for estimating average generalizability across cohorts.

From the perspective of taxonomic levels, genus-level features produced stronger and more
stable CRC detection performance than species-level features. At the genus level, the weakest
cohort remained at the random-performance threshold, while several cohorts achieved near-
perfect discrimination. Although species-level resolution is theoretically more biologically
specific, it may also introduce noise related to population-specific microbial strain variation,
which can reduce cross-cohort transferability. At the species level, however, the minimum
AUROC dropped to near-random or even lower than random performance in certain cohorts.
In addition, technical variability in shotgun metagenomic sequencing, including differences in
sequencing depth, DNA extraction protocols, and sample processing procedures, may affect
species-level abundance estimates more strongly than genus-level profiles. Overall, genus-
level models achieved an average AUROC approximately 0.07 higher than species-level
models. This is consistent with the beta diversity analysis, where genus-level resolution yielded
a larger disease-associated effect size and showed no significant dispersion artefact, suggesting

that genus-level aggregation captures more stable CRC-associated compositional signal.
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7. Limitations & Future work

Several limitations of the thesis should be acknowledged. First, despite bioinformatic
harmonization through a unified processing pipeline, batch effects arising from differences in
sample collection, preservation, and DNA extraction protocols persist across cohorts and may
have influenced model performance. Second, applying a prevalence filter independently within
each cohort retained only taxa consistently present across the nine cohorts. Although the
machine learning models detected signals using those taxa, cohort-specific taxa that may be
enriched or depleted in CRC within populations were excluded from the analysis. Third, the
use of the generalizability gap as the sole metric to assess model validation strategy may not
fully capture the generalizability of the models. As demonstrated by Singh et al.
(2022), additional metrics such as Calibration Slope, which measures how well predicted
probabilities align with actual outcomes, could provide a more comprehensive assessment of

model generalizability and equity across diverse cohorts.

Future studies should validate these findings in larger cohorts spanning additional geographic
regions and ethnic backgrounds. Additionally, evaluating model performance within
geographically similar cohorts, such as European or Asian cohorts separately, could
help determine whether models trained on similar populations outperform models trained
across diverse populations. In terms of taxonomic rank, the performance of family-level
aggregation could be explored for multi-cohort datasets to compare its
AUROC performance against genus-level aggregation. Beyond the dataset composition and
taxonomic rank, the effect of using a union rather than an intersection of prevalence-filtered
taxa across cohorts on cross-cohort model performance could also be investigated.
Furthermore, examining feature importance scores could help identify which taxa contributes
most to model predictions across cohorts, providing biological insight into the CRC-associated

microbial signals driving classification performance.
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8. Conclusion

This thesis evaluated the impact of model validation strategy on the generalizability of machine
learning models, and the impact of taxonomic resolution on model performance, for colorectal

cancer detection using multi-cohort gut microbiome data.

Machine learning models validated using stratified 5-fold CV consistently maintained their
performance when tested on the held-out dataset, suggesting that stratified 5-fold CV is the
most appropriate validation method for CRC model development using gut microbiome
data. The outcome is explained by the structural consistency between the validation folds and
the test set, both drawn from the same pool of cohorts. LODO, while showing a
lower generalizability gap in certain configurations, exhibited higher variability across
scenarios, limiting its consistency across different cohorts. Train/Validation Split consistently
produced the highest generalizability gap and was the least reliable estimator across
configurations. Among genus- and species-level features, genus-level features consistently
outperformed species-level features across all model and validation strategy combinations,
with an average improvement of approximately 0.07 AUROC on the test set. Per-dataset
analysis further supported this interpretation, showing that genus-level models maintained
more consistent discriminative ability across cohorts, whereas species-level models were more

vulnerable to cohort-specific variation.

These results suggest that combining genus-level taxonomic aggregation with Stratified 5-fold
Cross Validation can provide the most consistent foundation for building reliable and well-

performing microbiome-based CRC detection models across multi-cohort settings.
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Summary
Exploration and identification of model validation strategies for building generalizable
colon cancer prediction models using gut microbiome
Colorectal cancer is one of the most common cancers worldwide, and current screening
methods remain either invasive or limited in accuracy, creating a need for reliable non-invasive
alternatives. Gut microbiome-based machine learning classifiers have emerged as a promising

diagnostic approach, motivating further methodological research in this area.

Prior studies, including Zeller et al. (2014), Wirbel et al. (2019), and Armour et al. (2022),
established that machine learning models trained on microbial signatures in fecal samples can
distinguish CRC patients from healthy individuals with clinically relevant accuracy. While
previous studies either applied different validation strategies without systematic comparison,
or examined taxonomic resolution within single-cohort settings, no study had evaluated the
impact of validation strategy on model generalizability alongside taxonomic resolution on

model performance within a cross-cohort design.

The aim of this thesis was to identify which methodological configuration, in terms of model
validation strategy and taxonomic resolution, produces the most reliable and best performing
microbiome-based CRC detection models across diverse cohorts. Two research questions were
addressed: which validation strategy provides the most reliable generalizability estimate, and

whether genus-level features outperform species-level features for cross-cohort CRC detection.

Nine publicly available fecal metagenomic cohorts from Europe, Asia, and North America
were collected into a unified dataset. Exploratory analyses including alpha diversity, beta
diversity, and differential abundance analysis were performed to characterize the microbial
composition before model development. Two machine learning algorithms, Random Forest
and LightGBM, were evaluated under three validation strategies such as Train/Validation Split,
Stratified 5-fold Cross Validation, and Leave-One-Dataset-Out at both species and genus

taxonomic levels.

Stratified 5-fold Cross Validation produced the smallest and most consistent generalizability
gap across all configurations. Genus-level features consistently outperformed species-level
features, achieving meaningfully better discrimination between CRC and healthy individuals

on unseen data. These findings suggest that combining genus-level aggregation with Stratified
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5-fold Cross Validation represents the most reliable methodological configuration for

developing generalizable and well-performing microbiome-based CRC detection models.

Future studies should validate these findings across additional geographic regions and ethnic
populations. Exploring family-level taxonomic aggregation, incorporating feature importance
analysis by the machine learning algorithms, and evaluating additional generalizability metrics
such as calibration slope could further strengthen the methodological foundation established

by this thesis.
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Appendices

Alpha Diversity — Species Level (Shannon H’) Per Dataset
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Supplementary Figure 1. Alpha diversity per dataset for each condition at species level in

Shannon index (bits). Red violins represent the Control (Healthy) group and grey violins

represent the CRC (Cancer) group.
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Supplementary Figure 2. Alpha diversity per dataset for each condition at genus level in

Shannon index (bits). Red violins represent the Control (Healthy) group and grey violins

represent the CRC (Cancer) group.

Supplementary Table 1. Alpha diversity statistical evaluation and its effect size on Control

versus CRC groups at species level.

Dataset

P-value

FDR (BH) p-

value

Cliff’s delta

95% CI

Magnitude

Feng et al.
(2015)

0.2229

0.4268

-0.155

[-0.412, +0.097]

Small

Hannigan et al.

(2018)

0.9345

0.9345

-0.017

[-0.372,+0.331]

Negligible
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Thomas etal. | 0.5275 0.5956 0.117 | [-0.465,+0.236] | Negligible
(2019) (a)
Thomasetal. | 0.2508 0.4268 0.196 | [-0.514,+0.133] | Small
(2019) (b)
Thomasetal. | 0.0071 0.0639 -0.393 [-0.637,-0.119] | Medium
(2019) (c)
Vogtmannet | 0.2845 0.4268 -0.137 | [-0.378,+0.121] | Negligible
al. (2016)
Wirbel et al. 0.1231 0.4268 0.179 | [-0.403,+0.055] | Small
(2019)
Yu etal. 0.5294 0.5956 +0.074 | [-0.160, +0.305] | Negligible
(2017)
Zeller et al. 0.2278 0.4268 +0.148 | [-0.089, +0.388] | Small
(2014)

Supplementary Table 2. Alpha diversity statistical evaluation and its effect size on Control

versus CRC groups at genus level.

Dataset P-value | FDR (BH) p- | Cliff’s delta 95% CI Magnitude
value
Feng et al. 0.1241 0.3722 -0.196 [-0.444, +0.056] Small
(2015)
Hannigan et al. 0.9719 0.9719 -0.008 [-0.359, +0.335] | Negligible
(2018)
Thomas et al. 0.3498 0.6296 -0.172 [-0.506, +0.190] Small
(2019) (a)
Thomas et al. 0.0322 0.1450 -0.364 [-0.650, -0.045] | Medium
(2019) (b)
Thomas et al. 0.0221 0.1450 -0.334 [-0.584,-0.057] | Medium
(2019) (¢)
Vogtmann et 0.3142 0.6296 -0.129 [-0.374, +0.127] | Negligible
al. (2016)
Wirbel et al. 0.4583 0.6874 -0.086 [-0.318, +0.139] | Negligible
(2019)
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Yuetal, 0.9377 0.9719 20.009 | [-0.231,+0.218] | Negligible
(2017)
Zeller et al. 0.7653 0.9719 +0.037 | [-0.201,+0.277] | Negligible
(2014)

Materials and the code can be found: https://github.com/QaneBatys/gut-microbiome-helper-

functions

55


https://github.com/QaneBatys/gut-microbiome-helper-functions
https://github.com/QaneBatys/gut-microbiome-helper-functions

Acknowledgements

I would like to thank my supervisors Pankaj Chejara and Jelena Stiepetova for their guidance
throughout this thesis and for sharing their knowledge in biology, bioinformatics, and data
science. I would also like to thank Metrosert AS for the opportunity to work on this topic,

which provided valuable industry experience.

I would like to thank Krisliin Rohtla from the Industrial Master's program team for facilitating
the collaboration with Metrosert, and everyone who contributed to making the program

possible.

A special thank you goes to my parents, Bakhytkerey and Nurlygul, whose unwavering support
made my time in Estonia possible. I am also deeply grateful to my brothers and sisters, and to
my friends across Kazakhstan, Italy, and Estonia, for their encouragement and for keeping me

grounded throughout this journey.

Generative artificial intelligence (AI) tools, specifically Claude Opus 4.6, were used for
grammatical checking, sentence refinement, language clarity to improve readability of the text.
The tool was also consulted on occasion to aid in understanding technical and biological
concepts encountered throughout the thesis and to assist with debugging code and identifying

equivalent Python libraries for functionality available in R.

56



License
Non-exclusive licence to reproduce the thesis and make the thesis public

I, Bekarys Toleshov ,

(author’s name)

1. grant the University of Tartu a free permit (non-exclusive licence) to reproduce, for the
purpose of preservation, including for adding to the digital archives of the University of

Tartu until the expiry of the term of copyright, my thesis

Exploration and Identification of Model Validation Strategies for Building |,

Generalizable Colon Cancer Prediction Models Using Gut Microbiome

(title of thesis)
supervised by Pankaj Chejara , Jelena Stiepetova ;
(supervisor's name)
2. grant the University of Tartu a permit to make the thesis specified in point 1 available

to the public via the web environment of the University of Tartu, including via the digital
archives, under the Creative Commons licence CC BY NC ND 4.0, which allows, by giving
appropriate credit to the author, to reproduce, distribute the work and communicate it to the
public, and prohibits the creation of derivative works and any commercial use of the work until

the expiry of the term of copyright;
3. am aware of the fact that the author retains the rights specified in points 1 and 2;

4. confirm that granting the non-exclusive licence does not infringe other persons’

intellectual property rights or rights arising from the personal data protection legislation.
Bekarys Toleshov

20/05/2026

57



