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Abstract

Developing Reliable Software-Defined Camera Control for Spaceborne MP-
SoC Boards

Almost every space mission involves and relies on cameras, yet their operation remains
challenging within the harsh environment. Software defined controllers for onboard
equipment are subject to general software failures such as bugs and invalid user input,
but also have to handle higher rates of hardware misbehaviour due to their opera-
tional environment. Additionally the remote connection between the spacecraft and
the ground station is considerably limited, making reliable software processes even
more important.

Based on a predefined Xilinx Multiple Processor System on a Chip (MPSoC) board
and an Allied Vision camera, we developed a prototyping controller for the latter.
Multiple approaches were considered to find a suitable solution within the framework
defined by Xilinx/AMD. Their Kria boards offer a great combination of flexibility and
performance, which makes them excellent candidates for the dynamic requirements of
space mission and the need for accelerated onboard data processing.

Another important aspect is the reliability of the complete space system, which also
includes software. Existing literature was used to understand whether and how the
reliability of software in itself can be evaluated. Based on the found literature we tried
to express our own prototype’s reliability in numbers via a set of test cases and draw
conclusions from it.

Keywords: Camera, Software Defined, Space Application, Embedded System, MP-
SoC, Xilinx, AMD, Kria

CERCS: T320 Space technology; T120 Systems engineering, computer technology
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Lühikokkuvõte

Töökindla tarkvarapõhise kaamerajuhtimise arendamine kosmose MPSoC
arendusplaatidele

Peaaegu iga kosmosemissioon sisaldab ja toetub kaameratele, kuid nende kasutus
karmides tingimustes on jätkuvalt keeruline. Tarkvaral põhinevad pardal olevad kon-
trollerid kogevad üldiseid tarkvaralisi rikkeid, näiteks vigu ja ebasobilikke kasutaja-
sisendeid, kuid peavad oma töökeskkonna tõttu vastu pidama ka suuremale hulgale
riistvarast tulenevatele riketele. Lisaks on kaugühendus kosmoseaparaadi ja maapealse
jaama vahel märkimisväärselt piiratud, mistõttu on töökindlad tarkvaralised protsessid
veelgi olulisemad.

Olemasoleva Xilinx MPSoC arendusplaadi põhjal arendasime prototüüpimise kontrol-
leri Allied Vision kaamerale. Arenduse käigus kaalutleti mitmeid lähenemisviise, et
leida sobiv lahendus Xilinx-i/AMD raamistikus. Xilinx-i/AMD Kria arendusplaadid
pakuvad nii paindlikust kui ka jõudlust, mis teevad neist suurepärased kandidaadid
kosmosemissioonide dünaamiliste nõuete ja kiirendatud pardapealse andmetöötluse va-
jaduste rahuldamiseks.

Lisaks on olulisel kohal kogu kosmosesüsteemi, sealhulgas tarkvara, töökindlus. Ole-
masolevat kirjandust kasutati, et aru saada kas ja kuidas tarkvara enda töökindlust on
võimalik hinnata. Leitud kirjanduse alusel proovisime kasutades testjuhtumeid oma
prototüübi töökindlust väljendada ning neist järeldusi teha.

Keywords: Kaamera, Tarkvarapõhine, Kosmoserakendus, Manussüsteem, MPSoC,
Xilinx, AMD, Kria

CERCS: T320 Kosmosetehnoloogia; T120 Süsteemitehnoloogia, arvutitehnoloogia
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1. Introduction

Almost 80 years ago the �rst image from space was taken[2]. Since then, cameras
and space missions evolved together inseparably as the need for images kept growing.
No matter whether for scienti�c purpose or just for entertainment and no matter how
many shots have been taken already: the amount of new photographies from the same
objects seems to never cease as the just launched Artemis II mission demonstrates[3][4].
That special location outside planet Earth allows even astronauts to become (photo)
book authors as a sideline[5][6].

When it comes to unmanned missions, operability and reliability become an extra
challenge, as there is no human nearby to operate the device, less solve its potential
issues.

1.1. Background

This applies to large projects such as the ones conducted by the European Space
Agency (ESA)[7] and the National Aeronautics and Space Administration (NASA)[8],
but also for small projects commonly being CubeSats[9], the most famous one being
MarCo[10]. This work is part of a project at the Tartu Observatory aimed at the
development of a camera module for the upcoming moon rover KuupKulgur[11], with
the name KuupKaamera. Besides planetary rovers such as KuupKulgur, the camera is
planned to be used also on satellites such as EstCube3[12].

1.2. Problem De�nition

This thesis aims to not just describe the design and implementation of a camera appli-
cation for space, but more importantly also show, how its reliability and performance
is measured and analysed. Writing software in itself is challenging and its usage in
space adds an extra layer of interesting elements to consider, which can lead to rather
unusual decisions from the perspective of common Software Engineering. At the end
the question of what reliability means for a software application being used onboard a
spacecraft shall be answered.

The main goal is the development of a software de�ned solution, to control a preselected
physical camera. The Minimum Viable Product (MVP) was de�ned as 'acquiring some
data from the camera'. Additional objectives were:

ˆ �nding a suitable framework for the software to be implemented in

ˆ implementing the ability to con�gure the camera

ˆ characterising the prototype regarding its abilities and limits in the context of
being used on a spacecraft
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Following is a little brief overview about what 'being reliable' means throughout time
and disciplines and then constraining it within the scope of this thesis. After that
Chapter 3 shows based on the �ndings the chosen ways to measure the reliability of the
application created in the scope of this project. Additionally the research for possible
implementations is included as well. The implementation itself will be described in
Chapter 4 followed by the test results including their analysis in Chapter 5. Finally,
these results will be discussed in the context of this thesis' initial description of a
reliable camera applications and which mistakes were made. As this thesis is part of a
larger project involving multiple people naturally the future work will be described.
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2. Background

2.1. Literature Review

2.1.1 What is 'reliable'?

Reliability in a traditional sense ('traditional reliability') started as many other inven-
tions during the Second World War. The Nazis struggled with the reliability of their
V-1 rocket and looked for a way to approach this topic from a more scienti�c point of
view. Rocket engineer Wernher von Braun thought that the total reliability equalled
the weakest link within a series of mechanically connected parts. Contemporary sci-
entists disproved von Braun's theory, which lead eventually to Lusser's Law: total
reliability is the product of each part's reliability[13].

Other ways to express reliability in a mathematical way exist (e.g. Mean time between
failures); however, they rely on large amount of data of observed failures over a period
of time. Those observed failures are caused by external factors (e.g. Bit
ips)[14],
which means that these ways portray reliability of hardware rather than software at
the end. Indeed, the types of fault handling listed in DeVale [13] are more suited
against hardware failure, for example Redundancy: a second machine may act as a
backup for a defunct one, but two copies of the same software will contain the same
error respectively react identically.

Therefore, the question, what reliability means in the context of software cannot be
answered from a traditional understanding of reliability.

2.1.2 Software Reliability for Space Missions

Fig. 5.28 in Marwedel [14] shows the failure rate of a system in the form of a bathtub,
which also appears as Fig. 1 in Pan [15], with the latter clearly stating it as the failure
rate of hardware and explicitly claiming, that the reliability of software cannot be
measured[15].

On the other hand, Reliability Prediction is practiced since decades including software
since the 90s[16] and the Institute of Electrical and Electronics Engineers (IEEE) pro-
poses since 2008 recommended practices on and ways for measuring Software Reliability
(e.g. Table 48 in IEEE [17]).

However, for space missions European Cooperation for Space Standardisation (ECSS)
is 'the [standard] most commonly applied for European space projects' [18, p. 170].
The ECSS standards named speci�cally by Eickho� [18, p. 167] are:

ˆ ECSS-E-ST-40

ˆ ECSS-Q-ST-80

The latest version of ECSS-E-ST-40 ECSS-E-ST-40C Rev.1 speci�es aspects regarding
software operation, while ECSS-Q-ST-80C Rev.2 does so for software development. It
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also includes Software Dependability, which has its dedicated ECSS standard ECSS-Q-
ST-30C Rev.1 [19]. The following content has been extracted from all three and were
grouped by Types of Analysis (Table 2.1), Principles applied to Software (Table 2.2)
and Aspects of Failure Handling (Table 2.3).

Item ECSS Section

Fault Detection, Isolation and Recovery (FDIR)
Q-ST-30C Rev.1 6.4.2

Failure Mode and E�ects Analysis (FMEA)
Q-ST-30C Rev.1 6.4.2

Fault Tree Analysis (FTA)
Q-ST-30C Rev.1 6.4.2

Human Software Interaction Analysis (HSIA)
Q-ST-30C Rev.1 6.4.2

Risk assessments of a�ection of the complete system E-ST-40C Rev.1 5.11.4b
Security process as another pillar next to Veri�cation
and Validation

E-ST-40C Rev.1 4.2.11, 5.11,
4.2.8, 4.2.6

Unit tests as part of Software Veri�cation E-ST-40C Rev.1 5.8.3.6a.10

Worst Case Analysis (WCA)
Q-ST-30C Rev.1 6.4.2

Table 2.1: Types of analysis mentioned by ECSS

Item ECSS Section
Reliability is one of many characteristics of Software
Quality

Q-ST-80C Rev.2 5.2.7.2

Reliability is a Non-functional requirement (NFR) Q-ST-80C Rev.2 6.3.2.4
Dependability shall be a driver during the design phase,
not merely a goal

Q-ST-80C Rev.2 6.3

Dependability is often traded o� with other criteria such
as performance

Q-ST-80C Rev.2 5.1b

Software is obliged to conform to operational require-
ments

Q-ST-80C Rev.2 6.3.8.2

FDIR is driven by customer requirements E-ST-40C Rev.1 5.8.3.1a.4
Software is to be run against known faults before opera-
tion

E-ST-40C Rev.1 5.9.3.2a.2

Veri�cation and Validation also cover responses to po-
tential failures

Q-ST-80C Rev.2 6.2.2.9a

FTA is part of Software Veri�cation E-ST-40C Rev.1 I.6.3.1

Table 2.2: Principles to follow speci�ed by ECSS

The conclusions, which can be drawn from are:

ˆ Correct and thorough failure handling is always desired, but varying from mission
to mission and also in competition with other requirements

ˆ Various types of analysis exists, but for di�erent purposes

ˆ Failure handling starts early during the development and continues through the
mission lifecycle

4



Item ECSS Section
Undesirable events shall be identi�ed and classi�ed Q-ST-80C Rev.2 6.1
Failure modes can be identi�ed during the design phaseQ-ST-80C Rev.2 6.2.2.7a.1
Failure propagation is to be avoided Q-ST-80C Rev.2 6.2.10.1a
Security analysis is performed over the span of the whole
mission

E-ST-40C Rev.1 5.11.5.6b

Table 2.3: Failure handling speci�ed by ECSS

It shall be emphasised, that as each ECSS standard states in its Forward their nature
is of 'What has to be done' rather than 'How it has to be done' (Quote: 'Requirements
in this Standard are de�ned in terms of what shall be accomplished, rather than in
terms of how to organize and perform the necessary work')

2.1.3 Analysis for Space Products

Ferroni [20] lists in Chapter 4 three levels, at which failures can occur:

ˆ Level 0: Built-in

ˆ Level 1: Hardware

ˆ Level 2: Software

The respective FDIR strategies are:

ˆ Built-in monitoring

ˆ Hardware monitoring

ˆ Software monitoring

While Software monitoring is implemented by FDIR, the di�erence between level 0
and 1 may not be immediately clear. Built-in monitoring happens within the reach of
power of �rmware, which is capable to detect issues for example on memory level (such
as bit
ips). Hardware monitoring itself focuses rather on connections regarding power
source or data. A board's Watchdog would fall into this category. Only monitoring for
level 2 is relevant for this thesis.

It is relevant to note, that FDIR is not performed on an application by application
base, rather by the whole Onboard Computer. The Onboard Software itself formulates
strategies based on the reports received from individual components[18]. An individual
space application would therefore not be required to execute a complete FDIR by itself.

ECSS also speci�es, that for FDIR FMEA has to be done �rst[21][20]. To identify
failure modes it is possible to categorise various kinds of possible faults, either by
source or types[22]. The three sources of faults are:

ˆ Development faults

ˆ Physical faults

ˆ Interaction faults
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To express it in other words and with a stronger focus on software:

ˆ Developer including SW design

ˆ Hardware and indirectly its environment (e.g. heat, radiation)

ˆ User (i.e. Operator)

For types Avizienis, Laprie, Randell and Landwehr [22] list up to 31 categories, among
them:

ˆ Internal

ˆ Natural

ˆ Human-Made (i.e. authorised Users)

ˆ Malicious (i.e. unauthorised Users)

These categories are not mutually exclusive and often overlap. They can also be
grouped by some of the other categories (e.g. external, internal). It is also impor-
tant to be aware, that an excessive categorisation or categorisation just for the sake
of it often does not bene�t the practical applied FDIR, as many faults cause the same
e�ect and therefore cannot be distinguished by the software.

A failure mode is also not necessarily caused by a single event, some happen only upon
combinations of certain events[22].

2.1.4 Reliability in this Thesis

Avizienis, Laprie, Randell and Landwehr [22] o�er a good understanding on Depend-
ability in the context of computing. The authors of that paper de�ne Dependability
as a list of following attributes:

ˆ Availability

ˆ Reliability

ˆ Safety

ˆ Integrity

ˆ Maintainability

Reliability itself is de�ned by them as the 'continuity of correct service' [22, p. 13] or in
other words: Reliability is the ability to o�er correct service despite the circumstances.

As discussed in the previous chapter, do faults usually originate externally and are not
suitable to be used to characterise the a�ected software. For example, would temporary
loss of power, network connection or a corrupt hard drive prohibit or at least limit a
software's capability to deliver its service. However, in these cases it cannot be spoken
of 'unreliable software'.

A reliable software could be de�ned as its ability to become aware and appropriately
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react towards faults and additionally trying to o�er an acceptable level of service de-
spite.

2.2. Software in Space

2.2.1 General Perspectives

In Software Development the usual approach to faults is to report them to users, so
they can react to it. This happens with faults resulting from user input (e.g. 'Password
must contain at least a number, special character and capital letter') and also from
other environmental factors (e.g. 'Lost connection to internet. Check your network
cable, modem or router.'). This approach is however not suitable for space application
as demonstrated by the following example.

A small satellite with a camera is used to take pictures of weather phenomena in certain
areas. The combination of satellites' high orbiting speeds (90-120 min. for full Low
Earth Orbit (LEO)), the dependency of the resolution on the angle in the moment of
taking an image and programme executions often being pre-planned limit the window
of opportunity considerably. The camera refusing to take an image due to for example
having received an unsupported value for its exposure time and merely reporting that
fact back to the ground station would often not allow the ground station a second
attempt until the satellite's next orbit. By then the point of interest may be vanished
already.

Therefore, pragmatism acts as a fundamental driver during the design and development
stages of software for space application. The software shall do its best with what it
has, which would mean in the above example, that it would either try to take an image
with a default exposure time, the last used exposure time or calculating the closest
supported value based on the given unsupported one. Another example would be to
repeat access to momentarily unreachable hardware for a certain number of times or
period.

A reliable software would therefore conform to this pragmatism, which is essentially
the essence of its operational requirements.

2.3. Preliminaries

2.3.1 Tools & Environment

Almost the entire work happened on a KV260 Kria board by AMD, which is running a
manufacture-speci�c version of Ubuntu 22.04 LTS[23]. The KV260 received an Adapter
Board[24] to which an Alvium 1800 C-235m, a camera by Allied Vision, is attached
to. The reason for the adapter is merely due to the camera and board using di�erent
voltage levels (see Figure 2.1). The adapter has no e�ect on transferring data between
the board and the camera. Images are located in Appendix A.

Software Programming was realised in the form of Remote Development via Visual
Studio Code and its respective SSH Extensions directly on the boards. Hardware
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Figure 2.1: High-level connection schematic of the Alvium 1800 C-235m, adapter and
relevant interfaces of a KV260 board, courtesy of Laur Lindmaa

Programming was performed on a home computer via the Vitis Development Platform
by Xilinx explained later in this chapter. The physical location of the boards themselves
is the Observatory in T~oravere.

As this thesis is part of a larger camera project, which has been going on before the
beginning of this semester, naturally several people are involved and only some parts
of it were contributed by the author.

2.3.2 Work done by Others

Facility management and project coordination was performed by supervisor Ric Dengel.
The adapter on the KV260 was researched, selected and installed by System Engineer
Laur Edvard Lindmaa.

Engineer Karlis Luksis was instructed, to create a prototype hardware design (called
Mipi Test from here on) with the purpose to direct the Camera's interfaces through
the FPGA fabric (Programmable Logic (PL)) and propagating them to the part of the
board, which are controlled by the Operating System (OS) (Processing System (PS))
(see Figure 2.2 for a visualisation). This prototype was tested against a Raspberry Pi
camera with the result of successfully reading the camera's chip ID. The acquisition of
image data could not be con�rmed at that point. The author focused mostly on devel-
oping an application to control the camera and researching possibilities to successfully
acquire the image data from Mipi Test.

Another student, Riika Seeba, worked on a pipeline, with the purpose to characterise
the physical camera, i.e. the lens itself and improve image characterisation regarding
noise correction[25]. Therefore, the post-processing and evaluation of image data is
outside the scope of this thesis (see Figure 2.3 for an overview).

2.3.3 Mipi Test

Mipi Test is a prototype hardware design for the Field-Programmable Gate Array
(FPGA) area of a MPSoC board. To express FPGA in simple words: Programmable
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Figure 2.2: Simpli�ed 
ow of signals between a camera and the two parts of an MPSoC
board.
Eventually, a user programme would send control commands to the camera and pick up the

images (represented by the two left arrows) extending that 
ow.

Figure 2.3: The 
ow from Figure 2.2 with the divided work areas and overlaps.
Green: Seeba, Orange: Kraft, Violet: Luksis
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Circuit. Almost like within a sandbox it is possible to create virtually anything inside
that area from a simple wire connecting a button with an LED to highly complex
circuits such as a whole microcontroller. FPGA design is not just about creating a

ow of electric signals, but also their manipulation.

Mipi Test includes two networks one each for the camera's interfaces. The I2C interface
of the camera is directly wired to the PS. When the hardware design is loaded onto
the FPGA, a new I2C bus appears under /dev with the camera being attached to it.
From here on, the camera can be accessed through I2C tools bundled with Linux.

The second network is dedicated to fetching image data from the camera via its MIPI
Camera Serial Interface 2 (CSI-2) interface. This network does not merely pass the sig-
nals back to the PS, but performs a few preprocessing steps, which won't be explained
here. Mipi Test is still being in development and currently only o�ers a working I2C
network, while the CSI-2 network still being in an experimental state.

To summarise: Mipi Test makes it appear, as if the camera were directly attached
to the PS, with the bene�t of using FPGA accelerated processes on the transferred
signals, i.e. image data.

2.3.4 Alvium 1800 C-235m

The Alvium 1800 C-235m by Allied Vision (called Alvium 1800 from here on) incor-
porates a camera chip by Sony, the IMX174. The IMX174 has its own registers and
interfaces, but they are not directly accessed, rather handled through the �rmware by
Allied Vision, which itself is controlled via an I2C-interface (see schematic in Figure
2.1).

This �rmware o�ers a large selection of registers and a sophisticated system, to access
them of which only the aspects a�ecting the development will be covered here. All this
information can be found in the o�cial register documentation by Allied Vision[1].

The registers are divided into two groups: Camera Control Interface (CCI) registers
contain mostly information about the camera (e.g. Model name) while Video4Linux2
(V4L2) registers cover generic camera attributes (e.g. Gamma). The registers can also
be grouped by the four access types (see Table 2.4), the most commonly used being
Read/Write and Read-only. The remaining two are Write-only and Read-only with
a constant value. The logical conclusion from this was, that Read-only indicates the
value being potentially changed by the camera itself. The trigger for that change is not
mentioned in the documentation; therefore it was assumed, that it can happen during
runtime. The register containing the o�set for the V4L2 registers falls into this group.

Some Writeable registers are changed by the camera itself, as Allied Vision de�nes a
Control order including a small selection of camera attributes (see Fig. A.7).

Naturally, the types and lengths of the registers' contents vary, but Allied Vision also
de�nes further constrains for many camera attributes such as Minimum values, Max-
imum values and Incrementals by which values can be changed starting from their
minimum. These constrains are also not constants and may change during runtime.

The camera o�ers a Checksum via a dedicated register to assert correct reading, but
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it can only be used in combination with CCI registers. Complementary a Handshake
register is o�ered for writing and only for V4L2 registers. To verify the camera's clock
frequency another register's value is incremented by 1, called 'Heartbeat'. This register
is also used to verify a successful Soft Reset, which can be triggered via writing certain
values into this and the Reset register.

Taking an image is done by writing 1 to Acquisition Start, which the camera clears to
0 after completion.

While it was above merely assumed, that read-only registers may change their content
during runtime, it is explicitly stated, that 16 'non-mandatory' [1, p. 28] registers can
become unavailable during runtime such as controls for Gamma, Gain and their respec-
tive automatic adjustment controls. The exact mechanism for that is unde�ned, and
it is best to query the dedicated register, which lists the currently available registers,
before every access.

These constraints enforce a best practice usage to avoid unexpected behaviour of the
camera, which will additionally drive the design of the application controlling the
camera.

Acronym Meaning

R/W Read and write control
R/C Read-only control that is constant
R Read-only control that may change
W Write-only control

Table 2.4: Table 5 from the camera's register reference de�ning the various access
types[1].
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3. Methodology

3.1. Research for the Hardware Design

A large amount of time was spent learning the work
ows and ecosystem of Xilinx' Vitis
Development Platform and for understanding the dualistic nature of MPSoC boards
including the creation of heterogeneous applications with the focus on the internal data
transmission. The goal was to �nd a suitable method for creating a software de�ned
camera controller.

3.1.1 Heterogeneous Applications

The very nature of MPSoC boards requires a speci�c software architecture re
ecting
their dualistic nature. On the PS side runs a C/C++ host application and follows the
laws of software programming. The PL side, on the other hand, is FPGA fabric and
adds hardware programming into the mix. Communication between both is realised
via a high-speed Advanced eXtensible Interface (AXI) bus system. The PS application
can access prede�ned AXI registers for I/O operations, which act as input and output
bu�ers for the PL application. It may be possible to access these registers directly,
although one would then have to face all the accompanying problems with that. A
better and more convenient way is the inclusion of Direct Memory Access (DMA)
elements into the PL logic. With this, the PL application exposes various registers
to the PS side, which can be used for writing, reading and syncing data in a more
controlled manner[26].

The simplest approach, however, is the use of the Xilinx Runtime (XRT) library. It
o�ers C headers for the PS application, which can be utilised similar to the DMA
approach to send and read data in a controlled fashion, but with more compact code.
Moreover, it also allows the PS to execute the PL application and wait for its com-
pletion, to abort on timeout and to check the execution status (e.g. if state ==
COMPLETED). For XRT to be able to exert this power over the FPGA, it naturally
sets requirements for the PL application, which are best explained, when looking at
how such heterogenous applications are created in Vitis.

3.1.2 Vitis Work
ow

When speaking of Vitis two things can be understood by that term. First and foremost
Vitis is an Integrated Development Environment (IDE) by Xilinx used to create various
components based on a pre-existing FPGA design, which itself is created prior within
another IDE called Vivado. They coexist and are used together in series often. Then
again, if one has a look at the installation by the AMD Uni�ed Installer for FPGAs &
Adaptive SoCs (see Figure 3.1) one notices, that Vivado is part of Vitis, meaning Vitis
is at the same time the whole development chain. Therefore, the Vitis Work
ow also
happens outside the programme with the same name.
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Figure 3.1: Product selection when installing Vitis and Vivado.
Only one option can be selected.

In most cases, the work starts with Vivado, but here the �rst decision has to be made:
It is possible to create the full PL logic either (1) via a board design consisting of
blocks and connections similar to Simulink in Matlab or (2) with handwritten FPGA
code (VHSIC (Very High Speed Integrated Circuit)
Hardware Description Language (VHDL) or Verilog), but one can also choose to create
an absolute minimalistic design, only describing the Hardware Infrastructure of the PL
without any kind of logic.

That logic can be added later in Vitis, after having Vivado export the board design as
an Xilinx Shell Archive (XSA) �le. Vitis can use this �le, to build a hardware platform
from it. Based on that platform a System Project is created, which basically acts as a
bundle consisting of a hardware platform and at least one component such as an High
Level Synthesis (HLS) application.

From a pure syntax point of view, HLS code is just C/C++ code with a few unusual
elements. Ultimately, it is another way to create PL logic as Vitis translates the C
code into Register-Transfer Level (RTL). At the end Vitis builds from that System
Project a container �le, an xclbin-�le. This �le is then moved along with a few other
meta �les to the board, where the xmutil-tool can be utilised to load the just created
PL application onto the FPGA fabric.

If the PL logic is already completed within the Vivado board design, then this xclbin-
�le is created di�erently. Vivado is capable to package the project into a PL Kernel �le
(.xo), which can be then linked with the help of v++, the Vitis compiler also utilised
by the Vitis IDE, into an xclbin-�le[27].

The PS application can be written and compiled within, but also outside Vitis. Impor-
tant is to include and link the XRT-libraries, which allows the PS to access the memory
mapped AXI ports of the PL application. Basically, the PL application gets called like
a function from a C header �le. The name of the function is de�ned either in the HLS
code or as the Hardware Description Language (HDL) top module in Vivado depending
on which route was taken. The parameters for that function are handwritten in HLS
like in C, but with the extra step of de�ning pointer parameters as AXI interfaces via
so called pragma-statements.
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Step Description
Create hardware
infrastructure

Realised in Vivado

Create PL logic Realised either as an RTL Kernel in Vivado or as an HLS
Kernel in Vitis

Create PS logic Realised either in Vitis as an Application or in another way
(Visual Studio Code, g++, etc.)

Table 3.1: Overview of the Vitis Work
ow[27]

In Vivado the packaging process requires the manual creation of ports. The absolute
minima are ports for XRT to control the PL application (this step is handled by Vitis
automatically, when using HLS), but additional ports can be created, which will then
act as the aforementioned function parameters. The return value of these functions
is usually void, although it is also possible to use return values. Table 3.1 shows a
compact summary of the just described work
ow. PL logic designed in Vitis IDE will
be referred to as HLS Kernels from now on. RTL Kernels refer to the other type, which
got created in Vivado and then just exported.

3.1.3 Current State

The goal of this research was to understand, how to extract image data from Mipi
Test, which has not been achieved at the time of writing. The author came to the
conclusion that HLS Kernels are meant for already existing data stored on the PS and
merely post-processed on the PL. Moreover, o�ers Mipi Test an already de�ned logic
further underlining RTL Kernels to be the right approach. Unfortunately while having
successfully transformed an example hardware design, which only loops data back, into
an RTL Kernel, the data was never received back by the host application.

3.2. Method Considerations

Eickho� [18] does not just name ECSS, but also a few others (such as DO-178B),
however ECSS is considered as the gold standard for European space missions. To �lter
the large selection of tests and analysis only ECSS-Q-ST-30C Rev.1 was considered,
which is the standard dedicated to Dependability. As Dependability consists of multiple
aspects next to Reliability and also the standard de�ning a complete space system, the
content of the standard had to be narrowed down even further.

ECSS-Q-ST-30C Rev.1 also de�nes Severity Categories:[19, Table 5-1]

ˆ Catastrophic: Damage to life or ecosystems

ˆ Critical: Loss of mission

ˆ Major: Strong degradation of mission execution

ˆ Minor/Negligible: Slight or no degradation of mission execution

Eickho� [18] lists additionally Software criticality levels:
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ˆ Level A: Incorrect software execution leads to mission loss

ˆ Level B: Incorrect software execution endangers mission

ˆ Level C: Incorrect software execution leads to major consequences

ˆ Level D: Incorrect software execution leads to minor consequences

As the camera is a core component in this project, its loss or malfunctioning can be
classi�ed as a major severity. This justi�es e�orts directed towards the testing and
analysis of the software controller of the camera, which acts as the main component
responsible for it.

Since only a small prototype was developed by a single person based on a few require-
ments and given hardware, the most suitable way to test that prototype, whether it
o�ered acceptable service in case of faults, were an FTA, a small FMEA and an evalu-
ation of FDIR tactics. Reasons for that were that identi�cation of failure modes could
be done very early during the design phase (e.g. via 
owcharts), the physical camera
o�ering plenty of interesting obstacles and �nally FDIR being based on requirements,
which were already partially given due to the operational environment.

3.3. Planned Tests

The �rst things, that can be said about the �nished prototype are of general nature
such as Lines of Code, number of If-statements, number of negative return values
representing failed calls etc. These statistics do not characterise the software yet, but
they were easy to acquire and gave an impression of its dimensions.

Based on a list of problematic events coming either from the user, camera or other
outside factors occurring before or in the middle of execution, an FMEA table was
created, which also included whether and how those events are handled.

Various kinds of user input were mimicked via a Bash script calling the software. The
generated logs were interpreted as the result of each execution. The following cases
were considered:

ˆ No or not enough parameters

ˆ Wrong or very unusual parameters (e.g. letters, astronomical high numbers,
negative or 
oating-point values)

ˆ Parameters in wrong order

ˆ Attempt to use 
ags (e.g. -g or {gain)

Regarding misbehaviours by the camera, no feasible way was found to simulate them.
The e�orts would have included the creation of a custom camera �rmware or creating
a camera mock which were not justi�able.

Most importantly, however, was to verify the satisfaction of the given requirements
�rst, as the prototype must o�er the demanded service at least in a best-case scenario.
The changed registers could be manually queried from the command line and their

15



values validated after a successful run. The existence of image data would have proven
a successful acquisition trigger.
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4. Implementation

In this chapter, the actual work done during the semester is explained. Naturally, any
form of Research & Development incorporates a generous amount of time experimenting
and testing paths, that do not necessarily lead to somewhere. For brevity only the
relevant aspects of the practical work will be described here.

4.1. Design of the Software

To keep the software to control the camera (called Camera Control from here on)
within limits, the requirements by Ric Dengel were as listed:

ˆ The possibility to manually set the camera's Gain value

ˆ The possibility to manually set the camera's Exposure time value

ˆ The possibility to manually set the camera's Resolution (i.e. Width and Height)

ˆ One image taken instantly (no delay, burst or live video feed) per execution

4.1.1 Preparations

After having successfully established a connection to the I2C interface of the Alvium
1800 via Mipi Test, it became important to avoid potential con
icts with the exper-
imental CSI-2 network. Therefore, a reduced version of Mipi Test has been created
containing only the I2C network. All subsequent work has been done with this mini-
malistic hardware design from here on.

The �rst steps in becoming familiar with the camera's registers were performed with
a simple Python script exerting the SMBus module, which made pure I2C communi-
cations fairly simple. The �nal product, however, was supposed to be a C application
as Python would have added unwanted overhead and complexity to the space system.
For C the best choice was to utilise the I2C header i2c.h already included in the Linux
Kernel as it was the most re�ned option. Alternatives would have been third-party
libraries, which barely simpli�ed the written code at the expense of adding any issues,
which may accompany them.

Finally prototype functions for writing and reading data to and from the camera were
created until the maturity of the earlier Python script was reached. In general, the
usage of I2C was challenging due to its unintuitive approach: to read data, an empty
write access containing only the register's address is performed followed by a read
access paired with storage for the data to be inserted to. Writing was realised by
sending a complete write message containing the address and the new value. I2C and
respectively the camera registers o�er no boundaries or protection similar to memory
pointers in C. It is absolutely possible to read and write beyond the intended register
causing unde�ned behaviours. Any kind of security and validation has to be performed
on the caller's side.
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4.1.2 Architecture

Figure C.1 gives an overview of Camera Control. Essentially, the 
ow of the programme
is similar to a loopback or ping application: starting at the top with the caller of
the programme (User) a request is passed through multiple layers until it reaches the
physical camera. Its reply is transported the same way back up to the caller again. The
aforementioned prototype functions became the lowest layer i2cfunc() fully unaware
of the meanings of the transported messages or the device being a camera. In general,
each layer does not assume anything about the others and acts as independently as
possible. The two middle layers represent the nature of the physical camera respectively
its �rmware, which incorporates a large amount of meta registers to be used when
accessing the actual registers. These additional registers de�ne on the one hand, what
can be written (e.g. maximum values) into the camera, handled by camerafunc 2(),
and on the other hand how the registers shall be accessed (i.e. handshake for write
access, checksums for read access) handled by camerafunc 1(). The requirements are
realised by the upper layer cameraoperate(), which utilises the lower layers to set the
desired values and trigger the acquisition of an image. Finally, the main function
creates and clears the access to the I2C bus indi�erently from the state of the other
layers to ensure the de-allocation of resources. Flow charts for all layers apart from
i2c func() can be found in Appendix C.

This architecture is possible due to a makeshift dictionary in C, which combines (1)
an array of structs each consisting of the address, length and access type (e.g. read
only, read/write) of the to be represented register and (2) aliases for numbers (via
the #de�ne macro) acting as keys. The keys are used by the upper layers, to specify
the demanded register, while only the lowest layer knows about the structs. Lastly
throughout the code are syslog() calls, to document each execution of Camera Control.

4.1.3 Usage

The prototype is implemented as a shell programme without a user interface or con-
�guration �le. Interaction is realised exclusively via command-line parameters. Figure
4.1 shows an example. This was not only done for easier development, but also because
computers in space are typically not operated through a remote interactive session or
a monitor. As the contact with the spacecraft is often not available, the execution
of programmes is preplanned, which would require the prototype to be utilisable by
another software or script. As I/O operations slow down software performance, pa-
rameters are deemed most suitable as the calling script would be precon�gured with
them already. Additionally would any unnecessary component such as �le handling or
user interface add extra complexity and failure modes. The general approach for space
is: the simpler, the better.

Currently, the following parameters can be set:

ˆ Log Level: a value between 0 and 7

ˆ Exposure time: in Nanoseconds

ˆ Gain: in Millibel (1/100 Decibel)

ˆ Width: in Pixels
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ˆ Height: in Pixels

The units correspond to the ones used by the camera registers[1] to avoid conversions.
The log level adjusts the verbosity of the prototype and is not forwarded to the camera.

Figure 4.1: An example call of the prototype via a terminal passing over valid values
for Log level, Exposure time, Gain, Width and Height.

4.1.4 Tests

A series of Bash-scripts were created, which call the prototype in various ways. Each
script takes the number of times, the prototype shall be called, as a parameter and
stores the results in a �le named after the test type with a timestamp appended. This
allows multiple runs to be compared with each other.

feature tests.sh invokes the prototype with camera-supported values. After each run
queries via i2ctransfer are performed, to compare the initial values with the current
ones. The test outputs ratio between the total number of runs and set values versus
the correctly performed runs and sets respectively. The maximum achievable rate is
therefore 100% each. The test alternates between di�erent sets of camera parameters
to make failed writes observable.

performancetest.sh works similar by executing the prototype with supported param-
eters and measuring the time before and after doing so. The di�erence between the
generated timestamps yields the total latency for a complete execution. The run-ID,
latency and return code of the prototype are stored in Comma-Separated Values (CSV)
format. This test bene�ts the most from the con�gurable log level.

The �nal script param test.sh provokes failed runs by calling the prototype for each
set of prede�ned incorrect parameters. For comparison an additional run with correct
parameters was included. To isolate the induced failure, only one and the same pa-
rameter was miscon�gured at a time, while the remaining values matched the correct
run; 
ags were used for every parameter, however. Table 4.1 lists all test cases apart
from one calling the prototype with correct and an additional obsolete parameter. The
logs are stored per run as results for this test. A one-second sleep between the runs is
required to distinguish logs.
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Test scenario Log level Exposure Gain Width Height
correct params 7 22061 0 1920 1080
no params { { { { {
too few params 7 22061 0 1920 {
negativevalues 7 22061 0 1920 -1
astro values 7 22061 0 1920 999...999
letter values 7 22061 0 1920 z
string values 7 22061 0 1920 asdf
wrong order 7 22061 1920 1080 0
short 
ags -l 7 -e 22061 -g 0 -w 1920 -h 1080
long 
ags {log 7 {exposure 22061 {gain 0 {width 1920 {height 1080
wrong log lvl 69 22061 0 1920 1080

Table 4.1: Test cases with variations of wrong parameters
Astronomically high value = 9999999999999999999999999999999999999
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5. Results and Analysis

This chapter presents various aspects of the prototype expressed in numbers, which
are then interpreted.

5.1. General Statistics

During development multiple pitfalls when accessing the camera were identi�ed (see
Section 2.3.4). For maximum robustness the code contains extensive error-handling
such as conditional branches and error code propagation to callers. Table 5.1 sum-
marises a selection of code elements. They were obtained merely with the search
function within Visual Studio Code and manually subtracting irrelevant hits. As this
is a coarse measure, the values should only be interpreted as approximate and may
change with further development.

Metric Value
Number of �les 2
Lines of code 165 + 1361
Number of functions 11
If statements 98
While loops 2
For loops 8
Negative status returns 42
Positive status returns 1
Types of negative returns 7
Log messages 191

Table 5.1: General statistics about the current prototype.
Numbers derived from Search function in Visual Studio Code. Git hash a7e93fab

5.2. Basic Analysis

5.2.1 Validation

Before the prototype's reliability can be estimated, it must �rst be con�rmed, that the
prototype ful�ls the speci�ed criteria. Software which is not �t for purpose, can be
considered as unreliable, i.e. having a reliability of 0.

feature test.sh was executed 1000 times. The results are included in Table 5.2 and
don't convey a single failure. For each run, all four camera values were read back from
the camera's registers and matched the initial values.

This test runs within a small time span and its results should not be interpreted as a
long-term characterisation. However, the test was performed on other occasions leading
to the same results.
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Metric Total Correct Correct/Total [%]
Runs 1000 1000 100.0
Set parameters 4000 4000 100.0

Table 5.2: featuretests.sh having executed the prototype 1000 times.
A result of 100% means, that the con�gured camera registers contained the expected value

afterwards after every run.

The test number 1000 was chosen as a su�ciently high number, which allows quick
calculations. For example, correspond 10 failed runs to a failure rate of 1%. As
no failures have been observed so far, the camera values are changed reliably by the
prototype. It also indicates that the camera's dynamic constraints did not come into
e�ect during the testing period.

5.2.2 Performance

An important aspect for the project is the camera's performance, despite no require-
ments existing for it yet. A measurement with performancetest.sh of over 1000 execu-
tions revealed three observations (see Figure B.1):

ˆ same latency for most runs at ca. 200 ms

ˆ rare, random and extreme outliers up to 2 s

ˆ regular, multiple seconds long increase in latency by about 25% a�ecting nearly
every second run

None of the captured return values reported a failed execution, meaning each run was
executed fully. However, the prototype was con�gured to perform full logging, i.e.
logging from Debug level and above. I/O operations can have a major impact on the
performance, therefore the same setup was run again with log level set to Emergency.
As the prototype does not emit logs at this level, this equals disabled logging.

Figure B.2 presents the data in the same scale as B.1 for direct comparison. Both test
runs yielded only successful return codes. The performance without logging is more
stable as neither random nor regular exceptions occur. The performance di�erence
between both test runs is shown in Figure B.3, which shows a performance gain of
roughly 9%. Both versions of the performance test were repeated on multiple occasions
reproducing the same observed patterns. Table 5.3 lists derived values from the two
measurements.

Since the only di�erence between the two test runs is the logging, all observed latency
spikes can be contributed to Syslog with the exact cause being unknown. The spikes
have only a minor impact on the total performance as can be taken from the gap
between the median and mean latency. The prototype itself without being slowed
down by the logging shows a remarkable stability with a minimal standard deviation.
The framerate remains roughly the same in both cases of around 5 frames per second.

Since the complete image taking pipeline is not yet fully developed, as stated in 3.1.3,
the numbers should be interpreted as best-case-results.
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Log level Mean [ms] Median [ms] Std dev. [ms] Min [ms] Max [ms]
log0 189.154 189 1.351 185 195
log7 219.421 206 111.801 201 2299

Table 5.3: Statistics for the results from Figure B.1 and B.2.

5.2.3 Veri�cation

Measuring the prototype's reaction against the same incorrect user input required an
extra step after having executed paramtests.sh. INFO log level was used, to exclude
variations in the log �les caused by low layer debug messages. The test scenarios
were iterated through 1000 times each over four hours generating in total 12.000 log
�les. Individual peeks showed correct and repeated behaviour of the prototype, which
alone is not su�cient to reveal its general behaviour. A Python script stripped away
timestamps and process IDs and created per log �le a hash value from the remaining
content. The number of individual hash values within a test scenario would re
ect the
prototype's overall stability in it; a value of 1 means, that all runs within that category
(e.g. no parameters) emitted the same message. The script then determines, which
hash appears most often per scenario.

Test scenario No of Deviations MTBD [m:s] Mean stability [logs]

astro values 69 3:25 13.30
correct params 65 3:37 14.17
letter values 78 3:01 11.67
long 
ags 8 29:24 110.22
negativevalues 62 3:48 14.89
no params 5 47:02 165.83
short 
ags 5 47:02 165.83
string values 67 3:31 13.72
too few params 5 47:02 165.83
too many params 2 117:36 332.67
wrong log lvl 79 2:59 11.51
wrong order 77 3:03 11.83

Table 5.4: Amount of deviating log �les, mean time between deviations, and mean
stability within each test scenario. Sample size: 1000 runs per scenario.

Table 5.4 shows the total amounts of deviating logs (D) per scenario, calculated using
5.1 where N is the total number of logs and M is the number of majority logs per
scenario. Additionally the average number of majority logs between deviations (Mean
stability) and the average time passed between deviations (MTBD) were computed
using 5.2 and 5.3 respectively. It should be stressed, that the majority of identical
log �les does not automatically represent correct and deviations from them incorrect
behaviour of the prototype. These numbers express behaviour stability, not failure
rates.

D = N � M (5.1)
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Mean stability =
M

D + 1
(5.2)

MTBD =
Total test time

D
(5.3)

To increase insight, the script also stores the name and the timestamp of log �les,
which diverted from the majority. These values were then used to generate a heatmap
showing the outliers per interval and test scenario as shown in Figure B.4. It should be
noted here, that hash values cannot express similarity. Even tiny changes may cause
totally di�erent hashes, making them unsuitable to measure proximities.

The numbers in Figure B.4 derive their meaning by comparing them to the total amount
of generated logs within each time slot, as shown in Figure B.5. Test scenarios, which
lead to the intended abortion of the programme, due to a wrong number of parameters,
yield the most stable log outputs, almost a perfect black row.

Table 5.5 reveals two distinct clusters of test scenarios: the �rst being the previously
mentioned cases, which share nearly identical numerical characteristics. As the pro-
gramme is supposed to log a single message, identical values and a median of 0 are
to be expected; however the existence of deviations is unexpected and require further
investigations. Errors within the test setup e.g. incomplete stripping of non-constant
log elements are to be considered.

In the remaining test scenarios the prototype accepts the parameters initially. Their
statistics di�er, but show similar trends. The most notable observation is, that the
correct usage of the prototype does not lead to more stable output. This scenario
is not numerically separated from the other ones, often located in the middle �eld
for each statistic in Table 5.4 and 5.5. Variations in this cluster were expected as
they may originate from the camera's assumed dynamic register values and incomplete
handshakes.

Manual checks of selected log �les showed, that for the �rst cluster the deviations
came from a lack of output due to unknown reasons. For cluster two they originated
from a failed handshake. The massive amount of log �les would justify an automation
mechanism to identify and group di�erences, which has not been implemented yet.

5.3. Advanced Analysis

5.3.1 Failure Mode and E�ects Analysis

An FMEA table for the prototype was created and can be found in Appendix D. As a
baseline, an example from NASA [28] was used with modi�cations. The FMEA table
begins with potential failures (Table D.1), which can happen per process step. The
latter are de�ned from the user's perspective and do not contain low-level functional-
ities, since an FMEA should analyse something as a whole rather than its individual
components. To avoid enlarging the table unnecessarily, steps ful�lling requirements,
such as creating access to the camera, are also included; otherwise they would become
cause of failure for every other item in the table.
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Test scenario max [%] avg [%] median [%] stddev [%]

astro values 14.29 6.76 6.93 4.21
correct params 14.29 6.48 4.76 3.98
letter values 25.00 7.95 6.93 4.63
long 
ags 4.76 0.78 0.00 1.76
negativevalues 18.18 6.25 4.76 4.53
no params 4.76 0.49 0.00 1.46
short 
ags 4.76 0.49 0.00 1.46
strings values 18.18 6.64 4.76 3.84
too few params 4.76 0.49 0.00 1.44
too many params 4.76 0.19 0.00 0.94
wrong log lvl 19.05 7.99 9.31 5.17
wrong order 19.05 7.71 9.09 4.69

Table 5.5: Statistics derived from Figure B.5 per test scenario.
Highlighted are the scenarios leading to a wrong number of parameters. The minimum

value for all scenarios was 0.00.

Following are columns for e�ects and their severities (Table D.2), which determine the
potential disruptions of the whole process. Severity is rated as a level from 1 to 10,
with level 1 having no or minor impact, while 10 is reserved for a�ecting the whole
onboard computer. For an image taking process the loss of the camera or lack of image
data are serious issues. In space missions, suboptimal data is generally preferred over
no data at all. The severity alone does not generate a ranking between the failure
modes yet.

The potential causes and their probability of occasion (Table D.3) are also relevant to
determine the ranking. For the causes it was chosen to include unknown ones as well as
unlikely events, such as the wrong camera being attached because awareness of them
is preferable to omitting them. Since the probabilities are not known yet, the values
were chosen based on observations during development and on what can reasonably be
expected. This scale also ranges from 1 to 10 with 1 standing for the lowest probability.

For completeness, the current methods, to detect and perhaps even prevent failures,
need to be included as well (Table D.4). They compensate the previously estimated
values, since an already handled failure mode should have a lower priority than an
unhandled one. Due to the prototype's strong focus on robustness and verbose logging,
most failure types are noticed. Condition statements and Timeouts explicitly check for
and report discovered failures. Some failures can however currently only be discovered
through log data. A few others wouldn't be directly detected, but may provoke other
noticeable failures. A Detection value of 1 signals an easily detectable failure, while
the maximum value of 10 is reserved for hidden failures.

The product of severity, occasion and detection creates the Risk priority number and
highlights failure modes, which may have been underestimated during development.
New or additional actions can optionally be added (Table D.5).

The analysis suggest that the prototype covers most identi�ed failures to a certain
extent, although their frequencies are not being taken fully into account yet.
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5.3.2 Fault Tree Analysis

An FTA can estimate the probability of a failure mode from the probabilities of its
causes. As an example, the loss of an image has been chosen as the failure mode, which
can be traced back to two causes: (1) the image acquisition was never triggered, or (2)
the image acquisition was unsuccessfully triggered.

As noted in Section 2.1.3 di�erent faults can lead to the same failure. An inspection
of the prototype's code revealed many faults resulting in a premature exit. Figure
C.8 displays the FTA tree, which does not consider the origin of an error within the
prototype's architecture (see Section 4.1.2), to avoid unnecessary complexity. The tree
includes only faults that lead to either of the two failure causes. Some errors, such as
failing to set the gain value, are not included because the prototype would still attempt
to take an image in such cases.

As just mentioned in the context of the FEMA table, no actual probabilities are known
yet. Nevertheless, the FTA tree demonstrates, that even low probabilities between 10-
20% for some events can result in a probability of already 50% of no image data, since
the prototype does not distinguish temporal and permanent inaccessibility yet.
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6. Discussion

The question remains, whether this prototype ful�ls this thesis' de�nition of reliability,
which was: Does it o�er an acceptable level of service despite failures? It is crucial
however to discuss �rst, how well the acquired results match the theoretical background
and how they may be a�ected by the implementations of both, the prototype and the
tests.

6.1. Theoretical Framework

Following relevant ECSS standards, the analysis was carried out using FMEA and
FTA accompanied by validation and veri�cation tests. As the standards do not specify
exact implementations, they were adapted as appropriate for the project. The use of
fault categories was not considered during implementation, but it may prove valuable
in the future (see Section 7.1). Because FDIR incorporates user requirements, while
spanning at the same time over the complete system, a balance between fault tolerance
and performance may be possible, for example could re-attempts be performed by the
calling system while the prototype executes faster with fewer checks. The FMEA table
also proved to be valuable for re-evaluating the importance of certain prototype aspects
and for identifying overlooked pitfalls, such as the presence of other I2C devices on the
same bus. In particular the FTA highlighted, how sensitive the current implementation
is to faults.

Overall, the applied theories served to evaluate the prototype's reliability.

6.2. Methods, Implementation and Results

The prototype currently only executes the camera without accessing the image data.
The results are yet not a�ected by the image acquisition itself. The performance
should be interpreted as optimistic, even though it is arti�cially degraded by logging
and possibly by the prototype's architecture. Further re�nements are possible. In
addition, the performance test does not measure individual process steps, such as
reading from or writing to registers. Granulated results could hint at bottlenecks. The
validation test only covers stability under frequent execution in a short period and not
over longer intervals. Irregular or occasional disturbances are hardly detected by it.
This gap is addressed by the veri�cation test, which checks for consistent long-term
behaviour under various scenarios.

Because of the incomplete implementation and gaps in the testing setup, the results
provide only a �rst, albeit meaningful impression. The methods serve as a good indi-
cator, where future work needs to be done.
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7. Conclusion

This thesis presented the research, design and analysis of a software-de�ned solution
for a camera used onboard a spacecraft. Theoretical aspects of software development
for and usage on spacecrafts have been examined, and selected concepts were ap-
plied during the design and evaluation. The challenges originating from the embedded
environment of MPSoC boards were explained in detail, although a concrete imple-
mentation was not o�ered due to encountered di�culties. Nonetheless, the MVP was
achieved, including camera con�guration. This made it possible to characterise the
prototype to a su�cient extent for the thesis.

To conclude, it can be stated that the prototype does not yet ful�l the picked de�nition
of reliability.

7.1. Future Work

The analysis strongly suggests implementing re-attempts. This would signi�cantly
improve the prototype's reliability; e.g. three image capture attempts in total could
reduce the failure probability from about 50% to roughly 25%. As of now, a temporarily
unreachable camera is treated essentially the same as a frozen or unmounted one.
Additional parameters, such as timeouts, were already thought of, but parameters for
the used I2C bus and channel became crucial for maintaining 
exibility in case of
unexpected issues.

For testing, it would be worthwhile to analyse memory leaks, inject bit
ips, as those
can occur due to space radiation, and to perform a power cycle or unload the PL
application, in the middle of image capture.

As a general note, a port to MISRA C, a subset of the C language, should also be
considered. MISRA C is designed for critical software, such as automotive systems.

This thesis is part of an ongoing project, so these improvements will naturally be
considered.
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A. Used Hardware

Figure A.1: Photo of a KV260 Kria board and a Raspberry Pi camera
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Figure A.2: Photo of the adapter connecting a KV260 Kria board and the camera by
Allied Vision (both cropped at the edges)
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Figure A.3: Photo of the Camera by Allied Vision (side view)
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Figure A.4: Photo of the Camera by Allied Vision (back view)
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Figure A.5: Photo of the Camera by Allied Vision (front view)
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Figure A.6: Figure 1 in Allied Vision [1] describing the 
ow of the image data

37



Figure A.7: Figure 2 in Allied Vision [1] visualising which registers a�ect each other
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B. Graphs

Figure B.1: Latency for a sample size of 1000 executions with logging enabled.
Zoomed in (orange box): one of the regular appearing exceptions
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Figure B.2: Latency for a sample size of 1000 executions with logging disabled.
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