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Resiimee/Abstract

Objektituvastusmudelite hindamine ja veaanaliiiis droonide tuvastamisel parismaailma
stsenaariumites

Kiesolevas bakalaureusetods hinnatakse erinevate objektituvastusmudelite sobivust droonide
tuvastamiseks parismaailma tingimustes. Vordlusesse kaasati kolm YOLO-pohist mudelit: YOLOvV7,
YOLOVS ja YOLOv11, ning kaks avatud sdnavaraga mudelit: Grounding DINO ja OWLv2.
Mudelite joudlust hinnati viiel erinevak andmestikul: avalikul Kaggle’i andmestikul, Tartu
Ulikooli Delta hoone laboris salvestatud andmestikul, sisekoridorides salvestatud andmestikul,
vilitingimustes salvestatud andmestikul ning drooni kaamerapildist koostatud andmestikul, kus

tiks droon salvestas teist drooni.

Mudelite hindamisel kasutati tipsust, tundlikkust ja F1-skoori. Lisaks numbrilistele tulemustele
vaadati iile ka mudelite tehtud vead, et paremini mdista, millistes olukordades tuvastamine
ebadnnestus. Tulemused néitasid, et avalikul andmestikul saavutasid mudelid mérgatavalt pare-
maid tulemusi kui parismaailmas salvestatud andmestikel. Parim F1-skoor avalikul andmestikul
oli 0.887, mille saavutas YOLOv11. Kdige keerukamas drooni kaamerapildi stsenaariumis oli
parim F1-skoor vaid 0.218, mille saavutas OWLv2. See nditab, et mudelite vdime uutes ja
keerukamates tingimustes droone tuvastada langes oluliselt.

Avatud sOnavaraga mudelid kéitusid YOLO-p0Ohistest mudelitest monevorra erinevalt. Ground-
ing DINO tuvastas droone harvem, kuid selle tuvastused olid enamasti diged. OWLV2 saavu-
tas vilitingimustes parima F1-skoori 0.693, kuigi seda ei olnud eraldi droonide tuvastamiseks
seadistatud. Peamised veapohjused olid keeruline taust, erinevus treening- ja testimistingimuste
vahel, drooni viike suurus pildil ning litkumisest tingitud higusus.

CERCS: T120 Siisteemitehnoloogia, arvutitehnoloogia [|6]
Keywords: Mirksonad: droonituvastus, objektituvastus, YOLO, veaanaliiiis, UAV, arvutinigemine

Evaluation and Error Analysis of Object Detection Models for Drone Detection in Real-
World Scenario

This bachelor’s thesis evaluates the suitability of different object detection models for drone de-
tection in real-world conditions. Three YOLO-based models, YOLOv7, YOLOvVS, and YOLOv11,
and two open-vocabulary models, Grounding DINO and OWLv2, were compared. The models
were evaluated in five different settings: a public Kaggle dataset, a dataset recorded in the Delta
building laboratory at the University of Tartu, an indoor corridor dataset, an outdoor dataset,
and a drone-feed dataset in which one drone recorded another.

Model performance was evaluated using precision, recall, and Fl-score. In addition to the
numerical results, the detection errors were reviewed to better understand the situations in which
the models failed. The results showed that the models performed noticeably better on the public
dataset than on the custom real-world datasets. The best Fl-score on the public dataset was



0.887, achieved by YOLOV11. In the most challenging drone-feed scenario, the best F1-score
was only 0.218, achieved by OWLv2. This shows that the models ability to detect drones
dropped considerably in new and more challenging conditions.

The open-vocabulary models behaved somewhat differently from the YOLO-based models.
Grounding DINO detected drones less often, but its detections were usually correct. OWLv2
achieved the best Fl-score of 0.693 in the outdoor setting, even though it had not been fine-
tuned specifically for drone detection. The main causes of detection errors were complex back-
grounds, differences between training and test conditions, small drone size in the image, and
motion blur.

CERCS: T120 Systems engineering, computer technology [6]]

Keywords: drone detection, object detection, YOLO, error analysis, UAV, computer vision
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L ihendid, konstandid, noisted

CNN - Convolutional Neural Network

FN - False Negative

FP - False Positive

F1 - Fl-score (harmonic mean of precision and recall)
loU - Intersection over Union

TN - True Negative

TP - True Positive

UAV - Unmanned Aerial Vehicle

YOLO - You Only Look Once

Domain shift - A situation where the distribution of training data differs signi cantly from the
distribution of test data, often leading to reduced model performance

Open-vocabulary model - A model capable of detecting objects based on arbitrary text de-
scriptions, without being restricted to a xed set of prede ned categories

Precision - The proportion of model detections that correctly correspond to a ground truth
instance

Recall - The proportion of ground truth drone instances that were successfully detected by the
model

Zero-shot detection - Object detection performed without any task-speci ¢ ne-tuning on the
target category



1 Introduction

The rapid growth in the use of unmanned aerial vehicles (UAVs), commonly known as drones,
has introduced signi cant challenges related to security, privacy, and airspace monitoring. Drones
have been reported in unauthorized proximity to airports, prisons, and critical infrastructure,
posing risks that range from accidental collisions to deliberate misuse [2,4]. As drones become
increasingly accessible in civilian, commercial and industrial applications, the need for reliable
and scalable drone detection solutions has become more important [2].

Traditional approaches to drone detection include radar, radio frequency (RF), acoustic sens-
ing, and computer vision-based methods. Each of these approaches has its own strengths and
limitations [4]. Radar systems can detect objects at long distances and under poor visibility
conditions, but they often struggle to distinguish small drones from visually or physically sim-
ilar objects such as birds [3, 4]. RF-based approaches can be effective when communication
signals are present, but they are less useful for autonomous or signal-silent drones [4]. Acous-
tic methods are relatively low cost, but their performance is sensitive to environmental noise
and limited by shorter detection range [4]. Computer vision-based methods, particularly deep
learning-based object detectors such as YOLO, can recognize visual features of drones, but their
performance is strongly in uenced by lighting conditions, weather, motion blur, object size, and
background complexity. [4, 5]

Recent advances in deep learning have introduced not only convolutional neural network (CNN)-
based object detectors such as YOLO, but also transformer-based and open-vocabulary models
such as Grounding DINO and OWLv2. These newer models offer improved exibility and
may generalize better to unseen object appearances or environments. However, their practical
performance in real-world drone detection scenarios remains insuf ciently studied, especially
when drones appear as small, fast-moving objects in visually challenging scenes.

This thesis focuses on the evaluation of different object detection models for drone detection in
real-world scenarios, with particular attention to their practical limitations and failure cases. [4,
5]

1.1 Problem Statement

Although recent object detection models achieve strong results on benchmark datasets, their
practical applicability to drone detection in real-world conditions remains unclear. Perfor-
mance reported on standard datasets does not necessarily transfer to scenarios where drones
are recorded outdoors, appear at small scale, or are observed under changing lighting and back-
ground conditions.

Another challenge lies in the diversity of available model types. Traditional closed-set detectors



such as YOLO-based models are widely used in object detection tasks, while newer open-
vocabulary models such as Grounding DINO and OWLv2 offer greater exibility by allowing
prompt-based detection. However, it is not yet clear how these approaches compare when
applied to the same drone detection task.

In addition, performance metrics alone do not fully describe model behavior. Two models with
similar numerical results may fail in different ways. For example, one model may miss a large
number of drone instances, while another may detect more objects but produce more incorrect
classi cations. Without analyzing such failure cases, it is dif cult to assess which model is
better suited for practical drone detection.

For this reason, there is a need for a systematic comparison of different object detection mod-
els, combined with a closer examination of their typical errors and limitations in realistic drone
detection scenarios. [4, 5].

1.2 Objectives and Roadmap

The main objective of this thesis is to evaluate and compare different object detection models
for drone detection in real-world scenarios. The study focuses on both YOLO-based models
and open-vocabulary models, speci cally Grounding DINO [11] and OWLv2 [12].

To achieve this objective, custom-recorded drone videos and open-source data are used as eval-
uation material. The video data are processed into image frames and the test data are organized
in a format suitable for model evaluation. The selected models are then executed on the same
or comparable data in order to enable consistent comparison.

The performance of the models is assessed using standard evaluation metrics such as precision,
recall, and F1-score. In addition to numerical comparison, the thesis analyzes typical failure
cases, including missed detections and incorrect classi cations, to better understand the practi-
cal strengths and weaknesses of each approach.

The remainder of this thesis is structured as follows. Chapter 2 provides an overview of relevant
drone detection approaches and object detection models. Chapter 3 describes the methodology,
including the datasets, evaluated models, and the experimental procedure. Chapter 4 presents
the obtained results. Chapter 5 discusses the results and analyses the observed failure cases.
Finally, Chapter 6 concludes the thesis and outlines possible directions for future work.
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2 State of the Art

This chapter provides an overview of existing research on drone detection, with a focus on com-
puter vision-based approaches. The detection literature is organised around the core challenges
that de ne the problem: distinguishing drones from visually similar objects, handling small
object sizes, and maintaining performance across varied environmental conditions.

2.0.1 Overview of Drone Detection Approaches

Drone detection has been studied using several sensing modalities, each with distinct advantages
and limitations. Radar-based systems can detect objects at long range and under poor visibility,
but frequently struggle to distinguish small drones from birds due to their similar radar cross-
sections [3]. Radio frequency (RF) approaches detect the communication link between a drone
and its controller, but are ineffective against autonomous or encrypted platforms [4]. Acous-
tic methods offer low cost, but are limited in range and sensitive to environmental noise [4].
Computer vision-based approaches offer a exible and cost-effective alternative that does not
depend on the drone's electronic characteristics, and have received increasing research attention
with the rise of deep learning [4, 5].

2.0.2 Computer Vision-Based Drone Detection

Early vision-based approaches relied on hand-crafted features such as HOG (Histogram of Ori-
ented Gradients) and background subtraction to detect moving objects in video streams [4].
While effective in controlled settings, these methods lacked robustness to changing lighting
and complex backgrounds [4]. The introduction of deep convolutional neural networks shifted
the eld towards learned representations, with detectors such as Faster R-CNN, SSD, and the
YOLO family achieving strong performance on general object detection benchmarks [4,17].

Coluccia et al. [16] compared multiple deep learning approaches for drone detection in the
context of the 2020 Drone-vs-Bird Detection Challenge. The study highlights that performance
varies substantially across video sequences depending on drone size, distance, and background
complexity. Sequences captured by moving cameras and those containing very distant drones
were found to be the most challenging, with no single approach performing reliably across all
conditions. This nding motivates the analysis of failure cases in this thesis.

Isaac-Medina et al. [17] evaluated several state-of-the-art detectors - including Faster R-CNN,
YOLOvV3, SSD, and DETR - across three benchmark datasets (MAV-VID, Drone-vs-Bird, and
Anti-UAV). Their results show that detection performance varies signi cantly across datasets,
and that detecting small, distant UAV remains a consistent challenge across all evaluated archi-
tectures. Faster R-CNN and DETR were found to generally outperform single-stage detectors,
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though at greater computational cost.

Bilal et al. [5] proposed a cost-effective day-and-night detection system using separate YOLOvV5-
based models for RGB and infrared cameras. Their system achieved 90% accuracy in distin-
guishing drones from birds and demonstrated that combined camera setups can extend detection
capability to low-light environments. The study also noted reduced performance in cases with
complex backgrounds, consistent with the challenges observed across the literature.

Al Dawasatri et al. [19] examined deep learning architectures for drone detection and recogni-
tion using visible-spectrum imagery. Their work applied transfer learning to the Drone-vs-Bird
dataset and found that ne-tuning pre-trained models on domain-speci ¢ data leads to substan-
tial accuracy improvements compared to zero-shot transfer.

2.0.3 Challenges in Real-World Drone Detection

Several recurring challenges are identi ed across the drone detection literature [4, 16, 17]:

Small object size. Drones frequently appear as small, low-resolution objects in the image
frame, particularly at operational detection distances. Standard object detection models, typi-
cally optimized for mid-to-large objects, often fail to reliably detect objects occupying fewer
than 0.1% of the image area.

Background complexity. Detection performance is strongly affected by the visual complexity
of the background. Cluttered environments, vegetation, and high-contrast structures introduce
false positives and reduce detection con dence.

Domain shift. Models trained on benchmark datasets frequently fail to generalize to new
recording environments, camera setups, or drone types. This generalization gap between in-
distribution and real-world performance is a central concern for practical deployment.

Motion blur and viewpoint variation. Dynamic camera motion, as occurs in drone-feed
recordings, introduces motion blur and rapid viewpoint changes that further reduce detection
consistency across video frames.

These challenges directly motivate the evaluation design and error analysis conducted in this
thesis.

2.0.4 Drone Detection Datasets

The development and evaluation of drone detection models depends heavily on the availability
of annotated datasets that capture realistic and varied ight scenarios. A number of publicly
available benchmark datasets have been established for this purpose, each differing in capture
conditions, sensor modalities, and annotation format.

Drone-vs-Bird is one of the most widely used benchmark datasets for vision-based drone de-
tection [16]. Originally introduced as part of a detection challenge at IEEE AVSS 2019 and
subsequently expanded through later challenge editions, the dataset focuses speci cally on the
dif culty of distinguishing small drones from birds in realistic outdoor footage. It consists of

77 annotated video sequences totaling 104,760 frames captured using both static and moving
cameras. Drones in this dataset are often small, appearing at long distances with an average
bounding box size of approximately 34 23 pixels, making reliable detection particularly chal-
lenging.
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MAV-VID (Multirotor Aerial Vehicle VID) is a dataset composed of video sequences of sin-

gle UAVs captured from multiple viewpoints, including footage recorded from other drones,
ground-based surveillance cameras, and handheld mobile devices [17]. The dataset is annotated
in YOLO format and is divided into training and validation splits. Compared to Drone-vs-Bird,
UAVs in MAV-VID are generally larger and more visible in the frame, making it a useful bench-
mark for evaluating baseline detection capability before moving to more challenging scenarios.

Anti-UAV is a multi-modal dataset introduced as part of the Anti-UAV Challenge at CVPR
2020 [17]. It contains 160 video sequences captured using both electro-optical (EO) and in-
frared (IR) cameras, comprising a total of 186,494 annotated frames across both modalities.
The dataset covers four drone types (DJI Inspire, DJI Phantom, DJI MavicAir, and DJI Mav-
icPro) and was primarily designed for single object tracking rather than general detection. Its
inclusion of IR imagery makes it particularly relevant for low-light or nighttime detection re-
search.

Halmstad Drone Dataset is a multi-sensor benchmark that includes infrared and visible video
recordings as well as audio les [18]. The dataset contains 650 video clips of drones and other
ying objects - including birds, airplanes, and helicopters - captured at three Swedish airports
at varying sensor-to-target distances. With over 203,000 annotated frames across all modalities,
it is one of the largest publicly available drone detection datasets. Its inclusion of non-drone
ying objects and multiple sensor types makes it especially useful for evaluating false positive
rates under realistic conditions.

In this work, the open-source dataset used for evaluation was the YOLO Drone Detection
Dataset published on Kaggle by Iimak [13], which contains 1,012 training images and 347
validation images annotated in YOLO format for a single drone class. This dataset was se-
lected because it was also used to train the pre-trained YOLO weights evaluated in this thesis,
allowing a direct assessment of in-distribution performance before testing generalization to the
custom-recorded data. Representative examples from this dataset are shown in Figure 2.1.

Figure 2.1: Example images from the open-source Kaggle drone detection dataset used for
evaluation. Images show drones in varying outdoor conditions against different backgrounds.
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3 Methodology

3.1 Dataset

The dataset used in this work consists of custom-recorded drone videos captured in real-world
environments using Parrot Bebop 2 drones. Data collection was carried out in four different
settings in order to introduce variation in background and environmental conditions.

The rst set of recordings was captured indoors in the Delta building of the University of Tartu,
speci cally in the Delta X laboratory environment. The second set was recorded in the corridors
of the same building, providing a more constrained indoor setting with different lighting and
background characteristics. The third set of recordings was collected outdoors near Tartu in the
Kambja area, where drones were own in an open environment without the presence of nearby
people. In addition, a fourth scenario was included, where one drone recorded another drone
using its onboard camera, this was also done in an outside environment. This setup introduced
a dynamic viewpoint and additional motion complexity compared to static camera recordings.

The recorded videos were annotated using the open-source annotation tool CVAT. Bounding
boxes were manually drawn around visible drones directly on the video frames.

During the export process, CVAT automatically converted the annotated video into individual
image frames and corresponding annotation les. The annotations were exported in YOLO
format, where each object is represented by a bounding box and an associated class label.

The resulting dataset consists of image frames extracted from the annotated videos, which were
then used as input for model evaluation.

The resulting dataset consists primarily of frames where a drone is present. Only a limited
number of frames without visible drones are included. As a result, the evaluation focuses mainly
on detection performance, particularly the ability of models to correctly identify drone instances

and avoid incorrect classi cations within drone-containing scenes.

3.2 Models

3.2.1 YOLO-Based Object Detection Models

Deep learning-based object detection has become one of the most widely used approaches in
computer vision. Among these, YOLO (You Only Look Once) models are especially popular
due to their balance between detection speed and accuracy. Unlike two-stage detectors such
as Faster R-CNN, which rst propose candidate regions and then classify them, YOLO-based
models treat object detection as a single regression problem, predicting bounding boxes and
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class probabilities directly from the full input image in a single forward pass [7]. This de-
sign enables real-time inference, making YOLO models particularly suitable for video-based
applications such as drone detection.

A key limitation of YOLO-based models is that they are closed-set detectors: they can only
identify object categories that were present during training. This constrains their exibility

in scenarios where the target class is underrepresented or where the object appearance varies
signi cantly from the training distribution.

In this work, pre-trained YOLO model weights published by Dogukan limak on HuggingFace
were used for all three YOLO variants [13-15]. All three models were ne-tuned on the same
publicly available YOLO Drone Detection Dataset from Kaggle, consisting of 1012 training
images and 347 validation images annotated in YOLO format for a single class (drone). Images
were resized to 640 640 pixels. Data augmentation included mosaic augmentation, random
scaling, and HSV colour jitter to improve generalization across environmental conditions.

YOLOv7

YOLOvV7 was introduced by Wang et al. in 2022 as a real-time object detector that surpassed all
known detectors in both speed and accuracy at the time of its release [8]. Among its key con-
tributions was the Extended Ef cient Layer Aggregation Network (E-ELAN), which improves
feature learning without changing the gradient path of the original architecture [8]. The model
also introduced a compound scaling method that adjusts network depth and width together, and
a planned re-parameterisation approach to reduce computational overhead at inference [8]. In
this work, pre-trained weights ne-tuned on a drone detection dataset were used [13].

YOLOvVS

YOLOv8 was released by Ultralytics in 2023 as a redesign of the YOLO architecture [9]. Com-
pared to earlier versions, it introduced an anchor-free detection head, which simpli es how the
model predicts object locations [9]. The model is available in multiple size variants ranging
from nano to extra-large, allowing it to be adapted to different computational constraints. In
this work, the extra-large variant (YOLOv8x) was used, with weights pre-trained on a drone
detection dataset by limak [14].

YOLOv11

YOLOv11, also referred to as YOLO11, was released by Ultralytics in 2024 as the most recent
major iteration in the YOLO series [10]. The model achieves similar or improved accuracy
compared to YOLOv8 while reducing the number of parameters, making it more computation-
ally ef cient [10]. The extra-large variant (YOLOv11x) was used in this work, with pre-trained
weights provided by limak [15].

3.2.2 Open-Vocabulary Object Detection Models

Recent advances in vision-language modelling have introduced a new class of object detectors
known as open-vocabulary models. Unlike traditional closed-set detectors, open-vocabulary
models are not constrained to a xed set of prede ned categories. Instead, they accept natural
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language prompts as input and perform detection based on the semantic alignment between
visual regions and the provided text description. This exibility allows open-vocabulary models

to generalize to object categories not seen during training, which is particularly relevant for
drone detection, where object appearance can vary considerably and task-speci c training data
may be limited.

In this work, both open-vocabulary models were used in a zero-shot setting, meaning that no
ne-tuning of drone-speci ¢ data was performed. Detection was prompted using the multi-
term query “drone, quadcopter, uav, ying drone” to capture the range of visual descriptions
that may correspond to the target object.

Grounding DINO

Grounding DINO, proposed by Liu et al. in 2023, is an open-vocabulary object detector that
combines the DINO transformer-based detector with grounded pre-training on large-scale image-
text pairs. The model uses a Swin Transformer as its visual backbone and a BERT-based text
encoder to process language inputs. A feature enhancer module enables bidirectional infor-
mation exchange between the visual and language modalities, while a cross-modality decoder
produces the nal detection outputs. The model is trained with a contrastive learning objective
that aligns regional visual features with their corresponding textual descriptions. [11]

Grounding DINO achieves strong zero-shot transfer performance and is capable of detecting
objects based on open-ended text prompts at inference time without any category-speci ¢ ne-
tuning [11]. In the context of this work, the model was queried directly with descriptive terms
for drones, and its outputs were evaluated against the annotated ground truth.

OWLv2

OWLv2 (Open-World Localization version 2), introduced by Minderer et al. in 2023, is an
open-vocabulary object detector built on a Vision Transformer (ViT) [20] backbone pre-trained
using contrastive image-text objectives. The model extends the original OWL-ViT framework
by introducing self-training on web-scale image-text data, which signi cantly improves detec-
tion performance on novel categories without requiring manual annotation. At inference time,
OWLV2 takes a text prompt and produces bounding box predictions for all regions that seman-
tically match the query. [12]

Compared to Grounding DINO, OWLV2 uses a simpler architectural design that couples the VIiT
backbone directly to the detection head, without a separate cross-modal fusion module. This
design gives the model high recall sensitivity, meaning it tends to produce a larger number of
candidate detections in response to a given prompt [12]. As a result, OWLv2 is particularly well-
suited for scenarios where missing a target is more costly than producing false positives, though
this characteristic can also lead to elevated false positive rates in visually complex environments.

3.3 Experimental Setup

The drones were controlled using the Python library pyparrot. In order to access video streams,
ROS was used, which required Ubuntu 20.4 system that had to be set up as a dual boot on the
development machine.
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All models were evaluated on the same annotated dataset to ensure a fair comparison. The
evaluation was performed frame-by-frame on video data.

For YOLO-based models, the con dence threshold was set to 0.25, which determines the min-
imum con dence score required for a detection to be considered valid. The Intersection over
Union (loV) threshold was set to 0.5, which de nes the minimum overlap required between
a predicted bounding box and the ground truth for the detection to be considered correct.The
models were executed with a batch size of 16.

The YOLO models were run on a CPU-based environment. In contrast, Grounding DINO and
OWLv2 models were executed on a GPU-enabled system due to their higher computational
requirements.

Model-speci c parameters were kept consistent across experiments where possible in order to
ensure comparability of results.

3.4 Evaluation Methodology

The performance of the models was evaluated using standard object detection metrics, including
precision, recall, and F1 score.

A prediction was considered a true positive (TP) if the detected bounding box correctly matched
a ground truth drone instance with an Intersection over Union (loU) score of at least 0.5. A
false positive (FP) occurs when the model produces a detection that does not correspond to any
ground truth instance. For example, agging a background object as a drone. A false negative
(FN) occurs when a ground truth drone instance is present in the image but the model fails to
produce any matching detection.

Precision, recall, and F1 are de ned as follows:

TP

Precision :W (3.1)
TP
Recall = TP+EN (3.2)

Precision Recall
Fl=2 Precision + Recalll (33)

Precision measures how many of the detected objects are correct, while recall indicates how
many of the actual drone instances were successfully detected. The F1-score provides a bal-
anced measure that combines both precision and recall.

In addition to numerical evaluation, a qualitative analysis was performed to identify common
failure cases, such as missed detections and incorrect classi cations.
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4 The Results

This chapter presents the evaluation results of YOLO-based models (YOLOv7, YOLOVS, and
YOLOv11) and open-vocabulary models (Grounding DINO and OWLv2) across three evalua-
tion scenarios: an open-source drone detection dataset, a custom-recorded indoor dataset, and
outdoor and drone-feed recordings.

4.1 Results on the Open-Source Dataset

The rst set of results was obtained by evaluating all ve models on the open-source drone
detection dataset. For the YOLO-based models, the results are summarized in Table 4.1.

Table 4.1: YOLO model performance on the open-source dataset (1102 images)

Model Precision Recall F1

YOLOvV7 0.724 0.781 0.751
YOLOv8 0.892 0.846 0.867
YOLOv1l 0.942 0.835 0.887

All three YOLO models achieved strong results on the open-source dataset. YOLOv11 achieved
the highest precision (0.942), while YOLOvV7 achieved the highest recall (0.781). YOLOv8 and
YOLOV11 both obtained F1-scores above 0.86, indicating a good balance between precision
and recall.

The open-vocabulary models were also evaluated on the same dataset using a multi-term prompt

consisting of “drone”, “quadcopter”, “uav”, and “ ying drone”. The results are shown in Ta-
ble 4.2.

Table 4.2: Open-vocabulary model performance on the open-source dataset (1102 images)

Model Precision Recall F1
Grounding DINO 0.779 0.867 0.821
OWLv2 0.445 0.940 0.604

Grounding DINO achieved a well-balanced F1-score of 0.821, with both precision (0.779) and

recall (0.867) at competitive levels. OWLv2 produced the highest recall of 0.940 across all

models on this dataset, indicating that it detected nearly all drone instances. However, this
came at the cost of a large number of false positives (432), resulting in a low precision of 0.445
and a substantially lower F1-score of 0.604.
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4.2 Results on the Custom Indoor Dataset

The indoor evaluation was conducted across two environments within the Delta building at
the University of Tartu: the Delta X laboratory room (2124 frames, seven sequences) and the
building corridors (3226 frames, seven sequences), totalling 5350 frames. The YOLO-based
models were evaluated on each environment separately, while the open-vocabulary models were
evaluated on the combined dataset. The results are therefore reported in two parts, but all models
were assessed on the same underlying data.

4.2.1 Delta X Laboratory

The YOLO-based models were rst evaluated on the 2124-frame Delta X laboratory subset.
The results are shown in Table 4.3.

Table 4.3: YOLO model performance on the Delta X laboratory dataset (2124 frames)

Model Precision Recall F1

YOLOvV7 0.063 0.377 0.108
YOLOV8 0.150 0.527 0.233
YOLOv11 0.127 0.752 0.217

Compared to the open-source dataset, all three YOLO models experienced a severe drop in pre-
cision in the Delta X environment. YOLOv11 achieved the highest recall (0.752), but with a pre-
cision of only 0.127, the majority of its detections were false positives. YOLOv8 achieved the
best F1-score (0.233), offering a slightly better balance between precision and recall. YOLOv7
performed weakest overall with an F1-score of 0.108. The pronounced degradation in precision
is likely attributable to the visually complex and cluttered background of the Delta X laboratory.

4.2.2 Delta Building Corridors

The YOLO-based models were further evaluated on the 3226-frame corridor subset, consisting
of seven sequences. The average results are shown in Table 4.4.

Table 4.4: YOLO model performance on the Delta corridors dataset (3226 frames)

Model Precision Recall F1

YOLOv7 0.597 0.462 0.510
YOLOvVS8 0.821 0.285 0.423
YOLOv11 0.771 0.600 0.675

The corridor environment yielded substantially better results than the Delta X laboratory for
both YOLOV8 and YOLOv11, suggesting that the more structured and uniform background of
the corridor setting is less detrimental to detection performance. YOLOv11 achieved a signi -
cantly higher F1-score (0.675) than YOLOVS8 (0.423), driven primarily by a higher recall (0.600
vs. 0.285). This difference indicates that YOLOv11 was more consistently able to detect drone
instances in the sequences, while YOLOv8 tended to produce fewer but more precise detections.
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4.2.3 Indoor Open-Vocabulary Models

The open-vocabulary models were evaluated on the entire combined indoor dataset of 5350
frames, which includes both the Delta X laboratory and corridor recordings described above.
The results are shown in Table 4.5.

Table 4.5: Open-vocabulary model performance on the combined indoor dataset (5350 frames)

Model Precision Recall F1
Grounding DINO  0.901 0.272 0.419
OWLvV2 0.091 0.356 0.145

Grounding DINO achieved high precision (0.901) on the indoor dataset, indicating that when
it produced a detection, it was almost always correct. However, its recall dropped sharply to
0.272, meaning the majority of drone instances were missed, and the resulting F1-score was
0.419. OWLv2 performed considerably worse overall, with very low precision (0.091) and
moderate recall (0.356), yielding an F1-score of only 0.145.

4.3 Results on Outdoor and Drone-Feed Datasets

4.3.1 Outdoor Dataset

The outdoor evaluation was conducted on a custom-recorded dataset consisting of eight drone
ight sequences captured in an open environment. The recordings introduced additional chal-
lenges such as varying lighting conditions, larger distances between the camera and the drone,
and increased background complexity compared to the indoor environments. The YOLO-based
model results are shown in Table 4.6 and the open-vocabulary model results in Table 4.7.

Table 4.6: YOLO model performance on the outdoor dataset (6126 frames)

Model Precision Recall F1

YOLOvV7 0.174 0.118 0.141
YOLOv8 0.436 0.189 0.264
YOLOv1l  0.446 0.194 0.271

Among the YOLO-based models, YOLOv11 achieved the highest F1-score (0.271), followed
closely by YOLOvVS8 (0.264), while YOLOvV7 lagged considerably at 0.141. Overall recall re-
mained low across all three models, with the best result being 0.194 for YOLOv11.

Table 4.7: Open-vocabulary model performance on the outdoor dataset (6126 frames)

Model Precision Recall F1
Grounding DINO  0.914 0.308 0.460
OWLv2 0.805 0.608 0.693

The open-vocabulary models produced a notably different pattern in this scenario. OWLv2
achieved the highest F1-score across all evaluated models (0.693), combining strong precision
(0.805) with substantially higher recall (0.608) than any YOLO model. Grounding DINO also
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achieved very high precision (0.914), but its recall remained low (0.308), resulting in an F1-
score of 0.460.

4.3.2 Drone-Feed Dataset

The drone-feed evaluation was conducted on eight video sequences in which one Parrot Be-
bop 2 drone recorded another drone using its onboard camera, with the dataset containing a
total of 1992 frames. This scenario introduces additional challenges compared to static camera
recordings, including camera motion, viewpoint changes, and increased motion blur, as both

the observer and the target drone are in motion. The YOLO-based model results are shown in
Table 4.8 and the open-vocabulary model results in Table 4.9.

Table 4.8: YOLO model performance on the drone-feed dataset (1992 frames)

Model Precision Recall F1

YOLOv7 0.168 0.011 0.021
YOLOv8 0.512 0.074 0.129
YOLOv11l 0.539 0.052 0.095

The drone-feed scenario proved the most challenging across all evaluation settings and all mod-
els. Although precision values were sometimes nominally high, recall remained extremely low,
indicating that detections were rare. YOLOv7 performed weakest with an F1-score of 0.021.
YOLOvV8 achieved a slightly better F1-score (0.129) than YOLOv11 (0.095), primarily due to
better recall on several sequences.

Table 4.9: Open-vocabulary model performance on the drone-feed dataset (1992 frames)

Model Precision Recall F1
Grounding DINO  0.746 0.085 0.152
OWLvV2 0.303 0.170 0.218

The open-vocabulary models also struggled considerably in this scenario. Grounding DINO
achieved a precision of 0.746 but a recall of only 0.085, resulting in an F1-score of 0.152.
OWLV2 achieved slightly better recall (0.170) but lower precision (0.303), yielding an F1-score
of 0.218. Both models performed substantially worse here than on the outdoor or open-source
datasets, consistent with the increased dif culty introduced by onboard camera motion and
dynamic viewpoints.
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5 Analysis and Discussion

This chapter analyzes the results presented in Chapter 4, examines common failure cases ob-
served in the evaluated models, and discusses the practical implications of the ndings. Where
relevant, speci c examples are illustrated to support the analysis.

5.1 Analysis of YOLO-Based Models

Across all evaluation settings, a consistent pattern emerged among the YOLO-based models: all
three achieved strong performance on the open-source dataset but experienced signi cant degra-
dation when applied to the custom-recorded data. This gap suggests that the models generalise
poorly to visual conditions that differ from their training data, even when the task remains the
same. Drones in the custom dataset were recorded in environments with different lighting,
backgrounds, and camera distances compared to typical training data, which likely explains the
drop in performance.

Among the three YOLO variants, YOLOv11 consistently achieved the highest recall across
most settings, while YOLOvV8 tended to offer a better balance between precision and recall as
re ected in F1-scores. YOLOvV7 underperformed in all scenarios and appears less suited for this
task, particularly in outdoor and drone-feed conditions where it produced near-zero F1-scores.

A noteworthy observation concerns the interpretation of false positives in the evaluation. In
several cases, visual inspection revealed that a model had correctly located the drone but the
predicted bounding box did not overlap suf ciently with the ground truth annotation to meet the
loU threshold of 0.5. Under the evaluation methodology, such detections are counted as false
positives even though the drone was effectively detected. This suggests that the true detection
capability of the models may be somewhat higher than the numerical results indicate, and that
a lower loU threshold could yield a more accurate re ection of practical performance without
requiring re-evaluation.

5.2 Analysis of Open-Vocabulary Models

The open-vocabulary models exhibited a distinct and consistent behavioural pattern across all
settings. Grounding DINO consistently achieved high precision but low recall, while OWLv2
tended towards the opposite - higher recall at the cost of substantially more false positives. This
trade-off re ects fundamental differences in how the two models interpret the detection prompt
and apply con dence thresholds internally.

The most notable result for the open-vocabulary models came in the outdoor setting, where
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OWLv2 achieved an F1-score of 0.693 - the highest result across all ve evaluated models in
that scenario. This suggests that OWLv2 bene ts signi cantly from simpler and more uniform
backgrounds, where its tendency to produce many detections is less problematic because fewer
background objects are mistaken for drones. In the indoor and drone-feed settings, the same
behaviour became a liability, as the more complex visual environments caused a high rate of
incorrect detections.

5.3 Impact of Environmental Conditions

The results across different recording environments reveal that background complexity and
lighting conditions are the dominant factors affecting detection performance. This section ex-
amines the most signi cant failure cases observed during qualitative inspection of model out-
puts.

5.3.1 Complex Indoor Backgrounds

The Delta X laboratory presented the most challenging conditions of all evaluated indoor en-
vironments. The room contains a large amount of equipment, cables, structural elements, and
varied surfaces, creating a visually cluttered background that proved dif cult for all models to
handle. Both YOLO-based models and open-vocabulary models produced false positive detec-
tions in this environment, while some models also failed to detect the annotated drone entirely.

Figure 5.1 shows an example frame from the Delta X laboratory in which OWLv2 incorrectly
identi ed a piece of equipment on the oor as a drone. This type of error was representative
of a broader pattern observed across multiple frames, where objects with compact or roughly
symmetrical shapes were misclassi ed as drones.

Figure 5.1: OWLv2 false positive detection in the Delta X laboratory: an object on the oor
incorrectly identi ed as a drone.

The same type of dif culty was also visible in the YOLO-based models. Figure 5.2 compares
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