University of Tartu
Faculty of Science and Technology

Institute of Technology

Martin Hansschmidt

Assessment of HLS4ML for neural network deployment on FPGAs for
space applications

Bachelor’s thesis (12 EAP)
Computer Engineering major

Supervisor:

Junior Researcher in Space Technology: Ric Dengel

Tartu 2026



Resiimee/Abstract

HLS4ML raamistiku hindamine narvivorkude rakendamiseks FPGA-del kosmose tar-
beks

Kiesolev bakalaureuset66 uurib konvolutsiooniliste nirvivorkude (CNN) rakendamist FPGA-
del, keskendudes eelkoige hls4ml tulemuste hindamisele kosmose teemal.

Kuna kosmosemissioonidel on kriitilise tdhtsusega madal latentsusaeg, energiatShusus ja
otsustusvoimekus, pakuvad FPGA-d oma paralleeltootlusega head lahendust.

To60 eesmirk on vilja selgitada, kuidas erinevad mudeli parameetrid ja hls4ml seadistused
mojutavad ressursside rakendamist. Uuritakse, millised piirangud on mudelite mahutamisel pi-
iratud ressurssidega plaatidel. Metoodika algas mudeli loomisega Keras/TensorFlow keskkon-
nas, nende optimeerimist hls4ml abil ning I6plikku siinteesi ja rakendamist Xilinx Vivadoga.
Testplatvormidena kasutati Arty Z7 ja Kria K26 arendusplaate.

Tulemustest saab jareldada, et mudeli siigavus ja filtrite arv on peamised tegurid, mis su-
urendavad ressursikasutust (kuni kolm-neli korda), samas kui sisendi muutus avaldas riistvarale
suhteliselt viikest moju. Vorreldes Vivado siinteesi tulemustega selgus, et hls4ml kipub ressur-
sivajadust iile hindama. See tdhendab, et mitmed hls4ml poolt teostamatuks arvatud konfigurat-
sioonid olid siiski riistvaral rakendatavad.

Kokkuvotteks kinnitab to6, et hlsdml pakub toimivat toovoogu nirvivorkude FPGA-le vi-
imiseks, toetades seelibi autonoomsete siisteemide arengut tulevastel kosmosemissioonidel.

CERCS: T120 Siisteemitehnoloogia, arvutitehnoloogia; T125 Automatiseerimine, robootika,
control engineering; P176 Tehisintellekt [ 1]]

Mirksonad: FPGA, hls4ml, konvolutsioonilised nirvivorgud, kosmosevaldkond, ressursika-
sutus.

Assessment of HLS4ML for neural network deployment on FPGAs for space applications

This bachelor thesis investigates the implementation of convolutional neural networks (CNN)
on FPGAs, focusing primarily on evaluating hls4ml results in space application.

Since low latency, energy efficiency, and decision-making capabilities are critical for space
missions, FPGAs offer a good solution with their parallel processing.

The aim of the work is to find out how different model parameters and hls4ml settings affect
resource utilization. The limitations of fitting models on boards with limited resources are
investigated. The research began with model creation in Keras/TensorFlow, their optimization
using hls4ml, and final synthesis and implementation with Xilinx Vivado. Arty Z7 and Kria
K26 development boards were used as test platforms.

The results show that the depth of the model and the number of filters are the main factors



that increase resource utilization (up to three to four times), while the change in input had
a relatively small impact on the hardware. Comparing the results with the Vivado synthesis
results, it was found that hls4ml tends to overestimate the resource requirements. This means
that several configurations that were considered infeasible by hls4ml were still implementable
in hardware.

In conclusion, the work confirms that hls4ml provides a viable workflow for porting neural
networks to FPGAs, thereby supporting the development of autonomous systems for future
space missions.

CERCS: T120 Systems engineering, computer technology; T125 Automation, robotics,
control engineering; P176 Artificial intelligence [1]]

Keywords: FPGA, hls4ml, convolutional neural networks, space applications, resource
utilization.
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1 Introduction

In recent years, the growing demand for real-time data processing and low-latency decision-
making has piqued interest in deploying machine learning models on FPGAs. particularly
for space applications where onboard autonomy, power efficiency, and limited communica-
tion bandwidth are critical considerations [2,3]]. Field Programmable Gate Arrays (FPGAs) are
attractive for this purpose because of their parallel processing capabilities, configurability, and
energy efficiency [4]]. Convolutional Neural Networks (CNNs) have shown strong performance
in image recognition, signal processing, and pattern detection [5].

However, deploying such models on FPGAs is a challenge. Unlike usual CPUs or GPUs,
FPGAs impose strict constraints on memory and computational resources [6]]. Tools such as
hls4ml and FINN help bridge the gap between high-level machine learning frameworks and
hardware implementation by translating trained neural networks into High-Level Synthesis
(HLS) code [21]. This thesis assesses the aspects of deploying a CNN model on an FPGA
using hls4ml, focusing on the limitations, constraints, and resource utilization.

1.1 Problem Statement

While machine learning frameworks such as TensorFlow, Keras and PyTorch [12] allow for
model development and training, they are not designed for direct deployment on resource-
constrained hardware like FPGAs. The road from a high-level neural network to a hardware
description language with deployment introduces a few challenges.

Firstly, FPGAs have limited resources, including logic units, memory blocks, and digital
signal processing (DSP) elements [4]. This raises the question of how large and complex a
neural network model can be while still fitting within these constraints.

Secondly, not all neural network components, such as certain layer types, are compatible
with hardware synthesis tools like hls4ml, which may require additional modifications to either
the model or the HLS implementation itself. This came out during the process of trying to get
a given model running hls4ml. In addition, achieving efficient hardware performance requires
careful consideration of quantization, parallelization, and pipeline [7]].

These factors impose constraints that affect both model architecture and accuracy. As a
result, there is a need to systematically investigate the limitations and requirements of deploying
CNN models using hls4ml.

1.2 Objectives and Overview

The main goal of this thesis is to take a model from initial development to a deployment-ready
implementation, while examining the limitations of deploying convolutional neural networks
on FPGAs using hls4ml. More precisely, this work aims to address the following research
questions:



* How large a model can be successfully implemented on an FPGA using hls4ml?
* Which constraints need to be considered when designing models for hls4mli?

* How do different model parameters affect FPGA resource utilization and performance in
hls4ml?

To answer these questions, a pre-existing CNN model provided by the supervisor is first
adapted to satisfy the constraints imposed by hls4ml and prepared for FPGA deployment. The
thesis investigates how neural network parameters and hls4ml configurations can be optimized
for FPGA deployment while balancing hardware resource usage and model performance.

The work follows a complete pipeline from model design to an FPGA-ready implementa-
tion. A CNN model originally built with standard machine learning frameworks such as Keras
and TensorFlow is modified and optimized for hardware deployment. During this process, com-
patibility issues such as unsupported layers and operations are identified and addressed through
further adjustments to the model design. The optimized model is then converted into an HLS
representation using hls4ml [21].

The resulting HLS code is then synthesized and evaluated in terms of resource utilization
and performance on the target FPGA platforms. Finally, the findings are analyzed to establish
practical limits of model size and resource utilization. The thesis concludes with an analysis of
the trade-offs between model complexity and hardware efficiency, and offers guidance on best
practices for deploying neural networks on FPGAs with hls4ml.
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2 Literature Review

2.1 Convolutional Neural Networks and FPGA Technology

2.1.1 Convolutional Neural Networks

Convolutional neural networks [8] are deep learning models widely used for processing grid-
like data from images or videos. CNNs are designed to extract spatial features from input
data through a series of specialized layers. The core layer of this network is the convolutional
layer, which applies learnable filters to detect patterns such as edges, textures, and shapes. By
stacking multiple convolutional layers, CNNs can learn increasingly complex features, making
them good for image classification, object detection, segmentation, and pattern recognition [9]].

2.1.2 Field Programmable Gate Array

Field-Programmable Gate Arrays [4,/10] are reconfigurable hardware devices that allow users
to implement custom digital logic after manufacturing. Unlike conventional CPUs, which exe-
cute sequential software instructions, FPGAs can perform many operations in parallel through
dedicated hardware logic. This parallelism makes them well-suited for low-latency and high-
throughput applications, like neural networks and real-time signal processing. In addition,
FPGA logic can be reconfigured for different tasks, providing flexibility while maintaining
efficient hardware acceleration.

2.1.3 Place in Space Applications

Convolutional neural networks have become increasingly important in space applications due
to their capabilities in image processing, anomaly detection, and decision-making [3,/8,9]]. At
the same time, FPGAs are well-suited for space environments because of their reconfigurability,
low power consumption, and relatively high resistance to radiation effects compared to many
conventional processing platforms [11]]. Together, CNNs and FPGA-based systems provide a
promising solution for real-time onboard data processing in satellites and other space-based
systems, where computational efficiency, reliability, and adaptability are critical requirements
[9].

2.2 Comparison of Existing Approaches

V. Leoni et al. (2022) [25] present a mixed criticality architecture that combines radiation-
hardened space-grade processors, standard FPGAs, and task-specific processors such as VPUs
and TPUs to handle large data streams of up to 20 GB/s. The study showed that TPUs are the
fastest for small convolutional neural networks (e.g., MobileNet V2), while the MyriadX VPU
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and Jetson Nano GPU are more efficient for the more complex ResNet-50 model. The Zyng-
7020 proved to be the best for traditional image processing tasks, but the Myriad2 VPU was
more energy efficient.

V. Leoni et al. (2021) [26] focused on heterogeneous computing architectures to find a
System on a Chip with good power consumption and the best possible performance. In this
study, the Kintex XCKUO060 FPGA was used as the main processor, with DSP-AI functions
placed in a secondary processor, the Myriad2 VPU. The results showed up to a 75x speedup
in FP convolutions compared to the LEON processor, and up to a 58x improvement in energy
efficiency. The system achieved 6-20 FPS for smaller tasks and over 1 FPS for more complex
Al classifications.

R. Dengel et al. (2024) [27] provided an overview of how the SpaceChipExplorer workflow
was used to test different data reduction methods on several types of FPGA systems. The re-
search applied the CometSet dataset, on which several CNN models were trained and tested;
MobileNet, ResNet, U-Net and LR-ASPP, and analyzed their accuracy, number of parameters
and hardware-specific characteristics. The results showed that increasing data volumes and
limited data throughput on satellites require efficient on-board data segmentation, where neural
network-based methods offer the highest accuracy compared to traditional data reduction tech-
niques. SpaceChipExplorer enabled automated model compilation and deployment on various
radiation-hardened FPGA platforms, such as Vitis Al, FINN, VectorBlox, and provided a struc-
tured workflow from data preparation to performance analysis. Benchmark results showed that
the VE2302-DPU achieved over 31 FPS and low power consumption (10 W), while the ZCU102
and ZCU111 platforms fell below 5 FPS. The analysis showed that the DPU performance was
mostly modest, so its potential could be maximized by deep optimization.

In summary, the research above provides an overview of the potential of FPGA-based artifi-
cial intelligence acceleration in space applications and highlights directions for further research
and development activities.

2.3 Machine Learning Frameworks

Machine learning frameworks [[13]] are software libraries that simplify the design, training, and
evaluation of neural network models. These frameworks provide high-level abstractions for
defining model architectures, performing optimization, and handling large datasets.

2.3.1 PyTorch

PyTorch is an open-source machine learning framework under the Linux Foundation. PyTorch
allows developers to define neural networks using standard Python constructs, making it in-
tuitive and easy to write. It also provides strong GPU acceleration and a large ecosystem of
libraries for computer vision and natural language processing. [14]]

2.3.2 Keras/TensorFlow

TensorFlow, developed by Google, is a widely adopted machine learning platform designed
for flexibility and scalability. Keras serves as a high-level API within TensorFlow, enabling
simple building of neural networks. Keras provides user-friendly abstractions to simplify model
development, while TensorFlow offers different levels of abstraction for deployment across
various hardware platforms. [[15,/16]
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2.4 FPGA-Based Machine Learning Frameworks

Unlike traditional machine learning frameworks, FPGA-based frameworks focus on translating
trained models into hardware implementations optimized for performance, latency, and energy
efficiency. These tools are essential for deploying Al models in resource-constrained environ-
ments such as embedded and space systems. [18]

FPGA-based machine learning frameworks can generally be divided into two broad cat-
egories based on their implementation approach. The first category relies on predefined ac-
celerator architectures optimized for common operations such as matrix multiplication and
convolution, which dominate the computational complexity of convolutional neural networks
(CNNs). The second category generates custom hardware designs directly from the neural net-
work model, resulting in architectures that are highly dependent on the specific model structure.
This distinction has important implications for performance, flexibility, and resource utiliza-
tion. [27]]

24.1 FINN

FINN is a framework developed by AMD for implementing quantized neural networks on FP-
GAs. It specializes in low-precision models and uses a dataflow architecture to generate highly
optimized custom hardware accelerators. Unlike fixed accelerator-based approaches, FINN
generates highly customized dataflow-based accelerator architectures tailored to the neural net-
work.

FINN enables end-to-end deployment from trained models to FPGA bitstreams, making it
suitable for applications requiring low latency and high throughput. However, due to its strong
focus on quantized networks, its applicability may be limited for models that require higher
numerical precision. [17]]

2.4.2 Vitis AI

Vitis Al is a comprehensive development platform designed for deploying Al inference on
AMD/Xilinx hardware. It includes tools for model quantization, compilation, and runtime exe-
cution on specialized hardware accelerators such as the Deep Processing Unit (DPU).

Vitis Al is based on a predefined accelerator architecture optimized for standard neural net-
work operations such as convolution and matrix multiplication. This approach enables high
performance and efficient utilization of hardware resources but offers less flexibility compared
to custom hardware generation methods. As a result, it is widely used in production environ-
ments where stability and performance are prioritized. [19,20]

2.4.3 hls4ml

hls4ml is an open-source framework developed by CERN that converts trained machine learn-
ing models into High-Level Synthesis (HLS) code, which can then be synthesized into FPGA
hardware using tools such as Vivado Design Suite or Vitis HLS.

In contrast to accelerator-based frameworks, hls4ml generates custom hardware implemen-
tations directly from high-level model descriptions. This results in architectures that are tightly
coupled to the structure of the neural network, meaning that resource utilization and perfor-
mance vary significantly depending on model parameters such as input size, layer types, and
numerical precision.
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hls4ml is particularly popular in scientific applications, where low latency, determinism,
and interpretability are critical. It primarily supports models developed in Keras and related
frameworks, with growing support for PyTorch and ONNX-based workflows. [21},22]

2.5 FPGA Development Toolchain

The implementation of machine learning models on FPGA platforms requires specialized de-
velopment tools for hardware design, synthesis, and deployment. One of the most widely used
toolchains for AMD/Xilinx devices is the Vivado Design Suite.

2.5.1 Vivado Design Suite

Vivado is a hardware design tool developed by AMD for FPGA and System-on-Chip develop-
ment. It provides a complete environment for designing digital circuits, including synthesis,
implementation, and bitstream generation.

Vivado supports both traditional hardware description languages (HDLs), such as VHDL
and Verilog, as well as High-Level Synthesis (HLS), which allows developers to describe hard-
ware using C/C++. This capability is particularly important for machine learning applications,
where frameworks such as hls4ml generate HLS-compatible code.

In addition, Vivado integrates with higher-level frameworks such as Vitis AI and FINN, en-
abling automated workflows that convert trained neural networks into FPGA implementations.
These integrations allow designers to move from model development to hardware deployment
with reduced manual effort.

Overall, Vivado plays a central role in bridging the gap between software-level machine
learning models and low-level hardware realization on FPGA platforms. [23]]

2.5.2 Vitis

Vitis is a unified software development platform used for designing and deploying applica-
tions on AMD/Xilinx FPGA-based systems. It enables developers to implement hardware-
accelerated solutions using higher-level programming abstractions such as C and C++, while
integrating closely with hardware design tools like Vivado. In this way, Vitis bridges the gap
between software development and FPGA hardware implementation, making it an important
tool for accelerating computationally intensive applications such as machine learning and sig-
nal processing [24].
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3 Methodology

3.1 Framework selection

3.1.1 Deployment framework selection

In addition to selecting the deep learning framework, the choice of deployment framework for
FPGA implementation was also considered. Several alternatives exist for accelerating neural
network inference on hardware platforms. Frameworks such as Vitis Al have been extensively
studied and provide optimized implementations based on predefined accelerator architectures.
Similarly, FINN offers a dataflow-based approach for quantized neural networks, although it is
less mature in terms of toolchain support and flexibility.

In contrast, hls4ml enables the generation of custom hardware directly from high-level neu-
ral network descriptions. This approach allows fine-grained control over the resulting archi-
tecture, making it particularly suitable for exploring the relationship between model structure
and hardware resource utilization. Given the objectives of this work, which focus on evaluating
scalability and resource efficiency across different model configurations, hls4ml was identified
as the most suitable and flexible framework.

3.1.2 Deep learning framework selection

At the initial stage of this project, both PyTorch and TensorFlow (Keras API) were considered
as potential deep learning frameworks for model development and experimentation. Since both
frameworks are widely adopted in the field of machine learning and provide comparable capa-
bilities in terms of model construction, training, and evaluation, the choice between them was
not immediately constrained by performance or functionality differences.

Initial experimentation was conducted using existing models available in both PyTorch and
Keras. At this stage, either framework could have been used without introducing significant
limitations to the overall workflow. However, as the implementation details of the target ar-
chitecture were further analyzed, compatibility between required neural network layers and the
available framework implementations became a decisive factor.

A comparison of supported and compatible layers was performed for both frameworks. This
analysis revealed that the Keras-based implementation provided broader compatibility with the
required model architecture. In contrast, the PyTorch implementation contained a higher num-
ber of unsupported layer configurations for the specific model being adapted. These incom-
patibilities would have required either significant architectural modifications or custom layer
implementations.

As a result of this compatibility assessment, Keras (with TensorFlow backend) was selected
as the primary framework for this project. This decision ensured a more stable and direct
implementation path, minimizing the need for structural changes to the original model design
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and allowing development efforts to focus on training, evaluation, and experimentation rather
than framework-level adaptation.

3.2 Hardware

The selection of target hardware platforms played a central role in guiding the model design
and optimization process. As the primary objective of this project was to deploy neural network
models using high-level synthesis (HLS), all architectural decisions were constrained by the
capabilities and limitations of FPGA-based systems.

The hardware platforms available for this work included the Arty Z7 development board,
based on the Xilinx Zyng-7000 SoC, and the Kria K26 System-on-Module, which utilizes the
Zynq UltraScale+ MPSoC architecture. These platforms differ significantly in terms of avail-
able programmable logic resources, memory capacity, and computational performance as shown
in Table 3.1l

The Zyng-7000-based Arty Z7 represents a relatively resource-constrained environment,
whereas the Kria K26 provides substantially greater capacity and performance due to its Ultra-
Scale+ architecture. This variation enabled the exploration of how model size and complexity
scale across different classes of FPGA devices.

Table 3.1: Board resources

Board Bram DSP FF LUT URAM

Arty Z7 280 220 106400 53200 0
Kria K26 288 1248 234240 117120 64

It should be noted that the primary focus of this work was not full deployment and bench-
marking on physical hardware, but rather the evaluation of the design workflow and hardware
feasibility through synthesis and implementation reports. Resource utilization and scalability
were therefore assessed based on results generated by the HLS and FPGA toolchain.

Given these considerations, the selected platforms served both as realistic deployment tar-
gets and as reference points for evaluating the upper limits of feasible model configurations.
Initial development focused on establishing a minimal, functional model suitable for resource-
constrained devices. From this baseline, model parameters were incrementally adjusted to in-
vestigate how larger and more complex architectures could be supported on more capable hard-
ware.

This hardware-aware approach ensured that the resulting model designs remained practical
and aligned with the constraints imposed by FPGA-based acceleration using hls4ml.

3.3 Model parameters

During the model adaptation process, several key architectural parameters were iteratively ad-
justed to align the network design with hardware constraints and framework compatibility
requirements. The most significant parameters influencing model performance and imple-
mentability included the input size, network depth, and the number of initial filters. Each of
these was systematically modified to achieve a balance between computational feasibility and
model expressiveness.
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3.3.1 Model input size

The model input size was one of the first parameters to be defined during the adaptation process.
Initially, the model was reconstructed using a minimal input dimension of 4 x 4 x 3. This
configuration was chosen to ensure that a fully functional baseline implementation could be
achieved with minimal computational overhead.

Following successful initial implementation, the input resolution was gradually increased
in order to evaluate the model’s scalability and performance sensitivity to higher-dimensional
inputs. This scaling process continued until an input size of 32 x 32 x 3 was reached.

3.3.2 Model depth

The original Keras model architecture consisted of four depth levels (convolutional blocks).
While this configuration provided sufficient capacity, it was found to be unsuitable for deploy-
ment within the target hardware constraints and the hls4ml conversion framework, primarily
due to increased computational complexity and resource usage.

To address these limitations, the model depth was significantly reduced. The architecture
was simplified to a single-depth configuration, consisting of one convolutional stage. This
reduction greatly improved compatibility with the target hardware synthesis workflow and en-
sured that resource constraints were respected. Additionally, a higher-depth configuration was
also tested to observe how increased depth affected the results.

3.3.3 Model initial filters

The number of convolutional filters was greatly decreased from the original model. The baseline
Keras model had 64 initial filters, which were too demanding for the target hardware and didn’t
fit the intended lightweight implementation. To establish a starting point, the number of initial
filters was reduced to 4. This setup simplified the feature extraction stage while keeping the
basic functionality of the model pipeline. Since hardware compatibility was prioritized over
model complexity, this parameter was not increased in later iterations and has stayed fixed at 4
throughout the project.

3.4 Environment

Ensuring consistency and reproducibility across experimental iterations was a key requirement
throughout this project. Given that model development, training, and hardware synthesis work-
flows can be sensitive to differences in software versions and system configurations, a standard-
ized environment was necessary. Additionally, such an approach enables the use of multiple
machines with varying computational capabilities without introducing discrepancies in results.

To address these requirements, a containerized development environment was implemented
using Docker. This approach allowed all dependencies, libraries, and tools to be encapsulated
within a single, portable image, ensuring that experiments could be executed in a controlled and
identical setup regardless of the underlying host system.

The container was based on Ubuntu 22.04 and configured with Python 3.10 as the primary
runtime. Core system dependencies required for compilation and high-level synthesis (HLS) C-
simulation—such as compilers, build tools, and essential libraries—were pre-installed to sup-
port the full development workflow.

For machine learning tasks, the environment included TensorFlow and Keras (version 3),
which served as the primary frameworks for model development. In addition, the hls4ml library
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was installed with relevant extensions (including Keras v3 support, HGQ?2 quantization, profil-
ing, and optimization modules) to enable conversion of trained models into FPGA-compatible
representations.

Although not central to the final implementation, PyTorch and the Brevitas quantization li-
brary were also included to allow for auxiliary experimentation and comparison during early
development stages. Supporting libraries such as NumPy and Matplotlib were added to have
data processing, visualization, and evaluation. Furthermore, JupyterLab was included to pro-
vide an information codesnipets for future use.

One important design consideration was the integration of FPGA synthesis tools. While the
majority of the software stack was encapsulated within the container, tools such as Xilinx Vi-
vado and Vitis were not included directly. This decision was primarily driven by the substantial
installation size, which can exceed 100 GB. Including Vivado within the container would have
significantly reduced portability.

Instead, it was installed on the host system and accessed from within the container envi-
ronment when needed. This approach kept the reproducibility benefits of docker containers
while avoiding duplication of large installations. As a result, new container instances could be
deployed quickly without the need to reinstall Vivado every time, hence improving workflow .

Overall, the use of a containerized environment ensured consistent and reproducible exper-
imentation, enabled flexible use of computational resources, and streamlined the integration
between machine learning development and FPGA deployment workflows.

3.5 Pipeline

3.5.1 Overview

The development pipeline shown in Figure[3.1] was structured around the transformation of neu-
ral network models into FPGA-compatible designs. The workflow begins in the Keras/TensorFlow
block, where a model is created and trained for a specific usage. Right now, quantization was
done by hls4ml, but in a more complete workflow, a quantization-aware training would be in-
cluded. After training, the model was inspected to verify compatibility with hls4ml. Once
confirmed that everything is compatible, the model underwent further optimization and fine-
tuning within hls4ml. The configured model was then converted into an HLS-based IP core
targeting the AMD/Xilinx Vivado toolchain. Following IP generation, Vivado was used to per-
form synthesis and implementation, ultimately producing the FPGA bitstream file. In this work,
the full hardware deployment of the system was not performed, cause the primary goal was to
assess different models.

Model design Train model

. - Generate Deployment on
Synthesize Implementation — e

Figure 3.1: Diagram of the Workflow, where pink represents Keras/Tensorflow, orange hls4ml,
blue Vivado, and green pynq deployment
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3.5.2 Keras/Tensorflow

The pipeline began with the design of a neural network model. Depending on the stage of
development, this involved either constructing a new architecture or modifying an existing one.

3.5.3 HLS4ML

After obtaining the model, quantization and hardware-oriented optimization were performed
using the fixed-point precision configuration provided by hls4ml. Parameters such as input size,
filter size, network depth, reuse factor, clock period, and numerical precision were adjusted to
figure out the achievable model size on the target FPGA boards. This step-by-step process was
essential for identifying hardware-compatible configurations and understanding how different
parameters affected synthesis feasibility and resource utilization. Table summarizes the
range of parameters tested.

Once an appropriate configuration was achieved, the model was converted into an HLS
project using hls4ml. This generated a synthesizable representation of the model suitable for
further hardware design steps.

The majority of these stages, from model design to HLS project generation, were carried
out within the containerized Docker environment. This ensured consistent execution across
different systems and allowed for reproducible experimentation.

Table 3.2: Testing parameters for both boards

Unet-size Filter Depth Reuse Clock-periods Precision

4x4x3 4 1 1 1000 ’10:3’

8x8x3 8 2 2 12:4°
16x16x3 1024 ’16:6°
32x32x3

3.5.4 Vivado

The final stages of the implementation process were carried out using Xilinx Vivado, which was
used to transform the generated HLS project into a deployable FPGA design.

The HLS project produced by hls4ml was imported into Vivado, where it underwent syn-
thesis, implementation, and bitstream generation.

Once the design was successfully implemented, a bitstream file was generated. This bit-
stream represents the final step that can be loaded onto the FPGA to realize the neural network
accelerator.

Compared to earlier stages of the pipeline, this phase was less repetitive but still important
for overall improvement. In several cases, results from Vivado affected earlier design choices,
leading to additional tweaks in model parameters or hls4ml settings to fit better with hardware
limits.
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4 Results and Analysis

This chapter gives an overview of the results and analyzes the observed resource utilization
trends across the model configurations and FPGA devices. The main focus is on evaluating
how different parameters affect resource usage, while also comparing the resource estimates
from hls4ml with implementation results from Vivado.

4.1 Baseline Configuration

The baseline configurations for both boards were intentionally kept as small as possible. This
provided a minimal starting point from which the configurations could gradually be scaled to
determine the largest feasible implementation on each platform. The selected baseline parame-
ters for the Arty Z7 and the Kria K26 SOM are summarized in Table 4.1}

Table 4.1: Baseline for both boards

Board ‘ Unet-size Filter Depth Reuse Clock-periods Precision
Arty Z7 4x4x3 4 1 1 1000 12:4°
Kria K26 SOM | 4x4x3 4 1 1 1000 12:4°

4.2 Scaling Behaviour

4.2.1 Effect of Increasing Model Input Size

The results shown in Demonstrate that increasing the model input size within the tested
range resulted in only minor changes in hardware resource utilization. The LUT, DSP, and FF
usage remained relatively similar across the evaluated input sizes, indicating that the model
configurations were able to support larger inputs without a significant increase in resource con-
sumption on the evaluated FPGA devices. In contrast, BRAM utilization showed a slight in-
crease as the input size grew. However, the performed experiments did not include substantially
larger input resolutions, and therefore, it could not be confirmed whether the same behavior
would remain consistent for significantly larger input sizes.

4.2.2 Effect of Increasing Filter Size

The results indicate that increasing the filter size from 4 to 8 caused a substantial increase in
resource utilization. In many cases, the utilization of LUTs, DSPs, BRAMs, and FFs increased
by around three to four times compared to the baseline configuration. Despite this significant
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Figure 4.1: Utilization comparison with different input sizes

increase, the overall trends remained consistent across the evaluated input sizes, exhibiting be-
havior similar to that observed in the previous section.

FPGA Resource Utilization Comparison | {'size': '4x4', 'filters': '*', ‘depth’: 'd1", ‘reuse': 'r1", ‘clock’: 'clk1000", ‘precision’: ‘pfixed12'}
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Figure 4.2: Utilization comparison with different filter sizes

4.2.3 Effect of Increasing Model Depth

The results [ 4.3] obtained when increasing the network depth were similar to those observed for
larger filter sizes. In most cases, the utilization of LUTs, DSPs, BRAMs, and FFs increased by
approximately three to four times compared to the baseline configuration.

4.2.4 Effect of Reuse factor

The results[d.4] show that increasing the reuse factor reduced DSP and FF utilization across the
evaluated configurations. At the same time, LUT utilization increased slightly as the reuse factor
was increased. This behavior was consistently observed across the tested model configurations
and input sizes. This indicates that with increased Reusefactor, some DSP logic was done with
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Figure 4.3: Utilization comparison with different Depth sizes

LUTs instead. Despite these changes, the overall scaling trends remained consistent across the
tested model configurations.
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Figure 4.4: Utilization comparison with different Reuse factors

4.2.5 Effect of Precision

The results [4.5] show that changes in numerical precision produced a different effect on hard-
ware resource utilization compared to the previously evaluated parameters. When using the
fixed-point precision format < 10, 3 >, DSP utilization was reduced to zero. In these cases, the
corresponding arithmetic operations were implemented using LUT and FF resources instead,
which caused a significant increase in LUT and FF utilization. With the increased precision
formats < 12,4 > and < 16,6 >, DSP resources were utilized again. That resulted in lower
FF and LUT usage, though going from < 12,4 > to < 16,6 > showed the rise of FF and DSP
utilization.
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Figure 4.5: Utilization comparison with different precisions

4.3 Maximum Feasible Model Size

Based on the obtained synthesis and implementation results, the practical feasibility of a model
configuration was determined according to successful Vivado Bitstream generation. Configu-
rations that failed during synthesis or implementation due to insufficient FPGA resources were
considered not feasible for the evaluated devices.

For the first evaluated FPGA device, the Arty Z7, configurations with network depth 2
or filter size 8 were generally difficult to implement successfully due to high LUT and DSP
utilization.

For the second evaluated FPGA device, larger model configurations were implemented more
successfully due to the increased amount of available FPGA resources. Configurations with
depth 2 and filter size 8 showed a higher implementation success rate compared to the Arty Z7
board.

For both FPGA boards, even larger input sizes would have been feasible. However, they
were not explored within the scope of this thesis.

4.4 Comparison Between HLS4ML and Vivado

This section presents a comparison between the resource utilization estimates generated by
hls4ml and the final implementation results obtained from Vivado. The comparison includes
LUT, DSP, BRAM, and FF utilization across the evaluated model configurations for both FPGA
devices.

4.4.1 Overestimation by HLS4ML

The comparison between hls4ml synthesis estimates and the final Vivado implementation re-
sults showed noticeable differences in hardware resource utilization across the evaluated model
configurations. In most cases, hls4ml reported significantly higher LUT, FF, and DSP utiliza-
tion compared to the utilization values obtained after Vivado implementation. Table 4.2] shows
the differences between hls4ml estimates and Vivado implementation results for the evaluated
configurations. Note that everything in Table 4.2]is according to the baseline in Table {.1]if not
added to the Unet size.
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This behavior was observed across multiple evaluated configurations and FPGA devices.
For configurations with over 300% utilization, Vivado implementation errors were reported due
to resource constraints. Because of this, the design wasn’t completed. However, a number of
configurations under 300% utilization thresholds were still successfully synthesized and imple-
mented in Vivado.

The ability to implement larger models is important for FPGA-based neural network ac-
celeration, as larger model configurations generally allow more detailed feature extraction and
improved computational capability. However, despite the optimization benefits provided by Vi-
vado, the largest generated configurations still exceeded the practical resource limitations of the
tested FPGA devices, particularly due to LUT resource exhaustion

Table 4.2: Comparison between HLS4ML and Vivado

Board  Changed parameters | stage Bram DSP FF LUT URAM

Arty Z7 32x32 < 10,3 > | hlsdml 38% 0% 126% 269% 0%
Arty Z7 32x32 < 10,3 > vivado 32% 100% 49% 74% 0%
Kria K26  32x32 < 10,3 > | hls4dml 37% 0% 9%  85% 0%
Kria K26  32x32 < 10,3 > |vivado 33% 39% 10% 27% 0%
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5 Discussion

5.1 Discussion over results

The analysis of the obtained results shown in Figure 4.1} indicates that input size had a relatively
small impact on overall hardware resource utilization within the evaluated range of configura-
tions. Compared to other evaluated parameters, such as filter size and network depth, changes in
input dimensions produced only minor increases in LUT, DSP, BRAM, and FF utilization. This
indicates that reasonably sized image inputs can be supported on smaller FPGA devices without
causing excessive additional resource consumption. This behavior is particularly beneficial for
smaller FPGA devices, as it suggests that reasonably sized image inputs can still be processed
without exceeding available hardware resources. Although this trend may not necessarily con-
tinue for substantially larger input dimensions, the observed scaling behavior within the tested
range indicates good suitability for practical image-processing applications.

The performed experiments also demonstrated that even relatively simple model config-
urations were capable of reaching substantial FPGA resource utilization. At the same time,
the obtained results suggest that additional optimization and more advanced parameter config-
urations may allow the implementation of even larger and more computationally demanding
models on the evaluated FPGA platforms.

The dominant hardware bottlenecks throughout the experiments were LUT and DSP uti-
lization. Although DSP usage could generally be reduced through reuse factor adjustments and
precision modifications, these changes often resulted in increased LUT utilization. As a result,
LUT resources represented the most difficult limitation to optimize for larger model configu-
rations. In several evaluated cases, arithmetic operations that were no longer mapped to DSP
blocks were instead implemented using LUT resources, further increasing logic utilization.

An important observation throughout the implementation process was the effect of Vivado
optimization on final hardware utilization. The obtained results shown in Table {.2] indicate
that Vivado frequently reduced the final LUT, DSP, and FF utilization compared to the initial
hls4ml estimates. This enabled several configurations predicted to exceed FPGA capacity to still
achieve successful implementation. Consequently, the results indicate that high-level synthesis
estimates alone are not always sufficient for determining practical FPGA feasibility, particularly
for larger model configurations.

The obtained results indicate that smaller FPGA devices are still capable of supporting rel-
atively complex neural network models when appropriate optimization methods are applied.

5.2 Comparison with Related Work

Compared to the implementations presented in related work [30], the evaluated FPGA devices
in this thesis contained significantly fewer available hardware resources shown in Table [5.1]
Despite this limitation, several tested model configurations achieved resource utilization and
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implementation results comparable to models implemented on substantially larger FPGA plat-
forms. This was particularly noticeable for configurations with network depth 1, where the
evaluated models reached sizes similar to those reported in related studies [30].

The comparison also showed that the resource utilization reported in related work was of-
ten relatively high, even on FPGA devices with considerably larger LUT, DSP, BRAM, and FF
capacities. In contrast, the implementations evaluated in this thesis were able to achieve suc-
cessful synthesis and implementation on smaller FPGA devices through the use of parameter
optimization techniques such as reuse factor adjustment and reduced numerical precision.

Table 5.1: Comparing board resources

Board Bram DSP FF LUT URAM
Arty Z77 280 220 106400 53200 0
Kria K26 288 1248 234240 117120 64
xcku085 1620 4100 995040 497520 0

Although direct comparison between different studies is limited by differences in FPGA
architectures, neural network structures, precision formats, optimization techniques, pruning
methods, and synthesis workflows, the cited works also acknowledge these challenges in their
analyses. Differences introduced at each stage of the development pipeline can significantly
influence the final implementation results, making standardized comparison across studies dif-
ficult [31,32].

The evaluated FPGA-based CNN implementations are particularly relevant for modern space
missions that require autonomous onboard image processing under strict power and hardware
constraints. Missions like Comet Interceptor depend on onboard imaging systems that work
during short flyby periods. Sending all the data back to Earth is often not possible because of
bandwidth limits and communication delays. Recent studies have looked into using convolu-
tional neural networks for prioritizing images and reducing data in the mission’s OPIC imaging
system. This demonstrates how important it is to improve machine learning in space [9].

In such environments, FPGA-based accelerators offer several advantages compared to con-
ventional processing platforms, including low-latency inference, reconfigurability, and rela-
tively high radiation tolerance. Radiation-hardened and radiation-tolerant FPGA devices are
commonly considered for space systems because they can better withstand single-event up-
sets and other radiation-induced effects encountered in orbit and deep-space missions. These
characteristics make FPGA-based neural network acceleration a promising approach for future
autonomous spacecraft systems [32].
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6 Conclusion

The analysis showed that the resource-constrained nature of the Arty Z7 platform significantly
limits the complexity of deployable neural network models. In the evaluated configurations,
models with depths greater than one or filter sizes exceeding four channels became increasingly
difficult to synthesize within the available hardware resources. However, the experiments indi-
cated that further increases in input resolution may still be feasible under carefully optimized
configurations.

With layer-by-layer optimization it is possible to fit larger models onto the Arty Z7 board.
Such an approach would require a detailed analysis of individual layer resource utilization in
order to identify bottlenecks and selectively reduce hardware consumption where necessary.

In contrast, the Kria K26 platform provided substantially greater flexibility due to its in-
creased programmable logic capacity and computational resources. The obtained synthesis re-
sults showed that configurations with either increased network depth or larger filter sizes could
be successfully accommodated while still allowing room for larger input dimensions.

Nevertheless, combining both increased depth and larger filter sizes simultaneously is likely
to exceed the available resources without additional optimization techniques. In the current
work, several advanced optimization methods, including pruning and quantization-aware train-
ing [29], were not explored. The application of such techniques could further reduce resource
utilization and enable deployment of significantly larger and more complex neural network
models on FPGA-based systems.

Overall, the results demonstrate that hls4ml provides a viable workflow for evaluating FPGA-
oriented neural network implementations and highlights the strong dependency between model
architecture and hardware resource utilization.

The results of this work support the growing interest in FPGA-based neural network accel-
eration for space applications. Efficient CNN implementations on FPGA platforms may enable
real-time onboard image processing, anomaly detection, and autonomous decision-making in
future spacecraft missions. In particular, missions such as Comet Interceptor demonstrate the
increasing need for low-power and resource-efficient hardware accelerators capable of operat-
ing reliably in constrained and radiation-prone [9].
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